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But	there	are	many	cases	where	the	researcher	has	considerable	flexibility	in	how	to	represent	something,	and	that	representation	should	be	based	on	whatever	makes	the	most	sense	for	that	particular	experiment.	The	data	are	independent	because	we	have	different	children	in	the	two	treatments	and	because	those	who	change	in	one	direction	are
different	from	those	who	change	in	the	other	direction.	Cohen	chose	a	medium	effect	to	be	one	that	would	be	apparent	to	an	intelligent	viewer,	a	small	effect	as	one	that	is	real	but	difficult	to	detect	visually,	and	a	large	effect	as	one	that	is	the	same	distance	above	a	medium	effect	as	“small”	is	below	it.	If	the	eventual	purpose	of	the	study	is	to	predict
or	explain	one	variable	from	knowledge	of	the	other,	the	distinction	is	obvious;	the	criterion	variable	is	the	one	to	be	predicted,	whereas	the	predictor	variable	is	the	one	from	which	the	prediction	is	made.	The	Moon	Illusion	Revisited	As	a	second	example,	we	will	return	to	the	work	by	Kaufman	and	Rock	(1962)	on	the	moon	illusion.	They	are	also
prone	to	rounding	errors,	because	they	usually	involve	squaring	fractional	deviations.	Reflection	as	a	Transformation	reflection	A	very	common	and	useful	transformation	concerns	reversing	the	order	of	a	scale.	(1984)	took	25	LBW	infants	in	an	experimental	group	and	31	LBW	infants	in	a	control	group,	provided	training	to	the	parents	of	those	in	the
experimental	group	on	how	to	recognize	the	needs	of	LBW	infants,	and,	when	these	children	were	2	years	old,	obtained	a	measure	of	cognitive	ability	for	each	infant.	Testing	the	Difference	Between	Two	Independent	rs	When	we	test	the	difference	between	two	independent	rs,	a	minor	difficulty	arises.	Suppose	that	I	want	to	test	the	one-tailed
hypothesis	that	non-whites	receive	the	death	sentence	at	a	greater	rate	than	whites.	The	data	are	fairly	symmetric	in	the	histogram	on	the	right,	but	have	a	noticeable	tail	to	the	left	in	the	histogram	on	the	left.	How	would	you	go	about	finding	the	cutoff	for	the	bottom	10%	if	the	distribution	is	not	normal?	By	this	I	mean	that	we	need	to	test	the	null
hypothesis	that	the	mean	in	the	population	of	Before	scores	is	equal	to	the	mean	in	the	population	of	After	scores.	But	regression	is	not	limited	to	mere	“prediction.”	In	fact,	that	may	be	a	small	part	of	why	behavioral	scientists	use	it.	In	our	example	the	p	value	is	extremely	small	(.007),	just	as	it	was	for	the	standard	chi-square	test.	This	pie	chart	also
allows	us	to	explore	the	addition	of	areas.	She	was	interested	in	how	likely	participants	were	to	remain	in	treatment	or	drop	out,	and	she	wanted	to	examine	this	with	respect	to	the	number	of	traumatic	events	they	had	experienced	in	childhood.	The	three	major	measures	of	central	tendency	are	the	mode,	which	is	based	on	only	a	few	data	points;	the
median,	which	ignores	most	of	the	data;	and	the	mean,	which	is	calculated	from	all	of	the	data.	These	limits	can	be	calculated	as	CI	5	X	6	t.025sX	5	4.393	6	2.052	1	0.314	2	5	4.393	6	0.644	5	3.750	,	m	,	5.038	As	expected,	the	confidence	limit	includes	m	5	5.00.	Suppose	we	use	students	as	experimenters.	In	recent	years	there	has	been	an	increased
interest	in	what	is	often	called	retrospective	(or	post	hoc)	power.	You	might	be	excused	at	this	point	for	wondering	why	anyone	would	want	to	table	such	a	distribution	in	the	first	place.	The	weights	of	most	newborns	lie	within	1	pound	of	the	mean,	whereas	the	weights	of	3-year-olds	are	spread	over	about	5	pounds	on	each	side	of	the	mean.	Thus
retrospective	power	offers	no	additional	information	in	terms	of	explaining	nonsignificant	results.	We	define	d5	m1	2	m2	sX1	2X2	and	d	5	d!n	We	then	estimate	sX1	2X2	as	s"2	1	1	2	r	2	,	and	refer	the	value	of	d	to	the	tables.	The	result	of	just	such	a	sampling	study	is	presented	in	Figure	8.1,	with	the	appropriate	t	distribution	superimposed.	The
problem	with	V	is	that	it	is	hard	to	give	a	simple	intuitive	interpretation	to	it	when	there	are	more	than	two	categories	and	they	do	not	fall	on	an	ordered	dimension.	SPSS	will	easily	do	the	calculation.)	7.22	Construct	95%	confidence	limits	on	the	true	mean	difference	between	the	Sexual	Satisfaction	scores	in	Exercise	7.19,	and	interpret	them	with
respect	to	the	data.	Thus,	we	define	r5	covXY	sXsY	Because	the	maximum	value	of	covXY	can	be	shown	to	be	6sXsY	,	it	follows	that	the	limits	on	r	are	61.00.	1.14	Give	one	example	of	each	kind	of	measurement	scale.	The	converse	is	also	true.	(In	Figure	9.6	you	may	need	a	straightedge	to	show	that	the	lines	are	elliptical,	but	they	really	are.)
Alternatively,	for	a	confidence	interval	on	the	mean	Y	conditioned	on	a	specific	value	of	X,	the	standard	error	is	1	Xi	2	X	2	2	1	1	ssY	#	X	5	sY	#	X	1	N	2	1	2	s2X	ÅN	and	this	leads	to	a	confidence	interval	given	by	CI	1	Y	2	5	Y^	6	1	ta/2	2	1	ssY	#	X	2	To	take	a	specific	example,	assume	that	we	wanted	to	set	confidence	limits	on	the	number	of	symptoms
(Y)	experienced	by	a	new	participant	with	a	stress	score	of	10—a	fairly	low	level	of	stress.	Sociometric	Pop.	He	characterized	d	5	.20	as	an	effect	that	is	small,	but	probably	meaningful,	an	effect	size	of	d	5	.50	as	a	medium	effect	that	most	people	would	notice	(such	as	a	half	of	a	standard	deviation	difference	in	IQ),	and	an	effect	size	of	d	5	.80	as	large.
We	will	answer	this	particular	question	later;	I	mention	the	problem	here	to	illustrate	the	kind	of	question	we	will	discuss	in	this	chapter.	I	suspect	that	resampling	statistics	and	related	procedures	will	be	in	the	mainstream	of	statistical	analysis	in	the	not-too-distant	future.	Many	people	prefer	risk	ratios	for	just	that	reason.	It	should	not	come	as	a
great	surprise	that	changing	the	unit	of	measurement	does	not	change	the	shape	of	the	distribution	or	the	relative	standing	of	observations.	When	we	encounter	a	situation	in	which	there	is	no	way	we	can	estimate	the	required	parameters,	we	can	fall	back	on	a	set	of	conventions	proposed	by	Cohen	(1988).	For	Figure	9.1a,	the	points	cluster	very
closely	about	the	line,	indicating	that	there	is	a	strong	linear	relationship	between	the	two	variables.	Further,	you	can	see	that	we	can	meaningfully	sum	areas	in	exactly	the	same	way	that	we	did	in	the	pie	chart.	It	is	such	a	classic	that	it	is	very	likely	to	be	available	in	your	university	library	or	through	interlibrary	loan.	Because	a	score	of	0	would	be
so	far	from	the	scores	these	students	actually	obtained	(and	it	is	hard	to	imagine	anyone	earning	a	0	even	by	guessing	badly),	I	would	not	pay	very	much	attention	to	that	value.	But	I	think	that	it	is	even	more	important	to	consider	what	those	different	variances	are	telling	us.	1.5	Give	two	examples	of	independent	variables	and	two	examples	of
dependent	variables.	1.15	Give	an	example	of	a	variable	that	might	be	said	to	be	measured	on	a	ratio	scale	for	some	purposes	and	on	an	interval	or	ordinal	scale	for	other	purposes.	(Ignore	the	distinction	between	positive	and	negative	instances.)	What	kinds	of	differences	do	you	see	among	the	reaction	times	under	the	three	conditions?	I	pointed	out
that	the	traditional	approach	involves	setting	up	a	null	hypothesis,	and	then	generating	a	statistic	that	tells	us	how	likely	we	are	to	find	the	obtained	results	if,	in	fact,	the	null	hypothesis	is	true.	For	example,	if	we	have	a	set	of	100	observations	and	want	to	calculate	a	10%	trimmed	mean,	we	simply	discard	the	highest	10	scores	and	the	lowest	10
scores	and	take	the	mean	of	what	remains.	(We	will	come	back	to	the	idea	behind	these	calculations	when	we	study	power	in	Chapter	8.)	80	Chapter	3	The	Normal	Distribution	3.7	Under	what	conditions	would	the	answers	to	parts	(b)	and	(c)	of	Exercise	3.6	be	equal?	Section	1.5	What	You	Should	Know	about	this	Edition	9	proceeds	and	as
computations	become	more	laborious.	Similarly,	as	we	shall	see	shortly,	it	is	a	measure	of	the	reduction	in	the	width	of	the	confidence	interval	on	our	prediction.	An	online	video	displaying	properties	of	the	normal	distribution	is	available	at	berrie/normal.html.	This	is	an	important	finding,	and	it	would	not	be	unusual	to	try	to	replicate	it.	We	can	take
this	distribution	and	superimpose	a	normal	distribution	on	top	of	it.	But	as	time	went	on	and	he	became	discouraged	by	the	failure	of	many	researchers	to	conduct	power	analyses,	presumably	because	they	think	them	to	be	too	difficult,	he	made	greater	use	of	these	conventions	(see	Cohen,	1992a).	An	easy	way	to	model	this	is	to	draw	20	observations
from	a	population	of	scores	with	mean	and	standard	deviation	equal	to	those	of	the	Control	condition.	The	way	the	dirt	pile	falls	off	on	all	sides	resembles	a	normal	distribution.	To	do	so	would	give	us	too	many	“significant”	results—that	is,	we	would	make	more	than	5%	Type	I	errors.	To	do	this,	we	first	solve	for	confidence	limits	on	r9,	and	then
convert	r9	back	to	r.	If	random	assignment	is	not	possible	in	this	study,	does	that	have	negative	implications	for	the	validity	of	the	study?	A	little	arithmetic	will	show	that	this	is	simply	the	probability	of	falling	between	1.0	standard	deviation	below	the	mean	and	2.0	standard	deviations	below	the	mean.	I	have	chosen	this	example	for	several	reasons.
This	is	frequently	done	to	casually	evaluate	the	normality	of	a	sample	although,	as	we	will	see,	that	is	not	the	best	way	to	judge	normality.	The	general	conclusion	to	be	drawn	from	these	studies	is	that	for	equal	sample	sizes	violating	the	assumption	of	homogeneity	of	variance	produces	very	small	effects—the	nominal	value	of	a	5	.05	is	most	likely
within	6	0.02	of	the	true	value	of	a.	Parameters	are	the	real	entities	of	interest,	and	the	corresponding	statistics	are	guesses	at	reality.	The	data	follow:	Innate	ability:	Time-filling	task:	4	5	8	3	7	11	6	9	7	9	Does	the	mean	number	of	problems	solved	vary	with	the	experimental	condition?	(A	more	extensive	discussion	of	the	whole	issue	of	testing	non-
independent	frequency	data	can	be	found	at	dhowell/StatPages	/More_Stuff/Chi-square/Testing	Dependent	Proportions.pdf.)	6.8	One-	and	Two-Tailed	Tests	People	are	often	confused	as	to	whether	chi-square	is	a	one-	or	a	two-tailed	test.	If	you	make	comparisons	in	parallel,	the	number	of	digits	in	the	comparison	set	shouldn’t	matter.)	Although
Sternberg’s	goal	was	to	compare	data	for	the	different	conditions,	we	can	gain	an	immediate	impression	of	our	data	by	taking	the	full	set	of	reaction	times,	regardless	of	the	stimulus	condition.	We	certainly	cannot	reject	the	null	hypothesis	that	admission	is	independent	of	gender,	in	direct	contradiction	to	the	result	we	found	when	we	collapsed	across
departments.	Such	a	distribution	is	called	the	sampling	distribution	of	the	mean	and	is	discussed	and	used	extensively	throughout	the	remainder	of	this	book.	An	inner	fence	is	defined	by	Tukey	as	a	point	that	falls	1.5	times	the	interquartile	range	below	or	above	the	appropriate	quartile.	The	solution	to	this	problem	is	to	work	with	what	is	called	the
standard	normal	distribution,	which	has	a	mean	of	0	and	a	standard	deviation	of	1.	Does	this	conform	to	your	everyday	experience?	The	sample	size	was	130.	RxTime	100	80	60	40	Exhibit	2.1	2.10	SPSS	analysis	of	reaction-time	data	Obtaining	Measures	of	Dispersion	Using	SPSS	We	can	also	use	SPSS	to	calculate	measures	of	central	tendency	and
dispersion,	as	shown	in	Exhibit	2.1,	which	is	based	on	our	data	from	the	reaction-time	experiment.	What	conclusion	would	you	draw?	Because	we	know	that	the	normal	distribution	is	symmetric,	then	the	area	1	If	you	prefer	electronic	tables,	many	small	Java	programs	are	available	on	the	Internet.	Imagine	a	simple	experiment	in	which	we	record	the
anxiety	scores	(X)	of	five	students	and	also	record	the	number	of	days	during	the	last	semester	that	they	missed	a	test	because	they	were	absent	from	school	(Y).	Mireault	and	Bond	(1992)	collected	data	on	140	college	students	who	had	experienced	the	death	of	a	parent,	182	students	from	two-parent	families,	and	Exercises	227	59	students	from
divorced	families.	In	one	question	a	reviewer	warned	a	researcher	that	she	had	a	high	probability	of	a	Type	I	error	because	she	had	a	small	sample	size.	How	do	these	answers	on	measures	of	central	tendency	compare	to	what	you	would	predict	from	the	answers	to	Exercises	2.12	and	2.13?	In	about	half	of	those	trials	the	victim	was	presented	as
being	partly	at	fault,	and	in	the	other	half	of	the	trials	she	was	presented	as	not	at	fault.	I	will	Describing	and	Exploring	Data	Weight	gain	relative	to	pre-intervention	weight	Post-intervention	weight	Frequency	Frequency	15	10	5	0	70	80	Figure	2.16	in	anorexic	girls	90	100	Posttest	110	Weight	gain	from	preto	post-intervention	12	12	10	10	8	8	6	4	6	4
2	2	0	0	–0.2	–0.1	0.0	0.1	gainpot	0.2	0.3	–10	0	10	gain	20	30	Alternative	measures	of	the	effect	of	a	cognitive-behavior	intervention	on	weight	have	much	more	to	say	about	standardized	scores	when	we	consider	the	normal	distribution	in	Chapter	3.	How	would	you	go	about	analyzing	these	data?	In	one	case	a	standardized	measure	such	as	d	is	best,
and	in	other	cases	other	measures,	such	as	the	distance	between	the	means,	is	better.	The	relationship	between	data	sets	does	not	have	to	be	perfect—it	probably	never	will	be.	Put	another	way,	a	replication	of	the	experiment	would	leave	us	with	different	values	of	both	Y	and	X.	Thus,	if	you	are	interested	in	the	self-esteem	scores	of	all	high-school
students	in	the	United	States,	then	the	collection	of	all	high-school	students’	self-esteem	scores	would	form	a	population—in	this	case,	a	population	of	many	millions	of	elements.	We	will	conclude	that	there	is	a	significant	relationship	between	stress	and	symptoms.	Is	it	always	important	to	find	large	effects?	He	was	speaking	of	expressing	obtained
differences	in	terms	of	d,	in	place	of	focusing	on	the	probability	value	of	a	resulting	test	statistic.	Professor	Howell	now	lives	in	Colorado	where	he	enjoys	the	winter	snow	and	is	an	avid	skier	and	hiker.	s	For	our	particular	case,	where	μ	5	50	and	s	5	10,	z5	X2m	X	2	50	5	.	We	already	know	that	the	standard	error	of	b	can	be	estimated	by	sY	#	X	sb	5
sX"N	2	1	and	therefore	can	write	sb1	2b2	5	s2Y	#	X1	Å	s2X1	1	N1	2	1	2	1	s2Y	#	X2	s2X2	1	N2	2	1	2	where	s2Y	#	X1	and	s2Y	#	X2	are	the	error	variances	for	the	two	samples.	In	other	words,	do	you	agree	that	experimenters	have	run	experiments	with	minimal	power?	If,	on	the	other	hand,	you	moved	scores	from	the	shoulders	into	both	the	center
and	the	tails,	the	curve	becomes	more	peaked	with	thicker	tails.	In	fact,	different	statistical	packages	not	only	use	different	scaling,	but	they	also	differ	on	which	variable	is	plotted	on	which	axis.	Notice	that	you	also	have	these	statistics	across	the	three	groups.	Or,	to	state	it	differently,	with	unequal	sample	sizes	it	takes	30	subjects	to	have	the	same
power	28.8	subjects	would	have	in	an	experiment	with	equal	sample	sizes.	The	parameter	m	is	not	a	variable—it	does	not	jump	around	from	experiment	to	experiment.	So	we	need	a	table	such	as:	Yes	No	Rural	Urban	Total	17	3	20	11	9	20	28	12	40	Now	x2	5	4.29,	which	is	significant	at	a	5	.05,	resulting	in	an	entirely	different	interpretation	of	the
results.	So	we	will	assume	that	the	Control	population	would	have	a	mean	of	9.64	and	a	standard	deviation	of	3.17,	and	that	the	Threat	population	has	a	mean	of	6.58	and	a	standard	deviation	of	3.03.	Another	common	expression,	when	data	are	available	on	two	variables	(X	and	Y	),	is	g	XY,	which	means	“sum	the	products	of	the	corresponding	values
of	X	and	Y.”	The	use	of	these	and	other	terms	will	be	illustrated	in	the	following	example.	When	we	come	to	multiple	regression	in	Chapter	14	you	will	see	again	that	the	role	of	regression	analysis	is	theory	building.	To	compute	t	for	the	moon	illusion	example	you	simply	choose	Analyze/Compare	Means/One	Sample	t	Test	from	the	pull-down	menus
and	then	specify	the	dependent	variable	in	the	resulting	dialog	box.	For	example,	assume	that	we	asked	subjects	to	indicate	on	a	5-point	scale	the	degree	to	which	they	agree	or	disagree	with	each	of	several	items.	More	specifically,	we	will	pool	the	two	variances	and	take	the	square	root	of	the	result,	which	will	give	us	our	best	estimate	of	the
standard	deviation	of	the	populations	from	which	the	numbers	were	drawn.18	(If	we	had	noticeably	different	variances,	we	would	most	likely	use	the	standard	deviation	of	one	sample	and	note	to	the	reader	that	this	is	what	we	had	done.)	For	our	data	on	homophobia	we	have	X1	2	X2	24.00	2	16.50	5	5	0.62	d^	5	sp	12.02	This	result	expresses	the
difference	between	the	two	groups	in	standard	deviation	units	and	tells	us	that	the	mean	arousal	for	homophobic	participants	was	nearly	2/3	of	a	standard	deviation	higher	than	the	arousal	of	nonhomophobic	participants.	Thus,	people	are	ordered,	in	terms	of	stress,	by	their	number	of	recent	life	changes.	I	calculated	the	variance	for	each	sample,	and
have	plotted	those	10,000	variances	in	Figure	7.3.	I	have	also	used	a	Q-Q	plot	to	look	at	normality.	We	can	calculate	the	interquartile	range	for	the	data	on	attractiveness	of	faces	by	omitting	the	lowest	five	scores	and	the	highest	five	scores	and	determining	©	Cengage	Learning	2013	38	Section	2.8	Measures	of	Variability	39	2.0	1.0	Frequency	0	9	8	7
6	5	4	3	2	1	0	1.0	1.5	2.0	2.5	3.0	Attractiveness	for	Set	4	3.5	4.0	1.0	1.5	2.0	2.5	3.0	Attractiveness	for	Set	32	3.5	4.0	Figure	2.13	trimmed	samples	Winsorized	©	Cengage	Learning	2013	Frequency	3.0	Distribution	of	scores	for	attractiveness	of	composite	the	range	of	the	remainder.	That	does	not	create	any	problem	as	long	as	we	enter	the	correct	value
for	m	in	our	formula.)	9	A	more	recent	paper	on	this	topic	by	Lloyd	Kaufman	and	his	son	James	Kaufman	was	published	in	the	January	2000	issue	of	the	Proceedings	of	the	National	Academy	of	Sciences.	The	second	type	of	measure,	often	called	the	r-family,	is	the	“percentage	of	variation,”	of	which	r2	is	the	most	common	representative.	Although
there	is	occasionally	a	legitimate	“I-wonder-what-would-happen-if	experiment,”	in	general,	“I	do	not	know”	translates	to	“I	have	not	thought	that	far	ahead.”	Recombining	the	Effect	Size	and	n	d	(delta)	We	decided	earlier	to	split	the	sample	size	from	the	effect	size	to	make	it	easier	to	deal	with	n	separately.	Similarly,	note	how	the	leaves	opposite	the
stem	value	of	5	correspond	to	the	units’	digits	of	all	responses	in	the	50s.	(By	this	I	mean	that	we	have	to	assume	that	we	are	not	more	likely	to	be	missing	Dad’s	data	when	the	child	is	reported	by	Mom	to	have	very	few	problems,	nor	are	we	less	likely	to	be	missing	Dad’s	data	for	a	very	behaviorally	disordered	child.)	Bhoj	(1978)	proposed	an
ingenious	test	in	which	you	basically	compute	a	matchedsample	t	for	those	cases	where	both	scores	are	present,	then	compute	an	additional	independent	group	t	(to	be	discussed	next)	between	the	scores	of	mothers	without	fathers	and	fathers	without	mothers,	and	finally	combine	the	two	t	statistics.	4*	4.	Calculate	both	and	determine	which
approach	SPSS	is	using	in	the	example.	First,	we	draw	and	label	a	scale	that	covers	the	whole	range	of	the	obtained	values.	She	wants	to	use	the	IQs	of	25	randomly	selected	clients	and	is	interested	in	using	simple	calculations	to	find	the	power	of	detecting	a	difference	of	5	points	between	the	mean	of	the	general	population	and	the	mean	of	the
population	from	which	her	clients	are	drawn.	You	can	get	to	it	at	either	dhowell/methods8/	or	dhowell	/StatPages/.	The	“R”	here	is	capitalized	because	if	there	were	multiple	predictors	it	would	be	a	multiple	correlation,	and	we	always	capitalize	that	symbol.	The	problem	is	that	the	shape	of	the	sampling	distribution	of	s2	is	positively	skewed,	especially
for	small	samples.	The	fact	that	we	have	an	hypothesis	test	for	the	correlation	coefficient	does	not	mean	that	the	test	is	always	wise.	mN,	and	the	third	is	that	we	do	not	have	sufficient	evidence	to	draw	a	conclusion.	If	you	have	computed	it	by	hand,	you	just	type	it	in.	The	data	in	Table	2.1	were	collected	in	an	experiment	similar	to	Sternberg’s	but	with
only	one	subject—myself.	Out	of	446	men	in	the	High	Testosterone	group,	22.6%	had	a	record	of	adult	delinquency.	Don’t	worry	about	the	cows	that	have	escaped	outside	the	fence	and	are	wandering	around	on	the	road.	Although	you	should	not	make	too	much	of	the	distinction	between	relationships	and	differences	(if	treatments	have	different
means,	then	means	are	related	to	treatments),	the	distinction	is	useful	in	terms	of	the	interests	of	the	experimenter	and	the	structure	of	the	experiment.	In	the	first	place,	it	can	be	calculated	in	situations	in	which	a	true	risk	ratio	cannot	be.	Do	they	tend	to	have	unusual	features	(e.g.,	prominent	noses	or	unique-looking	eyebrows),	or	are	the	features
rather	ordinary?	If	we	had	an	infinitely	large	sample	of	data,	our	prediction	for	symptoms	would	be	the	mean	of	those	values	of	symptoms	(Y)	that	were	obtained	by	all	students	who	had	that	particular	value	of	stress.	Calculate	(You	will	come	across	these	calculations	again	in	Chapter	9.)	2.19	Use	the	data	from	Exercises	2.14	and	2.15	to	show	that	a.
For	the	simpler	procedures,	the	calculational	formulae	are	important	in	defining	the	concept.	This	leaves	us	with	a	problem,	but	fortunately	a	solution	(or	a	number	of	competing	solutions)	exists.	How	does	the	“scale	of	measurement”	issue	relate	to	this	analysis?	One	necessary	assumption	when	we	come	to	testing	hypotheses	is	that	of	normality	in
arrays.	You	probably	do	not	have	the	software	to	extend	the	Mantel-Haenszel	test	to	strata	containing	more	than	a	2	3	2	contingency	table.	The	two	corrected	values	were	3	and	5	instead	of	33	and	20,	respectively,	and	a	new	boxplot	for	the	corrected	data	is	shown	in	Figure	2.14.	One	group	of	students	(n	5	11)	was	simply	given	the	math	test	and
asked	to	do	as	well	as	they	could.	They	were	attempting	to	prove	systematic	discrimination	in	sentencing.	This	represents	an	effect	size	(d)	of	.99,	meaning	that	the	two	groups	differed	in	terms	of	the	number	of	items	correctly	completed	by	nearly	one	standard	deviation.	File	loading	please	wait...	Is	this	relationship	significant?	What	is,	and	should	be,
more	controversial	is	to	use	retrospective	power	calculations	as	an	explanation	of	the	obtained	results.	The	Sample	Variance	as	an	Estimator	of	The	Population	Variance	The	sample	variance	offers	an	excellent	example	of	what	was	said	in	the	discussion	of	unbiasedness.	Twentyfive	years	ago	John	Tukey	developed	what	he	called	exploratory	statistics,



or	exploratory	data	analysis	(EDA).	(The	SPSS	printout	in	Exhibit	6.1b	included	the	likelihood	ratio	along	with	the	standard	Pearson	chi-square.)	For	large	sample	sizes	the	two	tests	are	equivalent,	though	for	small	sample	sizes	the	standard	Pearson	chi-square	is	thought	to	be	better	approximated	by	the	exact	chisquare	distribution	than	is	the
likelihood	ratio	chi-square	(Agresti,	2002).	Run	the	appropriate	t	test.	Measures	of	Variability	In	the	previous	section	we	considered	several	measures	related	to	the	center	of	a	distribution.	He	wants	to	show	a	difference	in	social	awareness,	as	measured	by	his	own	scale,	between	a	normal	group	and	a	group	of	ex-delinquents.	(This	is	the	only	time	you
will	see	a	pie	chart	in	this	book,	because	I	find	it	very	difficult	to	compare	little	slices	of	pie	in	different	orientations	to	see	which	one	is	larger.	We	have	no	real	way	to	know,	because	the	units	(mm	of	penile	circumference)	are	not	something	that	most	of	us	have	an	intuitive	feel	for.	There	are	many	women	in	those	labs,	whom	I	have	ignored.	Why
would	this	be	a	better	approach	than	randomizing	the	order	of	conditions?	(2-tailed)	Mean	Difference	Std.	R	is	very	flexible,	many	texts	are	beginning	to	give	the	R	code	for	some	of	their	analyses,	and	it	has	hundreds	of	special	purpose	functions	that	people	have	written	for	it	and	made	publicly	available.	On	the	other	hand,	there	are	many	who	are
perfectly	happy	to	say	that	the	median	is	either	the	middle	number	in	an	ordered	series	(if	N	is	odd)	or	the	average	of	the	two	middle	numbers	(if	N	is	even).	Thus	a	fO	5	15	1	3	1	3	5	21	and	a	fE	5	10.67	1	1.20	1	1.07	5	12.94.	The	test	items	were	very	much	like	the	items	that	North	American	students	face	when	they	take	the	SAT	exams	for	college
admission.	She	still	has	the	chance	to	make	changes	that	will	lead	to	an	increase	in	power.	The	side	condition	is	the	condition	of	equal	sample	sizes	versus	unequal	sample	sizes.	As	useful	as	this	information	might	be	in	certain	situations,	it	is	inadequate	in	others.	I	will	discuss	these	calculations	in	the	appropriate	chapters,	but	in	many	cases	you
would	be	wise	to	use	computer	programs	such	as	G*Power	to	make	those	calculations.	Thus,	we	write	a	regression	equation	to	predict	Y	from	X.	A	t	test	of	the	difference	between	means	produced	a	statistically	significant	result	(p	,	.05),	and	Cohen’s	d	5	.62	showed	that	the	two	groups	differed	by	nearly	2/3	of	a	standard	deviation.	s2	2	.	The	idea	of
including	every	interesting	idea	had	led	to	a	book	that	was	beginning	to	be	daunting.	From	Appendix	Power,	we	see	that	this	will	require	d	5	2.8.	Therefore,	d	5	r1"N	2	1	2.8	5	.30"N	2	1	294	Chapter	9	Correlation	and	Regression	Squaring	both	sides,	2.82	5	.302	1	N	2	1	2	2.8	2	a	b	1	1	5	N	5	88	.30	Thus,	to	obtain	power	5	.80,	the	experimenter	will
have	to	collect	data	on	nearly	90	participants.	If	H0	is	false	and	m	2	m0,	however,	then	t5	X	2	m0	s/	!n	will	not	be	distributed	around	zero	because	in	subtracting	m0,	we	have	been	subtracting	the	wrong	population	mean.	Thus	it	made	more	sense	to	express	it	in	terms	of	standard	deviations	because	we	have	at	least	some	understanding	of	what	that
means.	3.6	A	set	of	reading	scores	for	fourth-grade	children	has	a	mean	of	25	and	a	standard	deviation	of	5.	They	assessed	smoking	behavior	in	the	early	1970s	and	then	looked	at	survival	data	20	years	later.	More	About	Matched	Samples	In	many,	but	certainly	not	all,	situations	in	which	we	use	the	matched-sample	t	test,	we	will	have	two	sets	of	data
from	the	same	subjects.	To	continue,	nh	14.4	5	0.98	5	0.98"7.2	d5d	Å	2	Å2	5	2.63	For	d	5	2.63,	power	5	.75	at	a	5	.05	(two-tailed).	125	4	8	3	6	2	4	2	3	2	3	2	1	3	0	1	1	1	1	0	1	0	0	0	2	2	0	0	1	0	...	Thus,	whereas	we	concluded	that	the	probability	of	a	Type	I	error	was	less	than	.05,	SPSS	reveals	that	the	actual	probability	is	.0020.	I	point	this	out	to
illustrate	that	differences	in	the	way	data	are	collected	can	have	noticeable	effects	on	the	kinds	of	data	we	see.	Suppose	we	find	that	the	mean	number	of	shoppers	reported	is	975	with	a	standard	deviation	of	15.	Alternatively,	most	software,	such	as	SPSS,	allows	you	to	specify	that	you	want	a	t	on	two	related	samples,	and	then	to	specify	the	two
variables	that	represent	those	samples.	41	27	Female	1	03	568	0144	555556666788899	0000011112222334444	556666666666667788888899	000000000133	56	©	Cengage	Learning	2013	Male	Describing	Distributions	Figure	2.9	Grades	(in	percent)	for	an	actual	course	in	experimental	methods,	plotted	separately	by	gender	2.5	Describing
Distributions	symmetric	bimodal	unimodal	modality	negatively	skewed	positively	skewed	skewness	The	distributions	of	scores	illustrated	in	Figures	2.1	and	2.2	were	more	or	less	regularly	shaped	distributions,	rising	to	a	maximum	and	then	dropping	away	smoothly—although	even	those	figures	were	not	completely	symmetric.	Kappa	(k)—A	Measure
of	Agreement	percentage	of	agreement	An	important	statistic	that	is	not	based	on	chi-square	but	that	does	use	contingency	tables	is	kappa	(k),	commonly	known	as	Cohen’s	kappa	(Cohen,	1960).	Were	these	students	responding	at	better-than-chance	levels?	The	rule	that	always	applies	is	to	perform	operations	Section	2.6	Table	2.4	31	Illustration	of
operations	involving	summation	notation	Anxiety	Score	(X	)	Sum	Notation	Tests	Missed	(Y	)	X2	Y2	X–Y	XY	10	3	100	9	7	30	15	4	225	16	11	60	12	1	144	1	11	12	9	1	81	1	8	9	10	3	100	9	7	30	56	12	650	36	44	141	g	X	5	(10	1	15	1	12	1	9	1	10)	5	56	g	Y	5	(3	1	4	1	1	1	1	1	3)	5	12	g	X2	5	(102	1	152	1	122	1	92	1	102)	5	650	g	(XY)	5	(7	1	11	1	11	1	8	1	7)	5	44	g
XY	5	(10)(3)	1	(15)(4)	1	(12)(1)	1	(9)(1)	1	(10)(3)	5	141	g	(X)2	5	562	5	3136	g	(Y	)2	5	122	5	144	(g	(X	–	Y	))2	5	442	5	1936	(	g	X)(g	Y)	5	(56)(12)	5	672	within	parentheses	before	performing	operations	outside	parentheses.	The	data	plotted	in	Figure	9.11,	using	Minitab,	come	from	sample	data	from	the	Minitab	manual	(Ryan	et	al.,	1985).	calculate	gX/N,
where	N	5	the	number	of	scores.	One	logical	measure	would	be	the	person’s	weight	after	the	intervention	(Y).	In	this	case	the	power	is	a	bit	too	low	to	inspire	confidence	that	the	study	will	work	out	as	a	lab	exercise	is	supposed	to.	The	first	number	of	this	set	(45)	can	be	referred	to	as	X1,	the	second	(42)	as	X2,	and	so	on.	Most	of	the	statistical
procedures	we	will	employ	have,	somewhere	in	their	derivation,	an	assumption	that	the	population	of	observations	(or	of	measurement	errors)	is	normally	distributed.	5	3.17	n1	5	11	7	7	10	2	10	8	Mean	5	6.58	st.	The	boxplot	in	Figure	2.15,	produced	by	SPSS,	shows	the	reaction	times	for	those	cases	in	which	the	stimulus	was	actually	present,	broken
down	by	the	number	of	stimuli	in	the	original.	Several	previous	editions	contained	a	chapter	on	log-linear	models.	We	have	N	–	2	df	because	we	lost	two	degrees	of	freedom	in	estimating	our	regression	line.	The	more	usual	effect	of	restricting	the	range	of	X	or	Y	is	to	reduce	the	correlation.	This	is	a	simple	matter	of	the	summation	of	areas.	Much	of
the	confusion	stems	from	the	fact	that	the	correlation	and	regression	models,	although	they	lead	to	many	of	the	same	results,	are	based	on	different	assumptions.	Not	to	worry;	Tukey	was	there	before	us	and	figured	out	a	clever	way	around	this	problem.	(In	fact,	if	you	check	the	scoring	manual,	you	will	find	that	these	peculiarities	are	to	be	expected.)
The	fact	that	Tukey’s	exploratory	data	analysis	(EDA)	procedures	lead	us	to	notice	these	peculiarities	is	one	of	the	great	virtues	of	these	methods.	The	right-hand	column	of	the	table	is	labeled	Percentage	of	Overlap,	and	it	records	the	degree	to	which	the	two	distributions	shown	in	Figure	8.2	overlap4.	All	of	this	is	easily	available	to	anyone	with	an
Internet	connection.	Low-birthweight	(LBW)	infants	(who	are	often	premature)	are	considered	to	be	at	risk	for	a	variety	of	developmental	difficulties.	However,	there	are	many	cases	wherein	the	original	units	are	meaningful,	and	in	that	case	it	may	not	make	much	sense	to	standardize	the	measure	(i.e.,	report	it	in	standard	deviation	units).	Moreover,
his	effect	size	measure	is	d	5	.879,	indicating	almost	9/10th	of	a	standard	deviation	difference	between	the	two	conditions.	One	type	is	called	effect	size,	often	referred	to	as	the	d-family	of	measures,	and	is	represented	by	Cohen’s	d,	which	is	most	appropriate	when	we	have	means	of	two	or	more	groups.	Fitting	Smoothed	Lines	to	Data	Histograms
such	as	the	ones	shown	in	Figures	2.1	and	2.2	can	often	be	used	to	display	data	in	a	meaningful	fashion,	but	they	have	their	own	problems.	Werner,	Stabenau,	and	Pollin	(1970)	asked	mothers	of	20	Normal	and	20	Schizophrenic	children	to	complete	the	TAT,	and	scored	for	the	number	of	stories	(out	of	10)	that	exhibited	a	positive	parent-child
relationship.	In	practical	terms	this	means	that	the	subjects	weighed	significantly	more	after	the	intervention	program	than	before.	How	comfortable	do	you	feel	with	these	small	expected	frequencies?	It	tells	us	where,	in	an	ordered	series,	the	quartile	values13	are	to	be	found.	The	Murphy	and	Myors	approach	is	worth	examining,	and	will	give	results
very	close	to	the	results	we	find	in	this	chapter.	A	reasonable	view	(in	other	words,	my	view)	is	that	the	central	issue	is	the	absolute	necessity	of	separating	in	our	minds	the	numbers	we	collect	from	the	objects	or	events	to	which	they	refer.	In	those	situations,	we	will	rely	almost	exclusively	on	computer	solutions.	If	the	best	fitting	line	were	not
straight,	we	would	refer	to	it	as	a	curvilinear	relationship.)	I	have	drawn	in	this	line	to	make	the	relationship	clearer.	As	part	of	a	very	complete	series	of	experiments,	the	authors	initially	sought	to	estimate	the	moon	illusion	by	asking	subjects	to	adjust	a	variable	“moon”	that	appeared	to	be	on	the	horizon	so	as	to	match	the	size	of	a	standard	“moon”
that	appeared	at	its	zenith,	or	vice	versa.	(You	will	see	a	dramatic	example	of	this	later	in	the	chapter.)	Intercept	We	have	defined	the	intercept	as	that	value	of	Y^	when	X	equals	zero.	This	is	done	by	going	to	Data/Weight	cases	and	entering	Freq	in	the	box	labeled	“Weight	cases	by.”	An	image	of	the	data	file	and	the	dialogue	box	for	selecting	the	test
are	shown	in	Exhibit	6.1a,	and	the	output	follows	in	Exhibit	6.1b.	Because	there	are	289	observations	in	this	sample,	54/289	5	19%	of	the	observations	fell	in	this	interval.	The	same	could	happen	for	other	quantiles.	(You	might	do	well	to	consider	how	this	study	could	be	improved	to	minimize	carryover	effects	and	other	contaminants.)	Let’s	assume
that	we	expect	the	scores	to	go	down	in	the	threatening	condition,	but	because	the	test	was	previously	given	to	these	same	people	in	the	first	week,	the	drop	will	be	from	9.58	down	to	only	7.55.	In	turn,	someone	interested	in	the	teaching	of	statistics	might	regard	my	population	(everyone	using	my	book)	as	a	very	nonrandom	sample	from	a	larger
population	(everyone	using	any	textbook	in	statistics).	What	do	these	results	tell	you	about	the	relationship	between	aspirin	and	heart	attacks?	What	is	the	effect	size	in	question?	Confidence	Interval	on	m	point	estimate	confidence	limits	confidence	interval	Confidence	intervals	are	a	useful	way	to	convey	the	meaning	of	an	experimental	result	that
goes	beyond	the	simple	hypothesis	test.	30	Chapter	2	Describing	and	Exploring	Data	So	far	in	our	discussion	almost	no	mention	has	been	made	of	the	numbers	themselves.	Notice	that	this	scale	also	satisfies	the	properties	of	the	two	preceding	ones.	As	a	more	realistic	example,	assume	smokers	tend	to	die	earlier	than	nonsmokers,	but	within	each
group	there	is	a	certain	amount	of	variability	in	life	expectancy.	Does	this	approach	seem	reasonable	for	most	studies	in	psychology?	Department	O11	E11	Variance	A	B	C	D	E	F	Total	B-F	512	353	120	138	53	22	686	531.43	354.19	114.00	141.63	48.08	24.03	681.93	21.913	5.563	47.809	44.284	24.210	10.737	132.603	©	Cengage	Learning	2013	Table
6.10	Observed	and	expected	frequencies	for	Berkeley	data	©	Cengage	Learning	2013	Major	160	Chapter	6	Categorical	Data	and	Chi-Square	In	the	calculation	of	the	Mantel-Haenszel	statistic	I	left	out	the	data	from	Department	A,	and	you	are	probably	wondering	why.	For	expository	purposes	we	will	assume	for	the	moment	that	we	are	interested	in
testing	the	difference	between	two	sample	means,	although	the	approach	will	immediately	generalize	to	testing	other	hypotheses.	©	Cengage	Learning	2013	Cancer	Rate	35	Section	9.2	The	Relationship	Between	Pace	of	Life	and	Heart	Disease	255	In	Figure	9.1b	I	have	plotted	data	on	the	relationship	between	life	expectancy	(for	males)	and	per
capita	expenditure	on	health	care	for	23	developed	(mostly	European)	countries.	How	might	I	get	around	this	problem?	3.19	In	Section	3.6,	I	said	that	T	scores	are	designed	to	have	a	mean	of	50	and	a	standard	deviation	of	10	and	that	the	Achenbach	Youth	Self-Report	measure	produces	T	scores.	To	obtain	the	raw	score	limits,	we	simply	work	the
formula	for	z	backward,	solving	for	X	instead	of	z.	We	will	come	back	to	this	idea	shortly.5	Computer	analyses	SPSS	Inc.	Popularity	was	further	divided	into	perceived	popularity	(PP),	which	reflects	social	dominance	and	prestige	and	is	measured	by	the	difference	between	the	number	of	times	a	student	was	nominated	as	“most	popular”	and	the
number	of	times	that	student	was	nominated	as	“least	popular.”	Sociometric	popularity	(SP)	refers	to	the	degree	that	a	person	is	liked,	and	was	computed	as	the	difference	between	nominations	for	“most	liked”	and	“least	liked.”	(I	would	have	Section	9.12	285	Correlations	among	main	variables	by	gender	1	Acad.	We	then	solve	for	t	by	t5	X1	2	X	s	Å
n11	n	196	Chapter	7	Hypothesis	Tests	Applied	to	Means	This	t	is	on	n–1	df.	So	what	do	we	do	instead?	If	we	are	looking	for	the	limits	within	which	95%	of	the	scores	fall,	we	also	are	looking	for	the	limits	beyond	which	the	remaining	5%	of	the	scores	fall.	This	figure	presents	Q-Q	plots	for	the	two	sampling	distributions,	and	you	can	see	that	although
the	distribution	for	n	=	5	is	not	very	far	from	normal,	the	distribution	with	n	=	30	is	even	closer	to	normal.	But	squared	units	are	awkward	things	to	talk	about	and	have	little	meaning	with	respect	to	the	data.	The	phrase	“measures	of	central	tendency”,	or	sometimes	“measures	of	location,”	refers	to	the	set	of	measures	that	reflect	where	on	the	scale
the	distribution	is	centered.	For	example,	the	average	trained	rat	can	run	down	a	short	runway	in	approximately	1	to	2	seconds.	7.43	A	second	investigator	repeated	the	experiment	described	in	Exercise	7.42	and	obtained	the	same	results.	Calculate	gXY.	You	can	produce	either	the	prediction	interval	or	the	confidence	interval	in	SPSS	by	clicking	on
Save/Prediction	Intervals—Mean	and	Individual.	We	want	to	ensure	that	the	results	we	obtain	are	of	the	differences	in	the	way	we	treat	our	groups,	not	a	result	of	who	we	happen	to	place	in	those	groups.	His	study	went	much	further	than	we	will	go,	but	it	provides	an	illustration	of	a	situation	in	which	it	makes	sense	to	test	a	null	hypothesis	using	the
mean	of	a	single	sample.	(It	is	still	substantial	in	this	example,	but	much	less	than	it	was.)	When	r	5	0,	our	two	variables	are	not	correlated	and	thus	the	matchedsample	case	has	been	reduced	to	very	nearly	the	independent-sample	case.	This	would	make	no	difference	if	we	just	wanted	to	compute	the	correlation	between	the	variables,	but	it	is
important	in	regression.	However,	when	you	do	have	a	prospective	study	the	risk	ratio	can	be	computed	and	actually	comes	closer	to	the	way	we	normally	think	about	risk.	The	test	on	the	intercept	is	rarely	of	interest,	but	its	interpretation	should	be	evident	from	what	I	say	about	testing	the	slope.	The	first	two	panels	of	Exhibit	9.1	illustrate	the	menu
selections	required	for	SPSS.	280	125	100	100	72	46	35	88	199	239	212	295	102	110	75	50	201	25	1	3	NStim	5	Adapted	from	output	by	SPSS,	Inc.	The	quartile	location	is	to	the	quartiles	48	Chapter	2	Describing	and	Exploring	Data	inner	fences	adjacent	values	Data	Stem-and-Leaf	2	1	7	1	33	2	2	3	4	3	*	4	3	3	10	9	2	5	4	3	3	20	6	2	4	5	2	1	*	*	3	3	4	2	3	4
3	2	3	2	4	1	000	2	000000000	3	00000000000	4	0000000	5	00	6	0	7	0	8	9	0	10	0	HI	20,	33	Missing	5	3	©	Cengage	Learning	2013	Table	2.7	Data	and	stem-and-leaf	display	on	length	of	hospitalization	for	full-term	newborn	infants	(in	days)	what	the	median	location	is	to	the	median.	Actually,	the	mean	is	usually	preferred	over	other	measures	of	central
tendency	because	of	its	performance	as	an	estimator	of	μ.	Then	sX1	2X2	5	s"2	1	1	2	r	2	5	3.10"2	1	1	2	.92	2	5	3.1"2	1	.08	2	5	1.24	m1	2	m	2	9.58	2	7.55	5	1.64	5	d5	sX1	2X2	1.24	d	5	d!n	5	1.64!30	5	8.97	Power	5	.99	Notice	that	I	have	a	smaller	effect	size	than	in	my	first	lab	exercise	because	I	tried	to	be	honest	and	estimate	that	the	difference	in	means
would	be	reduced	because	of	the	experimental	procedures.	Two	different	histograms	plotting	the	same	data	on	lengths	of	possums	22	Chapter	2	Describing	and	Exploring	Data	say	that	we	will	often	assume	that	our	data	are	normally	distributed,	and	superimposing	a	normal	distribution	on	the	histogram	will	give	us	some	idea	how	reasonable	that
assumption	is.2	Figure	2.4,	was	produced	by	SPSS	and	you	can	see	that	although	the	data	are	roughly	described	by	the	normal	distribution,	the	actual	distribution	is	somewhat	truncated	on	the	left	and	has	more	than	the	expected	number	of	observations	on	the	extreme	right.	Weinberg	and	Gladen	also	sorted	the	women	into	smokers	and	non-
smokers.	The	distribution	has	the	same	shape	and	the	observations	continue	to	stand	in	the	same	relation	to	each	other	as	they	did	before	the	transformation.	As	we	watch	people	die	over	time,	we	notice	several	things.	7.41	Calculate	95%	confidence	limits	on	m1	–	m2	and	d	for	the	data	in	Exercise	7.40.	We	cannot	just	minimize	the	sum	of	the	errors,
however,	because	for	an	infinite	variety	of	lines—any	line	that	goes	through	the	point	(X,	Y)—that	sum	will	always	be	zero.	7.23	Some	would	object	that	the	data	in	Exercise	7.19	are	clearly	discrete,	though	ordinal,	and	that	it	is	inappropriate	to	run	a	t	test	on	them.	Or	we	might	record	ratings	of	level	of	disability	made	using	two	different	scoring
systems	for	each	of	20	disabled	individuals	to	see	whether	one	scoring	system	leads	to	generally	lower	assessments	than	does	the	other.	In	earlier	editions,	I	received	helpful	comments	and	suggestions	from	Kenneth	J.	As	we	have	seen,	there	is	a	very	strong	movement,	at	least	in	psychology,	toward	more	frequent	reporting	of	the	magnitude	of	an
effect,	rather	than	just	a	test	statistic	and	a	p	value.	Someone	who	is	running	a	small	store	would	do	well	to	concentrate	on	the	mode.	It	will	come	back	again	in	the	analysis	of	variance	chapters	(especially	Chapters	11	and	13),	where	it	will	be	disguised	as	eta-squared	and	related	measures.	(This	second	example	uses	long-term	memory	rather	than
short-term	memory,	but	the	questions	are	analogous.)	In	1966,	Saul	Sternberg	ran	a	simple,	famous,	and	important	study	that	examined	how	people	recall	data	from	short-term	memory.	This	method	is	discussed	in	Section	2.10.	Note	that	neither	the	95%	nor	the	99%	confidence	intervals	that	I	computed	include	the	value	of	1.00,	which	represents	no
illusion.	That	is	an	excellent	point,	and	it	forced	me	to	think	about	why	I	still	use	that	example	and	why	I	think	that	I	am	right.	The	easiest	way	is	to	plot	the	two	sets	of	quantiles	against	each	other,	putting	the	expected	quantiles	on	the	Y	axis	and	the	obtained	quantiles	on	the	X	axis.	In	addition	I	think	that	students	need	to	know	about	trimmed	means
because	they	are	being	discussed	in	the	current	literature.	At	the	lower	end	where	we	would	expect	quantiles	of	around	–1,	the	lowest	obtained	quantile	was	actually	about	–2.	In	the	numerator	we	subtract,	from	the	number	of	agreements,	the	number	of	agreements	that	we	would	expect	merely	by	chance.	To	construct	a	boxplot,	we	are	also	going	to
take	the	first	and	third	quartiles,	defined	earlier.	Recent	extensions	that	have	been	written	for	them	have	greatly	increased	the	accuracy,	so	do	not	underestimate	their	worth.	When	we	are	concerned	with	differences	between	means,	the	experiment	usually	consists	of	a	few	quantitative	or	qualitative	levels	of	the	independent	variable	(e.g.,	Treatment
A	and	Treatment	B)	and	the	experimenter	is	interested	in	showing	that	the	dependent	variable	differs	from	one	treatment	to	another.	Combine	the	Fatal	and	Nonfatal	heart	attack	columns	and	compare	the	combined	column	against	the	No	Attack	column,	using	both	Pearson’s	and	likelihood	ratio	chi-squares.	Suppose	we	were	interested	in	studying
the	relationship	between	the	amount	of	cigarette	smoking	(X)	and	age	at	death	(Y).	Because	of	the	skewness	of	the	distribution	of	the	variance,	an	individual	value	of	s2	is	more	likely	to	underestimate	s2	than	to	overestimate	it,	especially	for	small	samples.	If	our	goal	is	to	study	the	health	effects	of	smoking,	how	do	these	data	relate	to	that	overall
question?	33	0	.	The	data	on	the	moon	illusion	offer	an	excellent	example	of	a	case	in	which	we	are	particularly	interested	in	estimating	the	true	value	of	m—in	this	case,	the	true	ratio	of	the	perceived	size	of	the	horizon	moon	to	the	perceived	size	of	the	zenith	moon.	2.40	2.41	2.42	2.43	2.44	2.45	2.46	2.47	2.48	2.49	2.50	0.1736	0.1772	0.1808	0.1844
0.1879	0.1915	...	The	major	difference	is	that	here	we	knew	the	population	mean	and	were	trying	to	predict	where	a	single	observation	(X)	would	fall.	Interpret	the	results.	However,	I	don’t	think	that	my	reluctance	should	dissuade	people	from	considering	the	issue	seriously,	and	I	recommend	Wilcox’s	book	(Wilcox,	2003).	He	found	that	with	an
expected	frequency	of	1	in	one	cell,	an	adjusted	chi-square	statistic	suggested	by	Egon	Pearson	as	x2adj	5	x2	3	N	N21	was	optimal.	3.3	Suppose	we	want	to	study	the	errors	found	in	the	performance	of	a	simple	task.	But	if	whether	or	not	a	child	sought	help	in	the	spring	was	largely	independent	of	whether	he	or	she	sought	help	in	the	fall,	the
difference	in	the	two	percentages	might	still	be	close	to	zero,	but	the	standard	error	would	be	relatively	large.	The	weighted	average	of	the	two	sample	variances	is	usually	referred	to	as	a	pooled	variance	estimate.	More	specifically,	Min	1	n1	2	1,	n2	2	1	2	#	dfr	#	1	n1	1	n2	2	2	2	.	The	problem	arises	because	sX1	2X2	is	the	standard	deviation	not	of
the	populations	of	X1	and	X2,	but	of	difference	scores	drawn	from	these	populations.	As	psychology	expands	into	more	areas,	and	particularly	into	the	neurosciences	and	health	sciences,	techniques	like	kernel	density	plots	are	becoming	more	common.	As	it	is,	the	correlation	is	actually	.81,	which	represents	a	high	degree	of	relationship	for	real
variables	in	the	behavioral	sciences.	This	can	be	written	as	X2m	s	X2m	6	1.96	5	s	z5	X	2	m	5	61.96s	X	5	m	6	1.96s	where	the	values	of	X	corresponding	to	1	m	1	1.96s	2	and	1	m	2	1.96s	2	represent	the	limits	we	seek.	But	what	will	be	the	power	of	my	experiment?	In	Welkowitz,	Ewen,	and	Cohen	(2000),	an	introductory	book,	the	material	is	treated	in	a
slightly	simpler	way	through	the	use	of	an	approximation	technique.	Adding	(or	subtracting)	a	constant	to	(or	from)	a	set	of	data	adds	(or	subtracts)	that	same	constant	to	(or	from)	the	mean:	For	Xnew	5	Xold	6	a:	Xnew	5	Xold	6	a.	The	more	extended	form	given	here	includes	all	the	important	information	about	the	sampling	distribution	of	the	mean.
Each	of	these	statistics	is	an	attempt	at	assessing	the	size	of	the	effect.	Not	assuming	the	null	hypothesis.	56	0	.	They	need	an	outside	investigator,	however,	who	can	tell	them	how	well	the	course	is	working	and,	in	particular,	whether	students	who	have	taken	the	course	have	higher	self-esteem	than	do	students	who	have	not	taken	the	course.	Do	the
data	correspond	to	what	you	would	predict?	We	will	then	calculate	a	t	statistic	for	these	data,	store	that	away,	and	then	repeat	the	process	9,999	times.	This	variability	is	important;	because	if	we	want	to	show	that	different	stress	scores	are	associated	with	differences	in	symptoms,	it	is	important	to	have	these	differences	in	the	first	place.	(A
comparable	statement	from	the	public	opinion	polling	field	would	be	something	like	r	5	.529	with	a	margin	of	error	of	6.15(approx.).)17	Testing	the	Difference	Between	Two	Nonindependent	rs	Occasionally	we	come	across	a	situation	in	which	we	wish	to	test	the	difference	between	two	correlations	that	are	not	independent.	Thus,	we	say	that	the
expected	value	(i.e.,	the	long-range	average	of	many,	many	samples)	of	the	sample	mean	is	equal	to	μ,	the	population	mean	that	it	is	estimating.	While	the	analysis	of	xv	xvi	Preface	variance	is	still	a	dominant	technique,	followed	closely	by	multiple	regression,	many	other	topics	have	worked	their	way	onto	the	list.	Kaufman	and	Rock	thought
differently.	Key	Terms	Random	sample	(1.1)	Dependent	variable	(1.1)	Exploratory	data	analysis	(EDA)	(1.2)	Randomly	assign	(1.1)	Discrete	variables	(1.1)	Inferential	statistics	(1.2)	Population	(1.1)	Continuous	variables	(1.1)	Parameter	(1.2)	Sample	(1.1)	Quantitative	data	(1.1)	Statistic	(1.2)	External	validity	(1.1)	Measurement	data	(1.1)	Nominal	scale
(1.3)	Random	assignment	(1.1)	Categorical	data	(1.1)	Ordinal	scale	(1.3)	Internal	validity	(1.1)	Frequency	data	(1.1)	Interval	scale	(1.3)	Variable	(1.1)	Qualitative	data	(1.1)	Ratio	scale	(1.3)	Independent	variable	(1.1)	Descriptive	statistics	(1.2)	Exercises	1.1	Under	what	conditions	would	the	entire	student	body	of	your	college	or	university	be
considered	a	population?	It	was	originally	investigated	by	DeMoivre	(1667–1754),	who	was	interested	in	its	use	to	describe	the	results	of	games	of	chance	Chapter	3	The	Normal	Distribution	0.40	0.35	0.30	0.25	0.20	0.15	0.10	0.05	0	–4	–3	–2	–1	0	X	1	2	3	4	©	Cengage	Learning	2013	f	(X)	(density)	68	Figure	3.5	A	characteristic	normal	distribution	with
values	of	X	on	the	abscissa	and	density	on	the	ordinate	(gambling).	From	an	inspection	of	Figure	9.2	you	can	see	a	noticeable	positive	relationship	between	the	pace	of	life	and	heart	disease—as	pace	increases,	deaths	from	heart	disease	also	increase,	and	vice	versa.	If	we	now	calculate	t	we	find	t(21)	5	2.092.	Similarly,	we	will	draw	20	observations
from	a	population	with	a	mean	and	standard	deviation	equal	to	those	of	the	experimental	group.	But	why	does	it	work?	Put	another	way,	the	difference	in	risk	between	a	male	taking	aspirin	and	one	not	taking	aspirin	is	about	three-quarters	of	one	percent.	We	need	some	additional	measure	(or	measures)	to	indicate	the	degree	to	which	individual
observations	are	clustered	about	or,	equivalently,	36	Chapter	2	dispersion	Describing	and	Exploring	Data	deviate	from	that	average	value.	In	fact,	that	is	why	I	needed	to	use	hypothetical	data	for	this	introductory	example.	If	H0	is	true	(H0	:	b1*	5	b2*),	the	sampling	distribution	of	b1	2	b2	is	normal	with	a	mean	of	zero	and	a	standard	error	of	sb1	2b2
5	"s2b1	1	s2b2	This	means	that	the	ratio	t5	b1	2	b2	"s2b1	1	s2b2	is	distributed	as	t	on	N1	1	N2	2	4	df.	We	have	to	use	ratio	scales	for	that	purpose.	However,	it	is	possible	they	just	gained	weight	because	they	just	got	older.	At	first	glance,	odds	and	odds	ratios	look	like	risk	and	risk	ratios,	and	they	are	often	confused,	even	by	people	who	know	better.
Thus,	the	probability	that	a	child	will	score	between	40	and	60	is	.6826.	Although	it	is	possible	to	raise	legitimate	objections	to	this	distinction,	it	has	the	advantage	of	describing	the	different	ways	in	which	these	two	procedures	are	used	in	practice.	This	is	indicated	by	the	fact	that	the	median	lies	in	the	center	of	the	box	and	was	apparent	from	the
stem-and-leaf	display.	For	example,	people	become	used	to	seeing	a	cutoff	score	of	63	as	identifying	the	highest	10%	of	the	subjects.	Users	can	readily	get	at	additional	(and	complex)	examples,	discussion	of	topics	that	aren’t	covered	in	the	text,	additional	data,	other	sources	on	the	Internet,	demonstrations	that	would	be	suitable	for	class	or	for	a	lab,
and	so	on.	These	programs	are	capable	of	performing	a	number	of	statistical	calculations,	and	they	produce	reasonably	good	graphics	and	are	an	excellent	way	of	carrying	out	hand	calculations.	In	both	examples,	we	would	have	20	sets	of	numbers,	two	numbers	for	each	person,	and	would	expect	these	two	sets	of	numbers	to	be	related	(or,	in	the
terminology	we	will	Section	7.4	Hypothesis	Tests	Applied	to	Means—Two	Matched	Samples	205	later	adopt,	to	be	correlated).	How	does	this	amplify	what	we	have	learned	from	the	analysis	in	Exercise	7.19.	That’s	not	too	impressive,	but	what	conclusions	should	we	draw	from	this.	Then	z5	X2m	s	X	2	50	10	X	5	1.64	1	10	2	1	50	5	64.4	1.64	5	Anyone
scoring	above	64.4	on	the	Behavior	Problem	Checklist	is	a	candidate	for	treatment.	However,	we	still	need	to	test	to	see	whether	this	difference	is	likely	to	represent	a	true	difference	in	population	means	or	a	chance	difference.	For	example,	after	describing	the	procedures	you	followed,	you	could	say	something	like:	Based	on	the	work	of	Jones	and
others	(list	references)	we	estimated	that	our	mean	difference	would	be	approximately	8	points,	with	a	standard	deviation	within	each	of	the	groups	of	approximately	5.	This	particular	formula	is	going	to	play	a	role	throughout	the	rest	of	the	book,	especially	in	Chapters	15	and	16.	When	you	look	at	the	data	from	the	two	genders	separately,	however,
the	correlations	fall	to	.60	for	males	and	.49	for	females.	Section	9.4	Data	on	stress	and	symptoms	for	10	representative	participants	Participant	Stress	(X)	lnSymptoms	(Y)	1	2	3	4	5	6	7	8	9	10	...	2.32	Make	up	a	unimodal	set	of	data	for	which	the	mean	and	median	are	equal	but	are	different	from	the	mode.	The	second	distribution	(H1)	represents	the
sampling	distribution	of	the	mean	when	H0	is	false	and	the	true	mean	is	m1.	You	are	now	informed	that	you	may	change	any	of	these	numbers,	as	long	as	the	mean	is	kept	constant	at	8.	We’ll	take	another	example	and	look	at	it	from	the	point	of	view	of	computations	and	concepts.	We	start	by	converting	raw	scores	to	z	scores	(using	the	obtained	raw
score	mean	and	standard	deviation).	gCX	5	C	gX.	Dunning	and	Friedman	(2008),	using	an	example	similar	to	this	one,	make	the	point	that	restricting	the	range,	while	it	can	have	severe	effects	on	the	value	of	r,	may	leave	the	underlying	regression	line	relatively	unaffected.	He	was	trying	to	make	psychology	“respectable.”	Stevens	spent	much	of	his
very	distinguished	professional	career	developing	measurement	scales	for	the	field	of	psychophysics	and	made	important	contributions.	Section	2.4	.	Use	both	Pearson’s	chi-square	and	the	likelihood	ratio	chi-square.	We	want	to	test	the	null	hypothesis	that	the	two	conditions	perform	equally	well	on	the	test,	so	we	have	H0	:	m1	5	m2.	From	2.26	The
following	data	represent	U.S.	college	enrollments	by	census	categories	as	measured	from	1976	to	2007.	r-family	Measures	The	measures	that	we	have	discussed	above	are	sometimes	called	d-family	measures	because	they	focus	on	comparing	differences	between	conditions—either	by	calculating	the	difference	directly	or	by	using	ratios	of	risks	or
odds.	They	would	argue	that	before	the	experiment	is	run	and	the	calculations	are	made,	an	interval	of	the	form	X	6	t.025	1	sX	2	194	Chapter	7	Hypothesis	Tests	Applied	to	Means	has	a	probability	of	.95	of	encompassing	m.	Suppose	we	have	two	sets	of	data	on	the	relationship	between	the	amount	that	a	person	smokes	and	life	expectancy.	What	can
you	tell	just	by	looking	at	these	numbers?	These	tables	are	available	in	Wilcox	(1986),	and	206	Chapter	7	Hypothesis	Tests	Applied	to	Means	approximations	to	critical	values	of	this	combined	statistic	are	discussed	briefly	in	Wilcox	(1987a).	See	also	Masson	and	Loftus	(2003).	Their	descriptions	of	a	movie	are	filled	with	the	phrase	“and	then.	1.21	Do	a
Google	search	to	find	synonyms	for	what	we	have	called	an	independent	variable.	89	0	.	Error	(Constant)	373.736	70.938	Test	score	4.865	1.520	Standardized	Coefficients	Beta	.532	t	Sig.	Interquartile	Range	and	other	Range	Statistics	interquartile	range	first	quartile	third	quartile	second	quartile	The	interquartile	range	represents	an	attempt	to
circumvent	the	problem	of	the	range’s	heavy	dependence	on	extreme	scores.	When	we	move	to	more	common	distributions,	particularly	the	normal	distribution,	the	principles	of	areas,	percentages,	probabilities,	and	the	addition	of	areas	or	probabilities	carry	over	almost	without	change.	Further	assume	that	the	estimated	standard	deviation	of	3.10
remains	reasonable	and	that	their	sample	size	will	be	25.	Suppose	that	we	have	a	sample	of	100	observations	that	is	perfectly	normally	distributed	with	mean	5	0	and	standard	deviation	5	1.	But	Figure	3.12	shows	the	Q-Q	plot	for	RxTime,	and	you	can	see	that	it	is	far	from	a	straight	line.	The	mean	of	both	distributions	is	almost	exactly	50,	reflecting
the	unbiased	nature	of	s2	as	an	estimate	of	s2.	Why?	One	interesting	finding	is	that	there	is	apparently	no	relationship	between	academic	achievement	and	the	other	variables,	either	for	boys	or	girls.	The	important	link	between	distributions	and	probabilities	is	the	most	critical	factor.	An	important	theorem	in	statistics	states	that	the	sum	or	difference
of	two	independent	normally	distributed	15	The	complete	form	of	the	law	omits	the	restriction	that	the	variables	must	be	independent	and	states	that	the	variance	of	their	sum	or	difference	is	s2X1	6X2	5	s21	1	s22	6	2rs1s2	where	the	notation	±	is	interpreted	as	plus	when	we	are	speaking	of	their	sum	and	as	minus	when	we	are	speaking	of	their
difference.	We	have	seen	how	data	can	be	organized	and	presented	in	the	form	of	distributions,	and	we	have	discussed	a	number	of	ways	in	which	distributions	can	be	characterized:	symmetry	or	its	lack	(skewness),	kurtosis,	and	modality.	When	we	take	the	absolute	value	of	the	deviations,	they	are	all	going	to	be	positive	and	their	distribution	will	be
very	positively	skewed.	RACE*GOAL	Crosstabulation	Goal	Lose	Maintain	24	8.6	24.2%	43.6%	3.8%	47	62.3	47.5%	11.8%	7.4%	28	28.1	28.3%	15.6%	4.4%	99	99.0	100.0%	15.6%	15.6%	Count	Expected	Count	%	within	RACE	%	within	GOAL	%	of	Total	31	46.43	5.8%	56.4%	4.9%	352	336.7	65.8%	88.2%	55.5%	152	151.9	28.4%	84.4%	24.0%	535	535.0
100.0%	84.4%	84.4%	Count	Expected	Count	%	within	RACE	%	within	GOAL	%	of	Total	55	55.03	8.7%	100.0%	8.7%	399	99.0	62.9%	100.0%	62.9%	180	180.0	28.4%	100.0%	28.4%	634	634.0	100.0%	100.0%	100.0%	RACE	African-Amer	Count	Expected	Count	%	within	RACE	%	within	GOAL	%	of	Total	White	Total	Exhibit	6.2	Total	(continues)	Adapted
from	output	by	SPSS,	Inc.	From	the	distribution	shown	in	Table	2.2,	we	can	see	a	wide	distribution	of	reaction	times,	with	times	as	low	as	36/100	of	a	second	and	as	high	as	125/100	of	a	second.	The	normal	procedure	in	this	situation	is	to	eliminate	the	15	pairs	of	parents	where	we	do	not	have	complete	data,	and	then	run	a	matchedsample	t	test	on
the	data	that	remain.	However,	you	might	legitimately	ask	why	I	would	ever	want	to	know	the	probability	that	someone	would	have	a	Total	Behavior	Problem	score	between	50	and	60.	2.35	Given	the	following	set	of	data,	show	that	multiplying	each	score	by	a	constant	multiplies	all	measures	of	central	tendency	by	that	constant:	[8	3	5	5	6	2].	So	I	have
changed	my	usual	advice	to	say	that	you	are	better	off	working	with	separate	variances.	What	hypothesis	would	you	be	testing	if	you	did	that?	Although	an	unbiased	estimator	is	a	nice	thing,	it	is	not	everything.	Statisticians	commonly	make	a	distinction	between	these	two	techniques.	Although	the	Neyman–	Pearson	approach	does	emphasize	the
importance	of	H1,	Fisher’s	views	have	been	very	influential.	You	can	find	excellent	program	files	of	SAS	code	at	/sas/sas-programs.htm,	and	many	of	these	are	linked	to	this	book’s	examples.	We	already	know	that	the	standard	deviation	for	this	test	is	approximately	100.	Such	displays	combine	data	into	something	very	much	like	a	histogram,	while
retaining	the	individual	values	of	the	observations.	We	would	again	reject	that	null.	My	intention	in	writing	this	book	was	to	explain	the	material	at	an	intuitive	level.	I	originally	used	a	variety	of	packages,	but	reviewers	suggested	limiting	myself	to	one,	and	SPSS	is	by	far	the	most	common	in	the	behavioral	sciences.	Why	might	the	sampling	in	this
study	have	been	limited	to	Western	and	developed	countries?	.”	statements,	which	is	the	dependent	variable.	Characteristics	of	populations	are	called	parameters	and	are	designated	by	Greek	letters.	In	both	cases,	Y	(running	speed)	is	a	random	variable,	beyond	the	experimenter’s	control.	So	why	have	an	odds	ratio	in	the	first	place?	To	learn	more
about	Wadsworth,	visit	www.cengage.com/Wadsworth	Purchase	any	of	our	products	at	your	local	college	store	or	at	our	preferred	online	store	www.cengagebrain.com.	The	Standard	Deviation	The	standard	deviation	(s	or	s)	is	defined	as	the	positive	square	root	of	the	variance	and,	for	a	sample,	is	symbolized	as	s	(with	a	subscript	identifying	the
variable	if	necessary)	or,	occasionally,	as	SD.10	(The	notation	s	is	used	in	reference	to	a	population	standard	deviation.)	The	following	formula	defines	the	sample	standard	deviation:	2	a	1X	2	X2	sX	5	ã	N21	For	our	example,	sX	5	"s2X	5	"0.4293	5	0.6552	sY	5	"s2Y	5	"0.0048	5	0.0689	9	In	these	calculations	and	others	throughout	the	book,	my	answers
may	differ	slightly	from	those	that	you	obtain	for	the	same	data.	This	value	is	in	line	with	the	correlation	obtained	in	a	study	by	Huesmann,	Moise-Titus,	Podolski,	&	Eron	(2003),	although	the	strength	of	the	relationship	has	been	disputed	by	Block	&	Crain	(2007).)	Our	experimenter	wants	to	conduct	a	study	to	find	such	a	correlation	but	wants	to	know
something	about	the	power	of	his	study	before	proceeding.	Normal	Q-Q	Plot	of	Total	Behavior	Problems	60	40	20	20	Figure	3.11	40	60	Expected	Normal	Value	80	©	Cengage	Learning	2013	Observed	Value	80	Q-Q	plot	of	Total	Behavior	Problem	scores	Q-Q	Plot	for	RxTime	120	80	60	40	–3	Figure	3.12	–2	–1	0	1	Theoretical	Quantiles	Q-Q	plot	of
reaction	time	data	2	3	©	Cengage	Learning	2013	Obtained	Quantiles	100	78	Chapter	3	The	Normal	Distribution	The	Axes	for	a	Q-Q	Plot	In	presenting	the	logic	behind	a	Q-Q	plot	I	spoke	as	if	the	variables	in	question	were	standardized,	although	I	did	mention	that	it	was	not	a	requirement.	In	that	instance	it	is	of	no	practical	significance	whether	he
takes	30	seconds	or	10	minutes	to	get	to	the	other	end	of	the	runway.	Her	general	hypothesis	was	that	participants	who	had	experienced	more	traumatic	events	during	childhood	would	be	more	likely	to	drop	out	of	treatment.	Although	this	may	be	more	clients	than	she	can	test	easily,	the	only	alternatives	is	to	settle	for	a	lower	level	of	power	or
recruit	other	clinical	psychologists	to	contribute	to	her	database.	(All	software	solutions	do	this,	because	if	there	were	multiple	predictors	we	would	have	to	know	which	variable	goes	with	which	slope.	Due	to	electronic	rights	restrictions,	some	third	party	content	may	be	suppressed.	We	will	discuss	hypothesis	testing	next,	but	what	is	most	important
here	is	that	the	test	statistic	is	F,	and	that	the	significance	level	associated	with	that	F	is	p	5	.004.	Although	the	distinction	is	frequently	not	followed	in	practice,	it	is	important	enough	to	consider	briefly.	We	are	not	particularly	interested	in	taking	a	specific	state,	plugging	in	its	expenditures	and	pupil-teacher	ratio,	and	coming	up	with	a	prediction	of
that	state’s	student	achievement.	Without	going	into	detail,	the	general	idea	of	a	likelihood	ratio	can	be	described	quite	simply.	Similarly,	a	neuropsychologist	might	be	interested	in	predicting	a	patient’s	response	rate	based	on	one	or	more	indicator	variables.	The	difference	is	these	two	areas	must	represent	the	area	between	z	5	–2.0	and	z	5	–1.0.
This	area	is	0.4772	–	0.3413	5	0.1359.	But	when	we	standardize	the	measure,	as	we	will	in	the	next	section,	it	is	often	more	informative.	(We	will	discuss	regression	lines	and	slopes	further	in	Chapter	9.)	The	primary	question	we	wish	is	ask	is	whether	subjects	gained	weight	as	a	result	of	the	therapy	sessions.	For	analyzing	contingency	tables,	we	can
use	essentially	the	same	formula,	Oij	x21R2121C212	5	2	a	Oij	ln	a	b	E	ij	where	Oij	and	Eij	are	the	observed	and	expected	frequencies	in	each	cell.	We	decide	that	this	group	over	here	will	receive	the	stress	management	treatment	and	that	group	over	there	will	not.	The	general	expression	is	CI12a	5	X	6	ta/2	1	sX	2	5	X	6	ta/2	s	!n	We	have	a	95%
confidence	interval	because	we	used	the	two-tailed	critical	value	of	t	at	a	5	.05.	What	is	the	value	of	d	if	the	size	of	his	sample	is	50	for	both	groups?	Perhaps	that	is	a	holdover	from	the	fact	that	we	didn’t	even	calculate	power	a	relatively	few	years	ago.	In	other	words,	it	does	not	include	the	numbers	of	rural	and	urban	students	opposed	to	DST.	(1984)
reported	on	an	intervention	program	for	the	mothers	of	LBW	infants.	People	differ	widely	in	level	of	anxiety.	37	0	.	We	will	assume	that	in	the	population	the	values	of	Y	corresponding	to	any	specified	value	of	X—that	is,	the	conditional	array	of	Y	for	Xi—are	normally	distributed	around	Y^	.	Probably	the	most	important	of	these	from	a	historical	point
of	view	(though	not	necessarily	from	your	point	of	view)	is	that	the	mean	can	be	manipulated	algebraically.	We	need	to	concentrate	on	both	the	value	of	the	numerator	and	the	value	of	the	denominator	in	d,	and	not	just	on	their	ratio.	As	we	saw	earlier,	the	interquartile	range	is	simply	the	range	between	the	first	and	third	quartiles.	Thus,	we	sum	the
squared	deviations	rather	than	the	absolute	deviations.	Of	the	318	who	had	not	received	training,	50	reported	subsequent	abuse.	Psychomotor	Abilities	of	Low-Birthweight	Infants	An	example	drawn	from	an	actual	study	of	low-birthweight	(LBW)	infants	will	be	useful	at	this	point	because	that	same	general	study	can	serve	to	illustrate	both	this
particular	t	test	and	other	t	tests	to	be	discussed	later	in	the	chapter.	Statistics	texts	are	filled	with	examples	of	distributions	that	look	normal	but	aren’t,	and	these	are	often	followed	by	statements	of	how	distorted	the	results	of	some	procedure	are	because	the	data	were	nonnormal.	3.5	The	person	in	charge	of	the	project	in	Exercise	3.3	counted	only
950	shoppers	entering	the	store.	The	data	from	Jankowski’s	study	of	sexual	abuse	offer	a	good	illustration.	For	example,	some	composites	show	thin	faces,	while	others	show	round	ones.	Wilcox	(1992)	has	argued	persuasively	for	the	use	of	trimmed	samples	for	comparing	group	means	with	heavy-tailed	distributions.	I	have	superimposed	the	linear
regression	line	on	that	plot	even	though	the	relationship	is	clearly	not	linear.	If	you	are	taking	data	from	data	tapes	supplied	by	the	Bureau	of	the	Census	that	is	quite	different	from	studying	teenage	college	graduates.	For	example,	in	several	places	we	will	use	Stress	and	a	predictor	of	psychological	Symptoms.	Whenever	our	purpose	is	merely	to
describe	a	set	of	data,	we	are	employing	descriptive	statistics.	For	example,	you	can	tell	that	11	students	spent	zero	minutes	playing	electronic	games,	one	student	spent	two	minutes,	two	students	spent	three	minutes,	and	so	on.	As	a	scale	of	comfort,	degrees	Fahrenheit	do	not	form	an	interval	scale—they	don’t	even	form	an	ordinal	scale	because
comfort	would	increase	with	temperature	to	a	point	and	would	then	start	to	decrease.	There	are	additional	topics	that	I	feel	that	students	need	to	understand,	and	that	could	not	be	covered	without	removing	some	of	the	older	material.	6.26	What	is	the	odds	ratio	in	Exercise	6.25?	This	assumption	can	be	satisfied	in	two	ways:	if	either	(1)	the
population	from	which	we	sample	is	normal	or	(2)	the	sample	size	is	sufficiently	large	to	produce	at	least	approximate	normality	by	way	of	the	Central	Limit	Theorem.	(1990)	for	the	group	that	did	not	read	the	passage	Score	SATV	Score	SATV	58	48	34	38	41	55	43	47	47	46	40	39	50	46	590	580	550	550	560	800	650	660	600	610	620	560	570	510	48
41	43	53	60	44	49	33	40	53	45	47	53	53	590	490	580	700	690	600	580	590	540	580	600	560	630	620	©	Cengage	Learning	2013	9.11	SPSS	Inc.	Histogram	of	reaction	time	data	with	normal	curve	superimposed	This	is	not	the	best	way	of	evaluating	whether	or	not	a	distribution	is	normal,	as	we	will	see	in	the	next	chapter.	This	is	not	satisfactory,
however,	if	the	sample	sizes	are	small	or	if	the	two	ns	are	quite	different.	(The	table	in	Appendix	z	also	contains	a	column	labeled	“y.”	This	is	just	the	height	[density]	of	the	curve	corresponding	to	that	value	of	z.	Over	the	years	each	edition	has	contained	a	reasonable	amount	of	new	material	and	the	discussion	has	been	altered	to	reflect	changes	in
theory	and	practice.	42	0	.	Testing	Hypotheses	About	Means—s	Known	From	the	central	limit	theorem,	we	know	all	the	important	characteristics	of	the	sampling	distribution	of	the	mean.	When	the	median	location	is	a	fractional	number	(i.e.,	when	N	is	even),	the	median	is	the	average	of	the	two	values	on	each	side	of	that	location.	We	have	the
population	standard	deviation.	If	we	want	to	examine	finer	gradations	of	the	distribution,	we	can	look	at	deciles,	which	divide	the	distribution	into	tenths,	with	the	first	decile	cutting	off	the	lowest	10%,	the	second	decile	cutting	off	the	lowest	20%,	and	so	on.	It	is	simply	impractical	to	do	so.	Notice	also	that,	with	the	exception	of	six	scores	of	89,	there
is	a	relative	absence	of	odd	numbers.	When	speaking	of	the	slope	for	standardized	data,	we	often	refer	to	the	standardized	regression	coefficient	as	b	(beta)	to	differentiate	it	from	the	coefficient	for	nonstandardized	data	(b).	We	now	need	a	method	of	combining	the	effect	size	with	the	sample	size.	SAT	Verbal	Score	28	28	Test	Score	28	28	Model
Summary	Model	1	R	.532	R	Square	Adjusted	R	Square	Std.	©	Cengage	Learning	2013	InSymptoms	S	Y2	•	3	Chapter	9	Correlation	and	Regression	©	Cengage	Learning	2013	274	Figure	9.7	conditional	distributions	marginal	distribution	9.10	prediction	interval	Bivariate	normal	distribution	with	r	5	.90	The	bivariate	normal	distribution	looks	roughly
like	what	you	see	when	several	dump	trucks	create	piles	of	dirt	where	a	bridge	foundation	is	being	built.	The	5%	of	the	faculty	who	have	done	nothing	useful	in	years	will	receive	no	more	than	$	each.	Fault	Guilty	Not	Guilty	Total	Little	Much	Total	153	105	258	24	76	100	177	181	358	©	Cengage	Learning	2013	6.19	The	following	SPSS	output	in
Exhibit	6.2	represents	that	analysis	of	the	data	in	Exercise	6.13.	Carroll,	Southern	Connecticut	University;	Paul	Chang,	Edith	Cowen	University;	Ann	Huffman,	Northern	Arizona	University;	Samuel	Moulton,	Harvard	University;	Therese	Pigott,	Loyola	University	Chicago;	Lucy	Troup,	Colorado	State	University;	and	Meng-Jia	Wu,	Loyola	University
Chicago.	It	has	been	known	for	some	time	(Sterling,	1959;	Lane	and	Dunlap,	1978;	and	Brand,	Bradley,	Best,	and	Stoica,	2008)	that	if	we	base	our	estimates	of	effect	size	solely	on	the	published	literature,	we	are	likely	to	overestimate	effect	sizes.	The	only	tables	of	the	normal	distribution	that	are	readily	available	are	those	of	the	standard	normal
distribution.	In	psychology	you	will	never	see	data	fit	this	well.	The	odds	ratio	is	simply	the	ratio	of	these	two	odds	and	is	OR	5	Odds	0	NoAspirin	0.0174	5	1.83	5	0.0095	Odds	0	Aspirin	Thus	the	odds	of	a	heart	attack	without	aspirin	are	1.83	times	higher	than	the	odds	of	a	heart	attack	with	aspirin.7	Why	do	we	have	to	complicate	things	by	having	both
odds	ratios	and	risk	ratios,	since	they	often	look	very	much	alike?	That	is,	we	want	to	say	that	a	score	of	Xi	from	a	normal	distribution	with	a	mean	of	50	and	a	variance	of	100—often	denoted	N(50,100)—is	comparable	to	a	score	of	zi	from	a	distribution	with	a	mean	of	0	and	a	variance,	and	standard	deviation,	of	1—denoted	N(0,1).	8.2	Diagram	the
situation	described	in	Exercise	8.1	along	the	lines	of	Figure	8.1.	8.3	In	Exercise	8.1	what	sample	sizes	would	be	needed	to	raise	power	to	.70,	.80,	and	.90?	It	is	a	program	that	I	love	(or	love	to	hate,	depending	on	how	much	I	have	forgotten	since	I	last	used	it).	Because	we	already	have	equated	the	terms	area	and	probability,	we	now	can	say	that	if	we
sample	a	child	at	random	from	the	population	of	children,	and	if	Behavior	Problem	scores	are	normally	distributed,	then	the	probability	that	the	child	will	score	more	than	one	standard	deviation	above	the	mean	of	the	population	(i.e.,	above	60)	is	.1587.	It	arises	in	our	daily	interactions	with	those	around	us,	in	our	interactions	with	the	environment,	in
the	face	of	an	impending	exam,	and,	for	many	students,	in	the	realization	that	they	are	required	to	take	a	statistics	course.	3.078	1.886	1.638	1.533	1.476	1.440	1.415	1.397	1.383	1.372	...	Further	permissions	questions	can	be	e-mailed	to	[email	protected]	Manufacturing	Planner:	Karen	Hunt	Rights	Acquisitions	Specialist:	Don	Schlotman	Library	of
Congress	Control	Number:	2011934926	Cover	Designer:	Angie	Wang,	Design	is	Play	ISBN-13:	978-1-111-83548-4	ISBN-10:	1-111-83548-9	Cover/Interior	Section	Opener	Image:	©	Jens	Ottoson/Shutterstock.com	Wadsworth	20	Davis	Drive	Belmont,	CA	94002-3098	USA	Cengage	Learning	is	a	leading	provider	of	customized	learning	solutions	with
office	locations	around	the	globe,	including	Singapore,	the	United	Kingdom,	Australia,	Mexico,	Brazil,	and	Japan.	If	you	had	50	numbers	and	were	given	the	same	instructions,	you	would	be	free	to	vary	only	49	of	them;	the	50th	would	be	determined.	A	score	of	45,	which	was	0.5	standard	deviation	below	the	mean,	now	is	given	the	value	of	20.5,	and
so	on.	What	does	this	value	mean?	This	assumption	is	required	primarily	because	Gosset	derived	the	t	distribution	5	A	program	that	allows	you	to	vary	the	sample	size	and	see	the	difference	in	rejection	rates	using	the	t	distribution	and	the	normal	distribution	can	be	found	at	the	book’s	Web	site	and	is	named	Sampdistt.R.	For	example,	using	n	5	10
will	result	in	rejecting	H0	about	4.66%	of	the	time	using	the	tabled	value	of	t	5	+	2.262,	but	7.46%	of	the	time	using	the	standard	z	cutoff	of	+1.96.	4	Observer	Magnitude	of	the	moon	illusion	when	zenith	moon	is	viewed	with	eyes	level	and	with	eyes	elevated	Eyes	Elevated	Eyes	Level	Difference	(D)	1.65	1.00	2.03	1.25	1.05	1.02	1.67	1.86	1.56	1.73
1.73	1.06	2.03	1.40	0.95	1.13	1.41	1.73	1.63	1.56	–0.08	–0.06	0.00	–0.15	0.10	–0.11	0.26	0.13	–0.07	0.17	1	2	3	4	5	6	7	8	9	10	D	5	0.019	sD	5	0.137	sD	5	0.043	moon	is	on	the	horizon,	the	observer	looks	straight	at	it	with	eyes	level,	whereas	when	it	is	at	its	zenith,	the	observer	has	to	elevate	his	eyes	as	well	as	his	head.	In	other	words,	if	we	know	what	a
person’s	anxiety	score	was	before	donation,	we	can	make	a	reasonable	guess	what	it	was	after	donation.	The	results	are	shown	in	Table	6.6.	The	values	in	parentheses	are	the	expected	frequencies.	4*	4t	4f	4s	4.	This	feeling	of	stereotype	threat	is	then	hypothesized	to	affect	performance,	generally	by	lowering	it	from	what	it	would	have	been	had	the
individual	not	felt	threatened.	Decrease	on	the	rows	and	enter	data	only	from	those	children	in	each	group	who	changed	their	behavior	from	fall	to	spring.	r	2	and	the	Standard	Error	of	Estimate	In	much	of	what	follows,	we	will	abandon	the	term	variance	in	favor	of	sums	of	squares	(SS).	The	test	itself	was	the	same	for	all	participants.	Thus,	if	we
subtract	50	(the	mean)	from	all	the	values	for	X,	the	new	mean	will	be	50	–	50	5	0.	Like	the	chi-square	distribution,	the	tables	of	t	differ	in	form	from	the	table	of	the	normal	distribution	(z)	because	instead	of	giving	the	area	above	and	below	each	specific	value	of	t,	which	would	require	too	much	space,	the	table	instead	gives	those	values	of	t	that	cut
off	particular	critical	areas—for	example,	the	.05	and	.01	levels	of	significance.	21	A	good	discussion	of	Levene’s	test	can	be	found	at	markm/statistics/eda35a.pdf	.	We	then	sum	the	results	across	departments.	This	should	not	be	taken	to	mean	that	the	material	is	“watered	down,”	but	only	that	the	emphasis	is	on	conceptual	understanding.	A	little
calculation	will	show	that	power	5	.520.	45	0	.	For	example,	you	calculate	the	confidence	limits	on	the	mean	of	a	single	sample	in	only	one	way.	8.13	Draw	a	diagram	(analogous	to	Figure	8.2)	to	defend	your	answer	to	Exercise	8.12.	If	we	knew	what	the	sampling	distribution	of	t'	actually	looked	like,	there	would	be	no	problem.	Key	Terms	Power
(Introduction)	Noncentrality	parameter	(8.4)	a	priori	power	(8.10)	Effect	size	(d)	(8.3)	Harmonic	mean	(Xh)	(8.5)	Retrospective	power	(8.10)	d	(delta)	(8.3)	Effective	sample	size	(8.5)	Post	hoc	power	(8.10)	Exercises	8.1	A	large	body	of	literature	on	the	effect	of	peer	pressure	has	shown	that	the	mean	influence	score	for	a	scale	of	peer	pressure	is	520
with	a	standard	deviation	of	80.	Keep	in	mind,	however,	the	point	that	was	just	made.	However	for	those	who	miss	the	latter,	that	chapter	is	still	available	on	the	Web	under	the	section	on	supplemental	material.	It	is	a	x2	on	1	df,	and	because	it	exceeds	x2.05	1	1	2	5	3.84,	it	will	lead	to	rejection	of	H0.	write	the	summation	notation	from	part	(b)	in	its
most	complex	form.	There	would	be	negligible	changes	near	the	means,	but	there	would	be	substantial	changes	in	the	extremes.)	If	we	wish	a	prediction	interval	for	Y	on	the	basis	of	X	for	a	new	member	of	the	population	(someone	who	was	not	included	in	the	original	sample),	the	standard	error	of	our	prediction	is	given	by	srY	#	X	5	sY	#	X	Å	11	1	Xi
2	X	2	2	1	1	1	N	2	1	2	s2X	N	where	Xi	2	X	is	the	deviation	of	the	individual’s	X	score	from	the	mean	of	X.	I	have	used	20	photographs	per	set	to	make	the	data	more	applicable	to	my	purposes	in	this	chapter.	In	fact,	we	still	use	the	word	error	to	refer	to	deviations	from	the	mean.	For	the	sake	of	consistency	with	other	examples	in	this	book,	we	will	let	a
5	.05.	40	41	41	42	43	43	44	46	46	46	47	48	49	49	52	54	55	55	57	58	59	59	63	67	71	75	75	76	76	78	79	.	But	to	include	these	and	similar	topics,	something	has	to	go	if	the	text	is	to	remain	at	a	manageable	size.	The	basic	idea	is	very	simple.	How	does	this	change	the	answers	to	Exercises	3.13	and	3.14?	I	have	not	included	it	here	to	save	space	and
because	it	is	rarely	used.)	From	Table	3.1	(or	Appendix	z)	we	find	the	row	corresponding	to	z	5	1.00.	Calculate	the	power	of	this	experiment	to	show	an	effect	of	stereotyped	threat	in	women.	When	we	replace	s	with	s	in	the	formula,	however,	the	nature	of	the	test	changes.	One	found	a	significant	t	using	10	subjects	per	group.	We	use	the	statistic	d
(delta)	5	d[f(n)]5	to	represent	this	combination	where	the	particular	4	I	want	to	thank	James	Grice	and	Paul	Barrett	for	providing	the	corrected	values	of	the	percentage	of	overlap.	On	the	other	hand,	on	a	70-point	scale	with	a	mean	of	30,	deviations	of	10	or	20	would	be	common.	Section	9.15	9.15	Factors	that	Affect	the	Correlation	291	Factors	that
Affect	the	Correlation	The	correlation	coefficient	can	be	substantially	affected	by	characteristics	of	the	sample.	66	0	.	A	commander	is	lower	in	prestige	than	a	captain,	who	in	turn	is	lower	than	a	rear	admiral.	For	now,	simply	think	of	Eastern	Europe	and	Central	Asia	MSM	4%	CSW	5%	CSW	clients	7%	IDU	67%	All	others	17%	IDU:	Injecting	drug
users	MSM:	Men	having	sex	with	men	CSW:	Commercial	sex	workers	Figure	3.1	_EpiUpdate_en.pdf,	September,	2007.	Section	8.3	Calculating	Power	the	Traditional	Way	235	3.	The	other	type	of	measure,	called	the	r-family,	represents	some	sort	of	correlation	coefficient	between	the	two	independent	variables.	Independent	Samples	Test	Chapter	7
Hypothesis	Tests	Applied	to	Means	Table	7.7	Data	from	Aronson	et	al.	Next	you	need	to	add	the	estimated	effect	size	(d).	(Note:	Only	12%	of	the	girls	in	Gross’s	sample	were	actually	more	than	15%	above	their	normative	weight—a	common	cutoff	for	a	label	of	“overweight.”)	When	she	broke	down	the	data	for	girls	by	race	(African-American	versus
white),	she	obtained	the	following	results	(other	races	have	been	omitted	because	of	small	sample	sizes):	White	African	American	Reducers	352	47	399	Maintainers	152	28	180	Gainers	31	24	55	Total	535	99	634	©	Cengage	Learning	2013	a.	Chapter	3	The	Normal	Distribution	Table	3.1	The	normal	distribution	(abbreviated	version	of	Appendix	z).	Just
because	a	distribution	is	common	(or	at	least	commonly	assumed),	it	doesn’t	automatically	suggest	a	reason	for	having	an	appendix	that	tells	all	about	it.	The	Average	Deviation	At	first	glance	it	would	seem	that	if	we	want	to	measure	how	scores	are	dispersed	around	the	mean	(i.e.,	deviate	from	the	mean),	the	most	logical	thing	to	do	would	be	to
obtain	all	the	deviations	(i.e.,	Xi	2	X	)	and	average	them.	One	difference	was	that	I	was	making	a	decision	on	which	button	to	press,	whereas	Bradley’s	subjects	only	had	to	press	a	single	button	whenever	the	light	came	on.	For	example,	if	we	found	that	the	gender	of	the	parent	who	died	was	an	important	variable	in	explaining	some	outcome	variable,
we	Chapter	6	Categorical	Data	and	Chi-Square	would	not	like	to	later	discover	that	the	gender	of	the	parent	who	died	was	in	some	way	related	to	the	gender	of	the	subject,	and	that	the	effects	of	the	two	variables	were	confounded.	We	saw	one	of	these	briefly	when	we	considered	boxplots,	where	we	used	quartiles,	which	are	the	values	that	divide	the
distribution	into	fourths.	Remember	that	we	are	using	an	approximation	procedure	to	calculate	power.	In	other	words	the	standard	error	of	change	scores	varies	as	a	function	of	how	dependent	the	scores	are.	Given	the	fact	that	we	have	only	about	20	data	points	in	each	quintile,	Figure	9.6b	reflects	the	reasonableness	of	our	assumptions	quite	well.
Given	the	data,	a	reasonable	first	question	concerns	whether	the	mean	of	our	LBW	sample	departs	significantly	from	a	population	mean	of	100.	Calculate	95%	confidence	limits	on	these	results.	The	Coefficient	of	Variation	coefficient	of	variation	(CV)	One	of	the	most	common	things	we	do	in	statistics	is	to	compare	the	means	of	two	or	more	groups,	or
even	two	or	more	variables.	(I	am	leaving	off	the	bumps	as	there	are	too	many	of	them	to	be	legible.)	This	resulting	plot	is	shown	in	Figure	2.6.	Notice	that	this	curve	does	a	much	better	job	of	representing	the	data	than	did	the	superimposed	normal	distribution.	Thus,	the	mode	is	that	value	of	X	that	corresponds	to	the	highest	point	on	the
distribution.	When	we	use	X	as	the	predictor,	the	error	is	SSresidual.	In	the	past	such	programs	were	criticized	for	the	accuracy	of	their	results.	We	need	to	keep	these	findings	in	mind	when	looking	at	only	published	research	studies.	These	values	are	shown	in	parentheses	in	the	table.	We	will	label	these	photographs	Set	4.	(In	this	regard,	it	is	worth
noting	that	when	we	perform	perfectly	legitimate	conversions	from	one	interval	scale	to	another—for	example,	from	the	Fahrenheit	to	the	Celsius	scale	of	temperature—we	do	not	even	keep	the	same	ratios.	The	concept	of	density	is	discussed	in	further	detail	in	the	next	chapter.	(for	65–69).	Notice	that	the	two	means	(m0	and	m1)	remain	unchanged
from	Figure	8.3.	If	an	experimenter	concerns	himself	with	the	power	of	a	test,	then	he	is	most	likely	interested	in	those	variables	governing	power	that	are	easy	to	manipulate.	We	earlier	defined	the	median	location	of	a	set	of	N	scores	as	(N	1	1)/2.	This	occurs	because	there	is	a	definite	tendency	to	publish	only	statistically	significant	results,	and	thus
those	studies	that	did	not	have	a	significant	effect	are	underrepresented	in	averaging	effect	sizes.	To	obtain	this	knowledge,	we	must	reduce	the	data	to	a	set	of	measures	that	carry	the	information	we	need.	In	a	scatterplot	the	predictor	variable	is	traditionally	represented	on	the	abscissa,	or	X-axis,	and	the	criterion	variable	on	the	ordinate,	or	Y-axis.
7.51	In	Chapter	6	(Exercise	6.34)	we	examined	data	presented	by	Hout	et	al.,	on	the	sexual	satisfaction	of	married	couples.	The	one	restriction	is	that	the	stems	should	be	the	same	width.	(I	spent	most	of	my	life	in	Vermont,	so	cows	seem	like	a	natural	example.)	The	fence	around	the	field	represents	the	inner	fence	of	the	boxplot.	We	want	to	test	the
null	hypothesis	that	these	children	come	from	a	normal	population	with	a	mean	of	50	and	a	standard	deviation	of	10.	Because	4.29	.	g.	(This	is	classed	as	a	conditional	test	148	Chapter	6	Categorical	Data	and	Chi-Square	fixed	and	random	marginals	because	it	is	conditioned	on	the	marginal	totals	actually	obtained,	instead	of	all	possible	marginal	totals
that	could	have	arisen	given	the	total	sample	size.)	I	will	not	present	a	formula	for	Fisher’s	Exact	Test	because	it	is	almost	always	obtained	using	statistical	software.	As	I	mention	in	Chapter	7,	there	are	two	major	types	of	magnitude	measures.	Such	a	distribution	is	shown	in	Figure	3.5.	The	normal	distribution	has	a	long	history.	The	data	for	the	LBW
infants	on	the	PDI	are	presented	in	Table	7.1.	Included	in	this	table	are	a	stem-and-leaf	display	and	a	boxplot.	Although	often	reported	by	statistical	software,	this	F	has	been	shown	by	many	studies	to	be	severely	affected	by	nonnormality	of	the	data	and	should	not	be	used.	(The	first	time	I	ran	this	example	many	years	ago	it	took	approximately	5
minutes	to	draw	such	samples	on	a	mainframe	computer.	It	would	be	perfectly	possible	to	use	the	standard	deviation	of	the	difference	scores	in	the	denominator	for	d,	but	we	would	be	measuring	something	else	entirely.	49	0	.	2.10	The	following	stem-and-leaf	displays	show	the	individual	grades	referred	to	in	Exercise	2.8	separately	for	males	and
females.	We	create	a	10%	Winsorized	sample,	for	example,	by	dropping	the	lowest	10%	of	the	scores	and	replacing	them	by	copies	of	the	smallest	score	that	remains,	then	dropping	the	highest	10%	and	replacing	those	by	copies	of	the	highest	score	that	remains,	and	then	computing	the	measure	of	variation	on	the	modified	data.	Only	the	positive	half
of	the	normal	distribution	is	tabled.	This	assumption	is	directly	analogous	to	the	normality	assumption	we	made	with	the	t	test—that	each	treatment	population	was	normally	distributed	around	its	own	mean—	and	we	make	it	for	similar	reasons.	Do	these	data	present	a	convincing	case	for	the	efficacy	of	the	sexual	abuse	prevention	program?	This
example	will	serve	two	purposes	because	it	will	also	illustrate	a	phenomenon	known	as	Simpson’s	paradox.	1.20	Do	a	Google	search	for	a	clear	discussion	of	internal	validity.	Because	we	are	sampling	independently	from	each	population,	the	sample	means	will	be	independent.	6	4	8	7	8	7	0	8	2	8	5	7	4	8	2	6	9	0	2	6	4	9	0	4	9	3	4	2	8	2	0	4	1	4	7	4	1	7	4	2
4	1	4	2	8	7	9	7	3	7	4	7	3	1	6	7	1	8	7	2	7	6	2	1	8	6	2	3	3	6	5	4	1	7	2	1	0	2	6	0	8	3	2	4	3	8	4	5	7	0	8	4	2	8	6	3	7	3	5	1	©	Cengage	Learning	2013	7.1	Chapter	7	Hypothesis	Tests	Applied	to	Means	7.2	7.3	I	drew	50	samples	of	5	scores	each	from	the	same	population	that	the	data	in	Exercise	7.1	came	from,	and	calculated	the	mean	of	each	sample.	Shirley,
University	of	California–Irvine;	Mathew	Spackman,	Brigham	Young	University;	Mary	Uley,	Lindenwood	University;	and	Christy	Witt,	Louisiana	State	University.	We	saw	this	in	the	previous	demonstration.	To	put	this	in	the	terms	preferred	by	Jones	and	Tukey	(2000):	Is	the	difference	sufficiently	large	for	us	to	identify	the	direction	of	the	difference	in
population	means?	85	0	.	We	might	prefer	to	specify	the	difference	between	means,	or	the	ratio	of	means,	or	some	similar	statistic.	The	measure	that	takes	this	relationship	into	account	is	not	the	arithmetic	mean	but	the	harmonic	mean.	He	wants	power	5	.80.	They	will	probably	take	my	statistics	badge	away,	but	they	have	to	catch	me	first.	For	a
given	set	of	data,	it	is	possible	to	show	that	covXY	will	be	at	its	positive	maximum	whenever	X	and	Y	are	perfectly	positively	correlated	(r	5	1.00),	and	at	its	negative	maximum	whenever	they	are	perfectly	negatively	correlated	(r	5	–1.00).	(The	others	did	not	change.)	Did	watching	the	game	have	a	systematic	effect	on	opinion	change?	This	variability	is
due	to	the	fact	that	the	width	of	an	interval	is	a	function	of	the	standard	deviation	of	the	sample,	and	some	samples	have	larger	standard	deviations	than	others.	The	mean	score	for	the	class	is	44,	with	a	standard	deviation	of	7.	Suppose	we	change	the	mean	of	the	Threat	group	to	be	6.93	(instead	of	6.58)	and	thus	the	mean	difference	has	been
reduced	to	2.71	from	3.06.	Even	without	reading	the	passage,	students	score	well	above	chance	levels	just	by	intelligent	guessing.)	In	using	the	coefficient	of	variation,	it	is	important	to	keep	in	mind	the	nature	of	the	variable	you	are	measuring.	Although	we	have	just	seen	how	the	problem	of	heterogeneity	of	variance	can	be	handled	by	special
procedures,	it	is	still	relevant	to	ask	what	happens	if	we	use	the	standard	approach	even	with	heterogeneous	variances.	In	this	example,	t	5	21.93,	df	5	27,	and	p	5	.064,	so	we	will	not	reject	the	null	hypothesis.	1.6	Write	a	sentence	describing	an	experiment	in	terms	of	an	independent	and	a	dependent	variable.	Exercises	171	6.14	Use	the	likelihood
ratio	approach	to	analyze	the	data	in	Exercise	6.8.	6.15	Use	the	likelihood	ratio	approach	to	analyze	the	data	in	Exercise	6.10.	The	t	test	is	designed	to	answer	this	question.	Although	there	is	no	right	answer	to	the	question	of	intervals	to	use,	somewhere	around	10	or	12	intervals	is	usually	reasonable.	75%	of	the	counts	would	be	less	than	———.	2.29
The	following	data	from	.html	show	society	changes	of	age	at	marriage	over	a	50-year	period.	Thus,	you	lose	that	degree	of	freedom	that	we	discussed,	and	you	have	only	N	2	1	df	left	(N	2	1	scores	free	to	vary).	In	this	section,	however,	we	are	more	interested	in	the	degree	of	similarity	in	the	ratings	of	faces.	When	would	it	be	important	to	find	even
quite	small	effects?	Based	on	this	work,	the	Behrens–Fisher	distribution	of	t'	was	derived	and	tabled.	Section	7.5	Table	7.6	Hypothesis	Tests	Applied	to	Means—Two	Independent	Samples	215	SPSS	analyses	of	Adams	et	al.	If	we	want	to	set	confidence	limits	on	b	or	Y,	or	if	we	want	to	test	hypotheses	about	b*,	we	will	need	to	make	the	conditional
assumptions	of	homogeneity	of	variance	and	normality	in	arrays	of	Y.	Such	a	finding	is	important	in	its	own	right.	went	a	step	further	to	ask	if	stereotype	threat	could	actually	lower	the	performance	of	white	males—a	group	that	is	not	normally	associated	with	stereotype	threat.	I	must	mention	a	programming	environment	called	R,	which	is	freely
available	public	domain	software.	You	should	study	Table	2.4	until	you	fully	understand	all	the	procedures	involved.	By	this	we	mean	that	if	you	set	up	a	situation	with	unequal	variances	but	with	H0	true	and	proceed	to	draw	(and	compute	t	on)	a	large	number	of	pairs	of	samples,	you	will	find	that	somewhere	between	3%	and	7%	of	the	sample	t	values
actually	exceed	6	t.025.	One	of	these	is	g	X2,	which	is	read	as	“sum	the	squared	values	of	X”	(i.e.,	452	1	422	1	352	1	232	1	522	5	8,247).	Unfortunately,	experiments	do	not	usually	work	out	as	cleanly	as	we	would	like.	Two	of	these	are	logistic	regression	and	log-linear	models.	This	has	exactly	the	same	effect	and	is	certainly	much	easier.	Using	Y	for
this	variable,	a.	(If	you	wish	the	information,	the	standard	deviation	of	the	difference	was	1.25.)	7.29	In	the	study	referred	to	in	Exercise	7.13,	Katz	et	al.	For	Xnew	5	Xold	/b:	Xnew	5	Xold	/b.	Even	if	your	confidence	interval	was	quite	narrow,	it	is	difficult	to	know	what	to	make	of	the	result	in	absolute	terms.	7.25	Sullivan	and	Bybee	(1999)	reported	on
an	intervention	program	for	women	with	abusive	partners.	In	practice,	many	journals	are	insisting	on	effect	size	estimates	or	similar	statistics	rather	than	just	being	satisfied	with	a	t	test,	or	even	a	confidence	interval	on	the	difference.	When	we	are	finished	collecting	data,	we	have	a	complete	set	of	paired	scores.	(The	means	were	3.26	and	2.64,
respectively.)	But	notice	also	that	the	ratings	for	the	composites	8	These	data	are	not	the	actual	numbers	that	Langlois	and	Roggman	collected,	but	they	have	been	generated	to	have	exactly	the	same	mean	and	standard	deviation	as	the	original	data.	53	0	.	This	is	actually	a	reasonable	level	of	power	for	most	practical	work.3	0.4	Area	5	0.8559	0.3	0.2
t	5	2.024	0.1	0.0	24	22	0	2	Obtained	t	Value	Figure	8.1	4	6	©	Cengage	Learning	2013	Density	8.1	The	Basic	Concept	of	Power	Distribution	of	t	values	obtained	in	resampling	study	3	A	program	to	draw	this	figure	is	available	at	the	Web	site	as	ResampleForPower.R.	You	can	vary	parameters	and	sample	sizes.	Here	SSY^	5	SSY	,	and	SSresidual	5	0.
However,	Bruce	Thompson,	of	Texas	A&M,	made	an	excellent	point	in	this	regard.	A	third	alternative	would	be	to	record	the	weight	gain	as	a	function	of	the	original	score.	But	the	terms	describing	those	measures	continue	to	be	important.	Rather,	m	is	a	constant,	and	the	interval	is	what	varies	from	experiment	to	experiment.	When	we	come	to	tables
larger	than	2	3	2,	Fisher’s	approach	does	not	apply	without	modification,	and	there	we	almost	always	use	the	Pearson	Chi-Square.	Cohen	(1960)	proposed	a	chance-corrected	measure	of	agreement	known	as	kappa.	It	is	not	possible	for	us	to	make	both	of	these	errors	because	one	of	the	hypotheses	is	true,	so	using	a	one-tailed	Exercises	221	test	(in
both	directions)	at	a5	.05	gives	us	a	5%	error	rate.	This	is	clearly	seen	in	Figure	2.10(e),	where	the	central	portion	of	the	distribution	is	much	too	flat.	To	be	more	precise,	we	obtained	the	variance	(s2)	by	calculating	the	deviations	of	the	observations	from	their	own	mean	(X	–	X	),	rather	than	from	the	population	mean	(X	–	m).	As	we	know,	we	can
convert	from	b	to	power;	power	5	1	–	b.	A	Caution	When	Welch,	Satterthwaite,	Behrens,	and	Fisher	developed	tests	on	means	that	are	not	dependent	on	homogeneous	variances	they	may	not	have	been	doing	us	as	much	of	a	favor	as	we	think.	(This	is	the	point	below	which	75%	of	the	observations	are	expected	to	fall.)	3.18	Assuming	that	the	Behavior
Problem	scores	discussed	in	this	chapter	come	from	a	population	with	a	mean	of	50	and	a	standard	deviation	of	10,	what	would	be	a	diagnostically	meaningful	cutoff	if	you	wanted	to	identify	those	children	who	score	in	the	highest	2%	of	the	population?	Thus	for	the	95%	confidence	limits	on	m1	–	m2	we	have	CI.95	5	1	X1	2	X2	2	6	t.025	sX	2X	1	2	For
the	homophobia	study	we	have	CI.95	5	1	X1	2	X2	2	6	t.025	sX	2X	5	1	24.00	2	16.5	2	6	2.00	1	2	Å	5	7.50	6	2.00	1	3.018	2	5	7.5	6	6.04	1.46	#	1	m1	2	m2	2	#	13.54	144.48	144.48	1	35	29	In	the	formal	level	of	traditional	statisticians,	the	probability	is	.95	that	an	interval	computed	as	we	computed	this	interval	encloses	the	difference	in	arousal	to
homosexual	videos	between	homophobic	and	nonhomophobic	participants.	9.1	Scatterplot	scatterplot	scatter	diagram	predictor	criterion	regression	lines	When	we	collect	measures	on	two	variables	for	the	purpose	of	examining	the	relationship	between	these	variables,	one	of	the	most	useful	techniques	for	gaining	insight	into	this	relationship	is	a
scatterplot	(also	called	a	scatter	diagram).	This	page	intentionally	left	blank	Chapter	2	Describing	and	Exploring	Data	Objectives	To	show	how	data	can	be	reduced	to	a	more	interpretable	form	by	using	graphical	representation	and	measures	of	central	tendency	and	dispersion.	Correlation	and	Regression	geographical	location.	There	is	nothing	sacred
about	eliminating	the	upper	and	lower	25%	of	the	distribution	before	calculating	the	range.	The	odds	of	having	a	heart	attack	for	a	member	of	the	aspirin	group	is	the	number	having	a	heart	attack	divided	by	the	number	not	having	a	heart	attack	(e.g.,	104/10,933	5	0.0095).	It	is	a	linear	relationship	because	the	best	fitting	line	is	straight.	Now	we	can
go	back	to	the	reaction	time	data	and	superimpose	the	kernel	density	function	on	that	histogram.	Because	we	would	not	expect	to	see	differences	in	psychomotor	development	between	the	two	LBW	groups	as	early	as	6	months,	it	makes	some	sense	to	combine	the	data	from	the	two	groups	and	ask	whether	LBW	infants	in	general	are	significantly
different	from	the	normative	population	mean	of	100	usually	found	with	this	index.	This	paradox	was	described	by	Simpson	in	the	early	1950s,	but	was	known	to	Yule	nearly	half	a	century	earlier.	Second,	this	example	illustrates	the	importance	of	looking	at	residuals—they	basically	tell	you	where	your	model	is	going	wrong.	Nominal	by	Nominal	Value
Asymp.	24	Chapter	2	Describing	and	Exploring	Data	Histogram	of	RxTime	50	40	20	10	0	40	Figure	2.6	2.4	80	RxTime	100	120	Kernel	density	plot	for	data	on	reaction	time	Stem-and-Leaf	Displays	stem-and-leaf	display	exploratory	data	analysis	(EDA)	leading	digits	most	significant	digits	stem	trailing	digits	less	significant	digits	leaves	60	©	Cengage
Learning	2013	30	Although	histograms,	frequency	distributions,	and	kernel	density	functions	are	commonly	used	methods	of	presenting	data,	each	has	its	drawbacks.	(	InfMort	Income	104	109	80	102	110	91	76	113	61	61	107	71	99	113	134	147	62	136	71	90	69	108	80	86	108	60	933	965	1,573	1,166	850	1,654	880	628	6,024	1,881	1,934	1,022	799
586	753	861	5,468	753	853	885	1,419	501	1,410	650	756	2,876	%	mom	<	20	16	17	21	22	21	21	15	14	22	15	22	18	21	21	21	24	15	23	17	9	14	19	13	23	30	32	%	mom	>	40	5	5	4	5	3	6	7	6	4	5	5	3	5	6	4	6	7	5	5	7	7	5	6	4	4	4	(This	score	is	the	75th	percentile.)	3.15	For	all	seniors	and	non-enrolled	college	graduates	taking	the	GRE	in	October	1981,	the
mean	and	the	standard	deviation	were	507	and	118,	respectively.	13	0	9.	1.2	Under	what	conditions	would	the	entire	student	body	of	your	college	or	university	be	considered	a	sample?	From	Appendix	t	we	find	t.025	5	2.080.	0.8	0.6	0.4	0.2	0.0	0.0	0.2	0.4	0.6	r	Figure	9.5	0.8	1.0	©	Cengage	Learning	2013	Percentage	Reduction	in	sY.X	1.0	The
standard	error	of	estimate	as	a	function	of	r	270	Chapter	9	Correlation	and	Regression	r2	as	a	Measure	of	Predictable	Variability	From	the	preceding	equation	expressing	residual	error	in	terms	of	r2,	it	is	possible	to	derive	an	extremely	important	interpretation	of	the	correlation	coefficient.	There	was	no	chance	to	correct	and	hence	nothing
equivalent	to	missing	the	button	on	the	first	try	and	having	to	press	it	again.	The	second	important	advantage	of	the	mean	is	that	it	has	several	desirable	properties	with	respect	to	its	use	as	an	estimate	of	the	population	mean.	There	are	several	reasons	for	this:	1.	Both	of	the	distributions	in	Figure	2.10(a)	and	(b)	are	called	symmetric	because	they
have	the	same	shape	on	both	sides	of	the	center.	They	are	not	likely	to	be	the	exact	parameters,	but	they	are	the	best	guess	we	have.	Suppose	the	data	are	Amount	of	Quinine	Small	39	Medium	30	Large	21	The	computed	value	of	x2	is	5.4,	which,	on	2	df,	is	not	significant	at	p	<	.05.	For	our	data,	the	range	for	Set	4	is	(4.02	2	1.20)	5	2.82	units;	for	Set
32	it	is	(3.38	2	3.13)	5	0.25	unit.	It	is	often	referred	to	as	a	bell	curve	and	is	symmetrical	around	the	center	of	the	distribution,	tapering	off	on	both	ends.	Any	software	package	should	be	able	to	work	these	problems.	In	this	situation	the	test	does	not	answer	our	question	of	whether	watching	football	has	a	serious	effect	on	opinion	change.	You	should



recognize	that	this	is	the	same	d	that	we	saw	in	Chapter	7	where	it	was	also	labeled	Cohen’s	d,	or	sometimes	Hedges'	g.	But	what	if	we	aren’t	too	comfortable	with	the	assumption	of	homogeneity	of	variance?	The	new	methods	will	help	you	to	better	understand	what	the	older	methods	were	all	about.	The	coverage	of	Cochran-Mantel-Haenszel	analysis
of	contingency	tables	is	tied	to	the	classic	example	of	Simpson’s	Paradox	as	applied	to	the	Berkeley	graduate	admissions	data.	You	could	refer	to	s2Set	4,	but	long	subscripts	are	usually	awkward.	Centering	is	used	in	a	number	of	situations,	but	this	example	comes	close	to	illustrating	the	general	goal.	Perceived	Pop.	Describing	and	Exploring	Data	2.2
Create	a	histogram	for	the	data	in	Exercise	2.1	using	a	reasonable	number	of	intervals.	We	do	not	want	to	take	the	simple	arithmetic	mean,	however,	because	doing	so	would	give	equal	weight	to	the	two	estimates,	even	if	one	were	based	on	considerably	more	observations.	Using	this	method,	t'	is	218	Chapter	7	df'	Hypothesis	Tests	Applied	to	Means
viewed	as	a	legitimate	member	of	the	t	distribution,	but	for	an	unknown	number	of	degrees	of	freedom.	Suppose,	on	the	other	hand,	that	we	had	used	a	less	reliable	test,	for	which	r	5	.40.	In	other	words,	when	we	look	at	the	standard	deviation,	we	must	keep	in	mind	the	magnitude	of	the	mean	as	well.	A	Computer	Example	Showing	the	Role	of	Test-
Taking	Skills	Most	of	us	can	do	reasonably	well	if	we	study	a	body	of	material	and	then	take	an	exam	on	that	material.	Section	3.3	z	scores	3.3	Using	the	Tables	of	the	Standard	Normal	Distribution	71	The	equation	for	z	is	completely	general.	|R|	is	the	determinant	of	the	3	3	3	matrix	of	intercorrelations,	but	you	can	calculate	it	as	shown	without
knowing	anything	about	determinants.	In	other	words	we	want	to	make	a	statement	of	the	form,	“If	I	draw	a	child	at	random	from	this	population,	95%	of	the	time	her	score	will	lie	between	and	.”	From	Figure	3.9	you	can	see	the	limits	we	want—the	limits	that	include	95%	of	the	scores	in	the	population.	Such	a	scoring	system	is	easy	to	devise.	Do	we
have	reason	to	suspect	that	the	student	just	made	up	a	number	rather	than	actually	counting?	The	relationship	Table	9.8	Planet	Rank	Distance	Distance	from	the	sun	in	astronomical	units	Mercury	Venus	Earth	Mars	Jupiter	Saturn	Uranus	Neptune	Pluto	1	0.39	2	0.72	3	1	4	1.52	5	5.20	6	9.54	7	19.18	8	30.06	9	39.44	©	Cengage	Learning	2013	Section
9.13	One	Final	Example	289	40	5	Residual	Distance	30	20	0	10	–5	0	2	4	6	Rank	Distance	8	2	4	6	Rank	Distance	8	2	4	6	Rank	Distance	8	0.2	1	0.0	–0.2	0	–0.4	–1	2	Figure	9.9	4	6	Rank	Distance	8	Several	plots	related	to	distance	of	planets	from	the	sun	is	very	nearly	linear	as	you	can	see	by	how	closely	the	points	stay	to	the	regression	line.	These
children	all	completed	the	Youth	Self-Report,	and	the	sample	mean	was	55.71	with	a	standard	deviation	of	7.35.	The	only	reason	I	even	discuss	the	adjusted	value	is	that	most	computer	software	presents	both	statistics,	and	students	are	likely	to	wonder	about	the	difference	and	which	one	they	should	care	about.	This	idea	helps	us	appreciate	what	sY
#	X	is.	He	showed	the	necessity	of	paying	close	attention	to	the	data	and	examining	them	in	detail	before	invoking	more	technically	involved	procedures.	The	population	mean	for	the	Lie	scale	on	the	Children’s	Manifest	Anxiety	Scale	(Reynolds	and	Richmond,	1978)	is	known	to	be	3.87.	Justin	Fuller	at	Ohio	University	offered	some	interesting
suggestions.	On	the	other	hand	if	our	nonrandom	sample	is	not	representative	of	what	we	would	obtain	with	a	truly	random	sample,	our	ability	to	draw	inferences	is	compromised	and	our	results	might	be	very	misleading.	Notice	also	that	the	degree	of	scatter	of	points	about	the	regression	line	remains	about	the	same	as	you	move	from	low	values	of
stress	to	high	values,	although,	with	a	correlation	of	approximately	.50,	the	scatter	is	fairly	wide.	It	should	be	evident	that	when	we	reflect	a	scale,	we	also	reflect	its	mean	but	have	no	effect	on	its	variance	or	standard	deviation.	By	repeatedly	clicking	“start”	without	clearing,	you	can	add	cases	to	the	sample.	To	say	that	a	one-unit	difference	in	family
income	is	associated	with	0.75	units	difference	in	academic	achievement	is	not	to	be	interpreted	to	mean	that	raising	family	income	for	Mary	Smith	will	automatically	raise	her	academic	achievement.	Many	statistical	packages,	including	SAS	and	SPSS,	will	make	these	calculations	for	you,	and	that	is	what	I	asked	G*Power	to	do.	reasoned	that	if
homophobia	were	unconsciously	related	to	anxiety	about	ones	own	sexuality,	homophobic	individuals	would	show	greater	arousal	to	the	homosexual	videos	than	would	nonhomophobic	individuals.	I	have	spent	a	substantial	amount	of	time	pulling	together	material	for	instructors	and	students,	and	placing	it	on	Web	pages	on	the	Internet.	However,
outside	of	that	field	there	has	been	little	effort	in	psychology	to	develop	the	kinds	of	scales	that	Stevens	pursued,	nor	has	there	been	much	real	interest.	As	an	example,	assume	that	I	want	to	use	the	Aronson	study	of	stereotype	threat	in	class,	but	this	time	I	want	to	run	it	as	a	matched-sample	design.	The	Welch–Satterthwaite	solution	is	particularly
important	because	we	will	refer	back	to	it	when	we	discuss	the	analysis	of	variance.	You	can	also	ignore	the	measure	of	Linear	by	Linear	association.	Note	that,	because	we	have	only	one	predictor,	this	standardized	coefficient	is	equal	to	the	correlation	coefficient.	The	word	independence	has	been	used	in	two	different	ways	in	this	chapter.	We	have
one	last	source	of	variability:	the	variability	in	the	life	expectancy	of	those	people	who	smoke	exactly	the	same	amount.	Note	that	in	both	situations	the	variable	is	labeled	anxiety.	[This	test	on	changes	is	the	test	suggested	by	McNemar	(1969).]	a.	Only	two	of	the	numbers	can	be	freely	changed	if	the	mean	is	to	remain	constant.	7.44	What	does	a
comparison	of	Exercises	7.42	and	7.43	show	you?	The	cell	and	marginal	frequencies	follow:	Death	Sentence	Defendant’s	Race	Yes	No	Total	Nonwhite	White	Total	33	33	66	251	508	759	284	541	825	x2	5	2	a	Oij	ln	a	5	2	c	33	ln	a	Oij	Eij	b	33	251	33	508	b	1	251	ln	a	b	1	33	ln	a	b	1	508	ln	a	bd	22.72	261.28	43.28	497.72	158	Chapter	6	Categorical	Data
and	Chi-Square	5	2	3	33	1	.3733	2	1	251	1	2.0401	2	1	33	1	20.2172	2	1	508	1	0.0204	2	4	5	2	3	3.6790	4	5	7.358	This	answer	agrees	with	the	likelihood	ratio	statistic	found	in	Exhibit	6.1b.	9.16	Power	Calculation	for	Pearson’s	r	Consider	the	problem	of	the	individual	who	wishes	to	demonstrate	a	relationship	between	television	violence	and	aggressive
behavior.	There	are	several	Section	2.1	Comparison	Stimuli*	17	Reaction	time	data	from	number	identification	experiment	Reaction	Times,	in	100ths	of	a	Second	1Y	40	41	47	38	40	37	38	47	45	61	54	67	49	43	52	47	45	43	39	49	50	44	53	46	64	51	40	41	44	48	90	51	55	60	47	45	41	42	72	36	43	94	45	51	46	39	50	52	46	42	1N	52	45	74	56	53	59	43	46	51
40	48	47	57	54	44	56	47	62	44	53	48	50	58	52	57	66	49	59	56	71	76	54	71	104	44	67	45	79	46	57	58	47	73	67	46	57	52	61	72	104	3Y	73	83	55	59	51	65	61	64	63	86	42	65	62	62	51	55	58	46	67	56	52	46	62	51	51	61	60	75	53	59	43	58	67	52	56	80	53	72	62	59	47	62	53	52	46	62	56	60	72	50	3N	73	47	63	63	56	66	72	58	60	69	74	51	49	69	51	72	58	74	59
63	60	66	59	61	50	67	63	61	80	63	64	57	59	58	59	60	62	63	67	78	61	52	51	56	95	60	60	54	52	64	5Y	39	65	53	46	78	60	71	58	87	77	62	94	81	46	49	59	88	56	77	67	79	54	83	75	67	60	65	62	62	62	67	48	51	67	98	64	57	67	55	55	66	60	57	54	78	62	60	69	55	58	5N	66	53	61	74	76	69	82	56	66	63	69	76	71	65	67	65	58	64	65	81	69	69	63	68	70	80	68	63	74	61
59	61	74	76	62	83	58	72	65	61	95	58	64	66	66	67	55	85	125	72	*Y	5	Yes,	test	stimulus	was	included;	N	5	No,	it	was	not	included	1,	3,	and	5	refer	to	the	number	of	digits	in	the	comparison	stimuli	common	ways	that	data	can	be	represented	graphically.	This	is	a	situation	in	which	some	of	SSY	is	attributable	to	smoking	(SSY^)	and	some	is	not
(SSresidual).	Out	of	80	participants,	20	changed	their	opinion	from	Favorable	to	Unfavorable,	while	5	changed	from	Unfavorable	to	Favorable.	You	might	be	somewhat	reassured	to	learn	that	the	level	of	mathematics	required	for	the	previous	calculations	is	about	as	much	as	you	will	need	anywhere	in	this	book—not	because	I	am	watering	down	the
material,	but	because	an	understanding	of	most	applied	statistics	does	not	require	much	in	the	way	of	advanced	mathematics.	Do	we	really	not	know,	at	least	vaguely,	what	will	happen	in	our	experiments;	if	not,	why	are	we	running	them?	A	good	example	of	such	a	scoring	system	is	the	common	IQ.	The	units’	digits	0,	1,	2,	3,	and	so	on,	are	called	the
trailing	(or	less	significant)	digits.	Frequently,	these	numbers	have	no	meaning	other	than	as	convenient	labels	to	distinguish	the	players	from	one	another.	For	now	I	am	simply	trying	to	show	that	we	have	alternatives	and	to	describe	a	way	of	going	about	solving	the	problem	in	a	way	that	seems	logical.	In	one	case,	the	subject	was	forced	to	put	his
head	in	such	a	position	to	see	the	zenith	moon	with	eyes	level	(i.e.,	lying	down).	(We	can	write	X	<	7,	where	the	symbol	<	means	“approximately	equal.”)	Now	suppose	we	draw	another	sample	and	obtain	its	mean	(X2).	I	took	the	space	to	give	this	example	because	it	is	becoming	common	for	statistical	software	to	offer	a	checkbox	option	like
“simulate,”	“bootstrap,”	“resample,”	or	“randomize,”	all	of	which	are	doing	something	along	the	general	lines	of	what	I	have	done	here.	These	may	well	be	unreasonable	sample	sizes	for	this	particular	experimental	situation,	or	for	the	resources	of	the	experimenter.	Exercises	13	c.	.000	.000	.000	Exhibit	6-2	(continued)	a.	However,	you	should	realize
that	the	true	limits	of	the	interval	(known	as	the	real	lower	limit	and	the	real	upper	limit)	are	decimal	values	that	fall	halfway	between	the	top	of	one	interval	and	the	bottom	of	the	next.	xix	This	page	intentionally	left	blank	Chapter	1	Basic	Concepts	Objectives	To	examine	the	kinds	of	problems	presented	in	this	book	and	the	issues	involved	in	selecting
a	statistical	procedure.	Out	of	732	smokers,	230	(31%)	had	died.	McNemar’s	test,	to	be	discussed	shortly,	is	also	not	relevant	in	this	particular	example.	Although	no	one	would	be	likely	to	call	this	book	controversial,	I	have	felt	it	important	to	express	opinions	on	a	number	of	controversial	issues.	If	it	had	been	the	other	way	around	I	would	have
serious	qualms	about	looking	only	at	the	other	five	departments.	However,	she	thought	that	it	would	be	more	appropriate	to	record	the	data	in	terms	of	minutes	per	problem	(e.g.,	4	problems	in	10	minutes	5	10/4	5	2.5	minutes/problem).	Their	inclusion	in	the	data	significantly	affects	the	distribution’s	shape.	Speaking	in	terms	of	Type	II	errors	is	a
rather	negative	way	of	approaching	the	problem,	because	it	keeps	reminding	us	that	we	might	make	a	mistake.	If	the	purpose	of	obtaining	a	statistic	is	to	use	it	as	an	estimator	of	a	parameter,	then	it	should	come	as	no	surprise	that	our	choice	of	a	statistic	(and	even	how	we	define	it)	is	based	partly	on	how	well	that	statistic	functions	as	an	estimator
of	the	parameter	in	question.	Note	that	r	5	0	is	not	included	within	our	limits,	thus	offering	a	simultaneous	test	of	H0	:	r	5	0,	should	we	be	interested	in	that	information.	More	specifically,	we	want	to	decide	between	H0	:	m	5	50	and	H1	:	m	?	No	book	can	possibly	undertake	to	cover	all	of	the	material	that	needs	to	be	covered,	but	it	is	critical	to
prepare	students	and	professionals	to	take	on	that	material	when	needed.	What	we	want	to	do	is	specify	what	percentage	of	the	overall	variability	in	life	expectancy	Section	9.8	271	Sources	of	variance	in	regression	for	the	study	of	smoking	and	life	expectancy	SSX	5	variability	in	amount	smoked	5	S	1	X	2	X	2	2	SSY	5	variability	in	life	expectancy	5	S	1
Y	2	Y	2	2	SSY^	5	variability	in	life	expectancy	directly	attributable	to	variability	in	smoking	behavior	5	S	1	Y^	2	Y	2	2	SSresidual	5	variability	in	life	expectancy	that	cannot	be	attributed	to	variability	in	smoking	behavior	5	S	1	Y	2	Y^	2	2	5	SSY	2	SSY^	is	attributable	to	variability	in	smoking	behavior.	Because	it	can	be	shown	that	mD	5	m1	2	m2,	we
can	write	H0	:	mD	5	m1	2	m2	5	0.	We	decide	what	the	treatments	will	be	and	who	will	receive	each	treatment.	Then	nh	24.64	5	0.98	5	0.98"12.32	d5d	Ä	2	Å2	5	3.44	From	Appendix	Power	we	find	that	power	now	equals	approximately	.93,	which	is	sufficient	for	our	purposes.	Note	also,	as	pointed	out	earlier,	that	SX2	5	148.0241	is	quite	different	from
1	SX	2	2	5	52.892	5	279.35	I	leave	the	calculation	of	the	variance	for	Set	32	to	you.	288	Chapter	9	Correlation	and	Regression	This	ratio	is	distributed	as	t	on	N–3	df.	For	example,	I	would	expect	1.71%	of	men	who	do	not	take	aspirin	to	suffer	a	heart	attack	over	the	same	period	of	time	as	that	used	in	this	study.	50,000	Observations	from	Uniform
Distribution	with	Range	=	0–100	1200	1000	800	Frequency	600	400	200	0	.0	97	0	.	If	you	are	dealing	with	a	particular	set	of	data,	you	can	pretty	much	ignore	formal	rules	and	fiddle	with	the	settings	until	the	result	looks	meaningful.	Differences	in	stress	are	associated	with	differences	in	reported	psychological	symptoms.	Professor	Howell	is	the
author	of	several	books	and	many	journal	articles	and	book	chapters.	6	Chapter	1	Basic	Concepts	1.3	Measurement	Scales	The	topic	of	measurement	scales	is	one	that	some	writers	think	is	crucial	and	others	think	is	irrelevant.	It	should	never	be	used.”	I	mention	the	test	here	only	because	you	will	come	across	references	to	it	and	SPSS	will	offer	to
calculate	it	for	you.	The	field	of	descriptive	statistics	was	once	looked	down	on	as	a	rather	uninteresting	field	populated	primarily	by	those	who	drew	distorted-looking	graphs	for	such	publications	as	Time	magazine.	what	are	X3,	X5,	and	X8?	No	one	in	their	right	mind	would	likely	be	excited	about	using	regression	to	predict	the	distance	of	each	planet
from	the	sun.	He	continues	to	write	in	his	retirement	and	was	most	recently	the	co-editor,	with	Brian	Everitt,	of	The	Encyclopedia	of	Statistics	in	Behavioral	Sciences,	published	by	Wiley.	How	the	vote	split	along	gender	lines	may	tell	us	something	important	about	the	different	ways	that	males	and	females	looked	at	this	issue.	Risk	is	future	oriented.
An	experimenter	who	had	such	a	collection	of	data	might	seriously	consider	treating	times	greater	than	some	maximum	separately,	on	the	grounds	that	those	times	were	more	a	reflection	of	the	accuracy	of	a	psychomotor	response	than	a	measure	of	the	speed	of	that	response.	The	median	would	be	45,	which	is	the	average	of	these	two	values.	(To	use
a	term	we	will	define	in	later	chapters,	we	want	an	estimate	with	a	small	standard	error.)	If	we	have	a	sample	with	a	great	deal	of	dispersion,	meaning	that	it	has	a	lot	of	high	and	low	scores,	our	sample	mean	will	not	be	a	very	good	estimator	of	the	population	mean.	What	do	these	data	tell	you	about	the	effect	of	the	intervention?	The	study	included
three	groups	of	infants:	an	LBW	experimental	group,	an	LBW	control	group,	and	a	normal-birthweight	(NBW)	group.	What	would	you	assume	to	be	the	experimental	hypothesis	behind	this	study?	The	odds	ratio	tells	us	that	the	odds	of	being	admitted	if	you	are	a	male	are	1.03	times	the	odds	of	being	admitted	if	you	are	a	female,	which	means	that	the
odds	are	almost	identical.	We	might,	for	example,	group	the	data	into	blocks	of	5/100	of	a	second,	combining	the	frequencies	for	all	outcomes	between	35	and	39,	between	40	and	44,	and	so	on.	3	The	standard	deviation	of	any	sampling	distribution	is	normally	referred	to	as	the	standard	error	of	that	distribution.	The	following	actual	experiment
illustrates	some	of	these	steps.	Notice	the	use	of	stems	such	as	6*	(for	60–64)	and	6.	The	data	on	weight	gain	for	the	two	groups	is	shown	below.	Degrees	of	Freedom	Two	sample	variances	(s21	and	s22)	have	gone	into	calculating	t.	Interval	Scales	interval	scale	With	an	interval	scale,	we	have	a	measurement	scale	in	which	we	can	legitimately	speak	of
differences	between	scale	points.	In	this	example	we	will	examine	only	the	data	from	the	homosexual	video.	(You	can	illustrate	this	by	fitting	regression	lines	to	the	full	and	then	the	truncated	data	shown	in	Figure	9.10.)	However,	the	effect	hinges	on	the	assumption	that	the	data	points	that	we	have	not	collected	are	related	in	the	same	way	as	points
that	we	have	collected.	With	this	in	mind,	I	discuss,	in	detail,	plotting	data,	looking	for	outliers,	and	checking	assumptions.	The	t	distribution	is	tabled	in	Appendix	t	and	examples	of	the	actual	distribution	of	t	for	various	sample	sizes	are	shown	graphically	in	Figure	7.4.	As	you	can	see	from	Figure	7.4,	the	distribution	of	t	varies	as	a	function	of	the
degrees	of	freedom,	which	for	the	moment	we	will	define	as	one	less	than	the	number	of	observations	in	the	sample.	(1990)	study	of	test-taking	behavior	Section	9.11	A	Computer	Example	Showing	the	Role	of	Test-Taking	Skills	279	Correlations	SAT	Verbal	Score	Pearson	Correlation	Sig.	Writing	up	the	Results	If	you	were	writing	up	the	results	of	this
experiment,	you	might	write	something	like	the	following:	An	experiment	testing	the	hypothesis	that	stereotype	threat	will	disrupt	the	performance	even	of	a	group	that	is	not	usually	thought	of	as	having	a	negative	stereotype	with	respect	to	performance	on	math	tests	was	reported	by	Aronson	et	al.	The	“hat”	over	that	Y	indicates	that	it	is	the
estimated	or	predicted	Y.	Leaf	3	66999999	222222	5666688	00002222444	88888	222	667	000000444	567	Boxplot	Mean	5	104.125	S.D	5	12.584	N	5	56	Q-Q	Plot	of	Low-Birthweight	Data	110	100	90	–2	–1	0	1	Theoretical	Quantiles	2	©	Cengage	Learning	2013	Sample	Quantiles	120	188	Chapter	7	Hypothesis	Tests	Applied	to	Means	is	apparent	from
the	stem-and-leaf	display	is	the	prevalence	of	certain	scores.	8*	8t	8f	8s	8.	I	will	let	you	work	that	out	for	yourself,	but	sample	output	is	shown	in	Figure	8.6.	From	this	figure	it	is	clear	that	high	levels	of	power	require	large	effects	or	large	samples.	He	collected	weight	data	on	17	girls	before	therapy,	provided	family	therapy	to	the	girls	and	their
families,	and	then	collected	data	on	the	girls’	weight	at	the	end	of	therapy.	The	data	set	contains	information	on	the	gender	of	the	students	and	the	college	(within	the	university)	in	which	they	were	enrolled.	This	issue	comes	up	when	we	want	to	ask	if	a	child	is	importantly	different	from	a	population	of	normal	children	or	if	we	want	to	ask	if	some
outcome,	such	as	a	mean,	is	extreme.	7.42	An	experimenter	examining	decision	making	asked	10	children	to	solve	as	many	problems	as	they	could	in	10	minutes.	We	will	test	this	correlation	for	significance	in	a	moment.	7.35	Why	isn’t	the	difference	between	the	results	in	7.34	and	7.19	greater	than	it	is?	Thus	there	is	about	three-quarters	of	a
percentage	point	difference	between	the	two	conditions.	However,	this	is	not	the	case	with	the	relationship	between	Perceived	and	Sociometric	Popularity,	where	the	correlation	is	significantly	higher	for	girls.	Nominal	Scales	nominal	scales	In	a	sense,	nominal	scales	are	not	really	scales	at	all;	they	do	not	scale	items	along	any	dimension,	but	rather
label	them.	Examples	of	three	such	plots	appear	in	Figure	9.1.	These	are	real	data.	From	Table	2.8	we	can	see	several	important	things.	When	the	median	location	is	a	whole	number,	as	it	will	be	when	N	is	odd,	then	the	median	is	simply	the	value	that	occupies	that	location	in	an	ordered	arrangement	of	data.	Those	authors	showed	that	white	male
students	to	whom	performance	in	mathematics	was	important	performed	more	poorly	when	reminded	that	Asian	students	often	perform	better	on	math	tests.	In	this	case	the	use	of	gain	scores	as	a	percentage	of	pretest	weight	seems	to	be	more	nearly	normally	distributed	than	the	others.	The	covariance	is	basically	a	number	that	reflects	the	degree
to	which	two	variables	vary	together.	This	is	consistent	with	our	rejection	of	the	null	hypothesis	and	allows	us	to	state	that	homophobic	individuals	are,	in	fact,	more	sexually	aroused	by	homosexual	videos	than	are	nonhomophobic	individuals.	9	It	is	also	frequently	denoted	SSeror	because	it	is	a	sum	of	squared	errors	of	prediction.	A	Second	Worked
Example	Joshua	Aronson	has	done	extensive	work	on	what	he	refers	to	as	“stereotype	threat,”	which	refers	to	the	fact	that	“members	of	stereotyped	groups	often	feel	extra	pressure	in	situations	where	their	behavior	can	confirm	the	negative	reputation	that	their	group	lacks	a	valued	ability”	(Aronson,	Lustina,	Good,	Keough,	Steele,	&	Brown,	1998).
For	those	cases	we	need	a	more	exact	solution.	Essentially,	what	we	have	done	is	to	ask	how	well	a	standardized	test	predicts	a	person’s	suitability	for	college,	but	we	have	answered	that	question	by	referring	only	to	those	people	who	were	actually	admitted	to	college.	(See	also	Crawford,	Garthwaite,	and	Howell	(2009).)	We	take	the	mean	X	and
standard	deviation	(s)	of	the	small	normative	sample,	and	we	treat	the	individual’s	score	as	a	sample	of	n	5	1.	12	Section	2.8	Measures	of	Variability	45	(SAT).	Power	as	a	Function	of	n	and	s2	The	relationship	between	power	and	sample	size	(and	between	power	and	s2)	is	only	a	little	subtler.	This	is	important.)	To	put	our	computations	in	terms	of
statistics,	rather	than	parameters,	we	substitute	sample	means	and	standard	deviations	instead	of	population	values.	For	example,	when	we	tested	the	null	hypothesis	about	the	moon	illusion	that	m	5	1.00	we	rejected	that	hypothesis.	For	example,	there	are	five	scores	of	108,	but	no	other	scores	between	104	and	112.	(Hint,	F	5	t2	here,	and	the	F
value	that	SPSS	actually	calculated	was	0.391148,	to	6	decimal	places.)	7.46	Research	on	clinical	samples	(i.e.,	people	referred	for	diagnosis	or	treatment)	has	suggested	that	children	who	experience	the	death	of	a	parent	may	be	at	risk	for	developing	depression	or	anxiety	in	adulthood.	This	page	intentionally	left	blank	Chapter	8	Power	Objectives	To
introduce	the	concept	of	the	power	of	a	statistical	test	and	to	show	how	we	can	calculate	the	power	of	a	variety	of	statistical	procedures.	Specifically,	a	measure	of	error	can	now	be	defined	as	SY	#	X	5	standard	error	of	estimate	residual	variance	error	variance	^	2	a	1	Y	2	Y	2	5	SSresidual	Å	N22	Å	df	and	again	the	sum	of	squared	deviations	is	taken
about	the	prediction	(Y^	).	Failure	to	take	the	nonoccurrences	into	account	not	only	invalidates	the	test,	but	also	reduces	the	value	of	x2,	leaving	you	less	likely	to	reject	H0.	For	example,	interesting	data	on	the	moon	illusion	from	a	well-known	study	by	Kaufman	and	Rock	(1962)	are	used	in	several	forms	of	the	t	test	(pages	191–213),	and	much	of
Chapter	12	is	organized	around	an	important	study	of	morphine	addiction	by	Siegel	(1975).	Consider	the	distribution	shown	in	Figure	3.6,	with	a	mean	of	50	and	a	standard	deviation	of	10	(variance	of	100).	For	valuable	information	on	pricing,	previous	editions,	changes	to	current	editions,	and	alternate	formats,	please	visit
www.cengage.com/highered	to	search	by	ISBN#,	author,	title,	or	keyword	for	materials	in	your	areas	of	interest.	50	.0	48	0	.	If	you	want	a	good	estimate,	you	want	one	that	varies	little	from	one	sample	to	another.	If	you	do	this,	an	X	value	of	0	now	represents	the	mean	X	and	the	intercept	is	now	the	value	predicted	for	Y	when	X	is	at	its	mean.	If,	for
example,	we	had	a	t	test	on	two	independent	groups	with	t	(48)	5	1.90,	p	5	.063,	we	would	fail	to	reject	the	null	hypothesis.	The	preceding	formula	is	not	particularly	useful	except	for	the	purpose	of	showing	the	origin	of	the	appropriate	t	test,	because	we	rarely	know	the	necessary	population	variances.	And	suppose	that	your	child	had	a	score	of	75.
Fisher’s	Exact	Test	has	been	controversial	since	the	day	he	proposed	it.	(The	data	entries	are	in	thousands.)	From	.	One	way	to	obtain	the	standard	error	of	estimate	would	be	to	calculate	Y^	for	each	observation	and	then	to	find	sY	#	X	directly,	as	has	been	done	in	Table	9.4.	Finding	the	standard	error	using	this	technique	is	laborious	and
unnecessary.	Sig.	Then	X1	2	X	t5	s	Å	5	n11	n	31	2	45	9	Å	5	11	1	1	11	14	12	9	Å	11	5	14	5	1.49	9.4	If	we	will	consider	a	case	to	be	extreme	if	its	score	is	less	than	95%	of	the	normative	sample,	we	want	a	one-tailed	test	on	(n	2	1)	5	10	df.	To	complete	the	concepts	required	for	understanding	boxplots,	we	need	to	consider	three	more	terms:	the
interquartile	range,	inner	fences,	and	adjacent	values.	Obviously	the	mean	is	increasing	too,	though	we	are	more	concerned	here	with	dispersion.	Cohen	more	or	less	arbitrarily	defined	three	levels	of	d:	Effect	Size	Small	Medium	Large	d	.20	.50	.80	Percentage	of	Overlap	.92	.80	.69	Thus,	in	a	pinch,	the	experimenter	can	simply	decide	whether	she	is
after	a	small,	medium,	or	large	effect	and	set	d	accordingly.	or	1002119,	1202139)	rather	than	break	up	the	range	into	exactly	10	arbitrarily	defined	intervals.	This	combined	t	can	then	be	evaluated	against	special	tables.	It	is	a	symmetric,	unimodal	distribution,	frequently	referred	to	as	“bell	shaped,”	and	has	limits	of	6`.	Although	this	is	the	most
common	way	of	obtaining	related	samples,	it	is	not	the	only	way.	The	Relationship	Between	Stress	and	Health	Psychologists	have	long	been	interested	in	the	relationship	between	stress	and	health,	and	have	accumulated	evidence	to	show	that	there	are	real	negative	effects	of	stress	on	both	the	psychological	and	physical	health	of	people.	Moreover,	if
we	declare	that	the	total	area	of	the	pie	is	1.00	unit,	then	the	area	of	each	segment	is	equal	to	the	proportion	of	observations	falling	in	that	segment.	He	further	broke	the	data	down	by	job	level.	Probably	the	most	common	solution	is	to	go	with	Pearson’s	chi-square;	perhaps	because	“that	is	what	we	have	always	done.”	In	fact,	in	previous	editions	of
this	book	I	recommended	against	Fisher’s	Exact	Test,	primarily	because	of	its	conditional	nature.	A	Note	of	Caution	What	has	just	been	said	about	the	interpretation	of	b	and	r	must	be	tempered	with	a	bit	of	caution.	One	set	is	made	up	of	females,	and	the	other	of	males.	But	they	are	important.)	These	two	statistics	are	commonly	referred	to	as	risk
estimates	because	they	describe	the	risk	that	someone	with,	or	without,	aspirin	will	suffer	a	heart	attack.	Thus,	Set	4	has	a	mean	attractiveness	rating	of	2.64	and	a	variance	of	0.4293	squared	unit.	They	also	asked	students	to	complete	the	Hopkins	Symptom	Checklist,	assessing	the	presence	or	absence	of	57	psychological	symptoms.	In	Figure	2.10(e)
and	(f)	I	have	superimposed	a	normal	distribution	on	top	of	the	plot	of	the	data	to	make	comparisons	clear.	However,	I	agree	with	those	critics	in	the	case	of	more	complex	formulae,	and	in	those	cases	I	have	restructured	recent	editions	of	the	text	around	definitional	formulae.	The	data	tend	to	cluster	around	about	60/100,	with	most	of	the	scores
between	40/100	and	90/100.	Then	male	students	in	another	lab	could	take	the	test	under	the	other	condition.	Fisher’s	Exact	Test	conditional	test	Fisher	introduced	what	is	called	Fisher’s	Exact	Test	in	1934	at	a	meeting	of	the	Royal	Statistical	Society.	The	fact	that	a	value	of	r	or	b	calculated	from	a	sample	is	not	zero	is	not	in	itself	evidence	that	the
corresponding	parameters	in	the	population	are	also	nonzero.	We	are	much	more	interested	in	studying	the	relationship	between	those	predictor	variables	and	how	they	work	together	to	explain	achievement.	5.	(Asterisks	are	included	to	emphasize	that	we	should	not	just	ignore	missing	data.)	Because	the	data	vary	from	1	to	10,	with	two	exceptions,
all	the	leaves	are	zero.	For	a	more	specific	interpretation,	we	can	speak	in	terms	of	r2,	which	will	be	discussed	shortly.	In	Figure	9.5,	we	see	the	amount	by	which	sY	#	X	is	reduced	as	r	increases	from	.00	to	1.00.	This	approach	allows	for	much	better	treatment	of	missing	data	and	relaxes	unreasonable	assumptions	about	compound	symmetry.	We	will
see	several	examples	of	this,	but	I’ll	sneak	a	quick	one	in	here.	One	way	would	be	to	use	the	average	of	the	pre-	and	post-score	standard	deviations,	rather	than	just	the	standard	deviation	of	the	pre-scores.	Deviation	13.356	9.408	12.282	13.011	51	Variance	178.381	88.153	150.849	169.277	120	Adapted	from	output	by	SPSS,	Inc.	Using	likelihood
ratios,	it	is	possible	to	devise	tests,	frequently	referred	to	as	“maximum	likelihood	x2,”	for	analyzing	both	one-dimensional	arrays	and	contingency	tables.	We	will	identify	children	scoring	more	than	1.64	standard	deviations	above	the	mean	as	extreme.	But	these	examples	are	somewhat	unusual.	The	weights	of	the	girls	can	be	found	in	Table	7.3.	The
row	of	difference	scores	was	obtained	by	subtracting	the	Before	score	from	the	After	score,	so	that	a	negative	difference	represents	weight	loss,	and	a	positive	difference	represents	a	gain.	What	do	these	data	tell	you	about	differences	among	groups	of	respondents?	6	The	definition	of	the	median	is	another	one	of	those	things	about	which	statisticians
love	to	argue.	6.11	In	2000	the	State	of	Vermont	legislature	approved	a	bill	authorizing	civil	unions	between	gay	or	lesbian	partners.	The	following	hypothetical	data	represent	reasonable	results	for	the	behavior	of	“extreme	verbal	abuse.”	Rater	A	Rater	B	Presence	Absence	Presence	Absence	Total	12	1	13	2	25	27	14	26	40	©	Cengage	Learning	2013
a.	For	the	99%	limits	we	would	take	t.01/2	5	t.005	5	3.250.	What	does	this	say	about	the	measurement	scale	when	speed	is	used	as	an	index	of	learning?	However,	when	we	restrict	the	sample	to	those	students	having	test	scores	of	at	least	400,	the	correlation	drops	to	only	.43.	That	is	important.	Doing	so	we	obtain	s2p	5	5	17	1	n1	2	1	2	s21	1	1	n2	2	1
2	s22	n1	1	n2	2	2	34	1	148.87	2	1	28	1	139.16	2	5	144.48	35	1	29	2	2	I	actually	added	12	points	to	each	mean,	largely	to	avoid	many	negative	scores,	but	it	doesn’t	change	the	results	or	the	calculations	in	the	slightest.	By	using	any	computer	software	it	is	simple	to	calculate	those	absolute	and	squared	differences	and	then	to	run	a	t	test	on	them.	If
our	hypothetical	experimenter	says	instead	that	she	wants	to	raise	scores	by	four-tenths	of	a	standard	deviation,	she	would	be	giving	us	d	directly.	1.9	Give	an	example	of	a	study	in	which	we	are	interested	in	estimating	the	average	score	of	a	population.	On	the	other	hand,	a	retrospective	study,	frequently	called	a	case-control	design,	would	select
people	who	had,	or	had	not,	experienced	a	heart	attack	and	then	look	backward	in	time	to	see	whether	they	had	been	in	the	habit	of	taking	aspirin	in	the	past.	Chapter	6	Categorical	Data	and	Chi-Square	column	(labeled	Sentence)	contains	“Yes”	or	“No”,	depending	on	whether	or	not	a	death	sentence	was	assigned.	A	number	of	solutions	have	been
put	forth	for	testing	for	heterogeneity	of	variance.	95%	of	the	counts	would	be	between	———	and	———.	Distinctions	of	that	sort	must	be	left	to	interval	scales.	This	may	not	appear	to	be	very	large,	but	keep	in	mind	that	we	are	talking	about	heart	attacks,	which	are	serious	events.	We	will	call	this	transformed	distribution	z	and	define	it,	on	the	basis
of	what	we	have	done,	as	z5	X2m	.	Errora	.097	.097	.096	152	Chapter	6	Categorical	Data	and	Chi-Square	We	have	seen	that	difficulties	arise	when	we	have	small	expected	frequencies,	but	the	question	of	how	small	is	small	remains.	However,	boxplots	are	normally	used	as	informal	heuristic	devices,	and	subtle	differences	in	definition	are	rarely,	if
ever,	a	problem.	Each	of	these	helps	us	to	better	Preface	•	•	•	•	•	•	•	xvii	understand	our	data	and	to	evaluate	the	reasonableness	of	the	assumptions	we	make.	In	the	case	of	two	samples,	we	must	distinguish	between	experiments	involving	equal	ns	and	those	involving	unequal	ns.	7.3	Testing	a	Sample	Mean	When	s	Is	Unknown—The	One-Sample	t
Test	The	preceding	example	was	chosen	deliberately	from	among	a	fairly	limited	number	of	situations	in	which	the	population	standard	deviation	(s)	is	known.	Psychologists	use	regression	for	the	same	purposes,	although	our	variables	contain	enough	random	error	that	it	is	difficult	to	make	such	precise	statements.	The	degree	to	which	the	points
cluster	around	the	regression	line	(in	other	words,	the	degree	to	which	the	actual	values	of	Y	agree	with	the	predicted	values)	is	related	to	the	correlation	(r)	between	X	and	Y.	Whether	I	calculate	the	probability	of	t	$	62.4529	or	calculate	the	proportion	of	sample	means	that	were	more	extreme	than	104.125,	the	probability	is	.0146,	meaning	that	we
can	reject	the	null	hypothesis.	This	is	what	we	are	referring	to	when	we	speak	of	an	assumption	of	independence.	The	regression	equation	for	males	is	Y^	male	5	4.36	×	Heightmale	–	149.93	and	for	females	150	100	60	65	70	Height	75	©	Cengage	Learning	2013	Male	Female	200	Weight	heterogeneous	subsamples	Figure	9.11	Relationship	between
height	and	weight	for	males	and	females	combined.	Because	the	interquartile	range	is	2	for	our	data,	the	inner	fence	is	2	3	1.5	5	3	points	farther	out	than	the	quartiles.	Is	the	standard	deviation	for	children	substantially	greater	than	for	adults?	(When	we	are	referring	to	the	population	variance,	rather	than	the	sample	variance,	we	use	s2	[lowercase
sigma	squared]	as	the	symbol.)	In	the	case	of	the	variance	we	take	advantage	of	the	fact	that	the	square	of	a	negative	number	is	positive.	Thus,	we	can	think	of	the	parameter	as	a	stake	and	the	experimenter,	in	computing	confidence	limits,	as	tossing	rings	at	it.	Later	in	this	book	you	will	see	how	to	use	other	nonlinear	transformations	(e.g.,	square
root	or	logarithmic	transformations)	to	make	the	shape	of	the	distribution	more	symmetrical.	5.269	.000	3.202	.004	Adapted	from	output	by	SPSS,	Inc.	For	the	data	on	Stress	and	lnSymptoms	we	would	expect	that	high	stress	scores	will	be	paired	with	high	symptom	scores.	Why	do	you	suppose	this	is	so?	After	adjustment	the	rate	can	be	negative.
Specifically,	r	5	.53	should	not	be	interpreted	to	mean	that	there	is	53%	of	a	relationship	(whatever	that	might	mean)	between	stress	and	symptoms.	7.30	Many	mothers	experience	a	sense	of	depression	shortly	after	the	birth	of	a	child.	quantiles	fractiles	2.12	The	Effect	of	Linear	Transformations	on	Data	linear	transformations	Frequently,	we	want	to
transform	data	in	some	way.	This	modification	is	designed	to	improve	the	estimate	of	the	population	variance,	though	there	is	some	controversy	whether	it	should	be	used.	Again	with	a	one-tailed	test	the	probability	of	making	this	error	is	.05.	(Interestingly,	statisticians	seem	to	have	a	fondness	for	trimmed	samples,	whereas	psychologists	and	other
behavioral	science	practitioners	seem	not	to	have	heard	of	trimming.)	Wilcox	provides	results	showing	dramatic	increases	in	power	when	compared	to	more	standard	approaches.	In	fact,	it	is	greater	than	1.00,	which	is	what	we	would	expect	on	the	basis	of	our	experience.	The	distances	are	shown	in	the	following	table,	which	includes	Pluto	even
though	it	was	recently	demoted.	We	know	that	sY	#	X	5	0.173	s2X	5	156.05	X	5	21.290	Y^	5	0.0086	1	10	2	1	4.31	5	4.386	t.025	5	1.984	N	5	107	Then	1	Xi	2	X	2	2	1	srY	#	X	5	sY	#	X	1	1	1	1	N	2	1	2	s2X	Å	N	1	10	2	21.290	2	2	1	1	srY	#	X	5	0.173	1	1	1	106	2	156.05	107	Å	5	0.173"1.017	5	0.174	Correlation	and	Regression	Then	CI	1	Y	2	5	5	5	4.041	#	Y^
6	1	ta/2	2	1	srY	#	X	2	4.386	6	1.984	1	0.174	2	4.386	6	.345	Y	#	4.731	The	prediction	interval	is	4.041	to	4.731,	and	the	probability	is	.95	that	an	interval	computed	in	this	way	will	include	the	level	of	symptoms	reported	by	that	individual.	258	Chapter	9	Correlation	and	Regression	Table	9.2	Description	of	data	on	the	relationship	between	stress	and
mental	health	lnSymptoms	Loge	Symptoms	Sample	Quantiles	The	decimal	point	is	1	digit(s)	to	the	left	of	the	|	40	6	41	11334	41	67799	5.0	42	2	42	5556899	4.8	43	0000244	43	66677888999	4.6	44	111222334	44	555577888899	4.4	45	0111223344	45	55667	4.2	46	00001112222224	46	567799	47	112	47	67	48	0034	48	8	49	11	49	89	–2	–1	0	1	2
Theoretical	Quantiles	The	decimal	point	is	1	digit(s)	to	the	right	of	the	|	0	1123334	60	0	5567788899999	1	011222233333444	50	1	555555566667778889	40	2	0000011222223333444	2	56777899	30	3	0013334444	3	66778889	20	4	334	10	4	5555	5	0	5	58	9.4	–2	–1	0	1	2	©	Cengage	Learning	2013	Stress	The	Covariance	covariance	(covXY	or	sXY)	The
correlation	coefficient	we	seek	to	compute	on	the	data4	in	Table	9.3	is	itself	based	on	a	statistic	called	the	covariance	(covXY	or	sXY).	Today	it	took	me	1.5	seconds	on	my	laptop.	The	difference	(though	very	slight	here)	comes	in	what	we	use	as	the	denominator.	You	can	open	it	and	enter	examples	as	you	come	to	them,	or	you	can	see	what	happens
when	you	modify	my	examples.	The	more	positive	approach	would	be	to	speak	in	terms	of	power,	which	is	defined	as	the	probability	of	correctly	rejecting	a	false	H0	when	a	particular	alternative	hypothesis	is	true.	8.7	A	physiological	psychology	laboratory	has	been	studying	avoidance	behavior	in	rabbits	for	several	years	and	has	published	numerous
papers	on	the	topic.	I	think	that	it	is	far	more	useful	to	write	about	the	treatment	of	missing	data	than	to	list	all	of	the	alternatives	for	making	comparisons	among	means.	An	alternative	measure	would	be	to	report	the	gain	in	standard	deviation	units.	Because	Sternberg	was	interested	in	how	people	process	information,	he	was	interested	in	how
reaction	times	varied	as	a	function	of	the	number	of	digits	in	the	comparison	set	and	as	a	function	of	whether	the	test	digit	was	a	positive	or	negative	instance	for	that	set.	(The	units	of	measurement	are	arbitrary.	This	sampling	distribution	gives	us	some	insight	into	the	problems	we	are	going	to	encounter.	Tradition,	however,	would	have	you	square
it.	This	page	intentionally	left	blank	Eighth	Edition	Statistical	Methods	for	Psychology	D	AV	I	D	C	.	Trimmed	means	Trimmed	means	2.8	Trimmed	means	are	means	calculated	on	data	for	which	we	have	discarded	a	certain	percentage	of	the	data	at	each	end	of	the	distribution.	Chapter	9	Descriptive	Statistics	Mean	SAT	Verbal	Score	Test	Score	Exhibit
9.1	Std.	To	indicate	that	our	solution	was	designed	to	minimize	errors	in	predicting	Y	from	X	(rather	than	the	other	way	around),	the	constants	are	sometimes	denoted	aY.X	and	bY.X.	When	no	confusion	would	arise,	the	subscripts	are	usually	omitted.	Notice	that	both	“dependent”	and	“data”	start	with	a	“d.”	2	Actually,	a	continuous	variable	is	one	in
which	any	value	between	the	extremes	of	the	scale	(e.g.,	32.485687.	We	would	also	know	that	a	cutoff	of	–2.054	cuts	off	the	lowest	2%.	In	our	data	we	have	two	estimates	of	the	common	value	of	s2,	namely	s21	and	s22.	As	I	pointed	out	earlier,	my	use	of	the	example	on	therapeutic	touch	was	challenged	by	readers	who	argued	that	the	observations
were	not	independent	because	they	came	from	the	same	respondent.	Tukey	originally	defined	boxplots	in	terms	of	special	measures	that	he	devised.	With	sample	sizes	set	at	n1	5	n2	5	15,	they	found	an	average	difference	between	means	of	13.21	when	looking	only	at	results	that	were	statistically	significant	at	a	5	.05.	Cohen	placed	the	initial	blame	on
the	emphasis	Fisher	gave	to	the	idea	that	the	null	hypothesis	was	either	true	or	false,	with	little	attention	to	H1.	The	data	follow:	Mean	SD	CV	Read	Passage	69.6	10.6	15.2	Did	Not	Read	Passage	46.6	6.8	14.6	The	ratio	of	the	two	standard	deviations	is	10.6/6.8	5	1.56,	meaning	that	the	Read	group	had	a	standard	deviation	that	was	more	than	50%
larger	than	that	of	the	Did	Not	Read	group.	Once	you	realize	that	the	two	procedures	are	calculating	something	slightly	different,	the	difference	in	the	result	is	explained.12	Hypothesis	Tests	Applied	to	Means—Two	Matched	Samples	In	Section	7.3	we	considered	the	situation	in	which	we	had	one	sample	mean	(X)	and	wished	to	test	to	see	whether	it
was	reasonable	to	believe	that	such	a	sample	mean	would	have	occurred	if	we	had	been	sampling	from	a	population	with	some	specified	mean	(often	denoted	m0).	How	would	we	test	whether	this	group	shows	an	increased	tendency	to	give	socially	acceptable	answers?	calculate	A	gYB	2	and	gY2.	Except	for	a	few	extreme	values,	there	is	nothing	about
that	variable	that	should	disturb	us.	In	addition	they	found	that	the	sample	standard	deviations	were	noticeably	underestimated,	which	would	result	in	a	bias	toward	narrower	confidence	limits.	Because	this	is	very	similar	to	what	we	have	already	done,	I	will	not	repeat	that	here.	In	fact,	if	you	allow	the	sample	size	to	grow	large	enough,	almost	any
two	variables	would	likely	show	a	statistically	significant	lack	of	independence.	From	this	it	follows	that	z5	rr	2	rr	1	ÅN	2	3	286	Chapter	9	Correlation	and	Regression	is	a	standard	normal	deviate.	As	an	example	of	a	form	of	measurement	that	has	a	scale	that	depends	on	its	use,	consider	the	temperature	of	a	house.	In	the	last	chapter	we	considered	a
study	by	Aronson	et	al.	In	this	book	we	will	rely	primarily	on	the	Welch–Satterthwaite	approximation.	0.0082	0.0080	0.0078	0.0075	0.0073	0.0071	0.0069	0.0068	0.0066	0.0064	0.0062	below	z	5	–1	will	be	the	same	as	the	area	above	z	5	11.	We	know	that	d5	105	2	100	5	0.33	15	then	d	5	d!n	5	0.33!25	5	0.33	1	5	2	5	1.65	Although	the	clinician	expects
the	sample	means	to	be	above	average,	she	plans	to	use	a	two-tailed	test	at	a	5	.05	to	protect	against	unexpected	events.	For	this	reason	we	will	take	as	our	distance	measure,	or	effect	size	(d)	d5	m1	2	m0	s	ignoring	the	sign	of	d,	and	incorporating	n	later.	0.1660	0.1635	0.1611	0.1587	0.1562	0.1539	0.1515	0.1492	0.1469	...	Given	any	specified	value
of	X,	the	corresponding	height	of	the	regression	line	represents	our	best	prediction	of	Y	(designated	Y^	,	and	read	“Y	hat”).	For	our	data	the	relevant	statistics	can	be	obtained	from	Exhibit	9.1.	The	95%	confidence	limits	are	CI	1	b*	2	5	4.865	6	2.056	c	53.127	6.73"27	d	5	4.865	6	3.123	5	1.742	#	b*	#	7.988	The	chances	are	95	out	of	100	that	such
limits	will	encompass	the	true	value	of	b*.	An	excellent,	entertaining,	and	highly	recommended	paper	on	this	point	is	one	by	Lord	(1953),	entitled	“On	the	Statistical	Treatment	of	Football	Numbers,”	in	which	he	argues	that	these	numbers	can	be	treated	in	any	way	you	like	because,	“The	numbers	do	not	remember	where	they	came	from”	(p.	However,
common	sense	has	led	you	astray	here.	B.	All	is	not	lost,	however;	it	is	possible	to	calculate	sX1	2X2	on	the	basis	of	a	few	assumptions.	Difference	Scores	difference	scores	gain	scores	Although	it	would	seem	obvious	to	view	the	data	as	representing	two	samples	of	scores,	one	set	obtained	before	the	therapy	program	and	one	after,	it	is	also	possible,
and	very	profitable,	to	transform	the	data	into	one	set	of	scores—the	set	of	differences	between	X1	and	X2	for	each	subject.	So	we	want	the	observations	to	be	independent	and	we	are	testing	the	independence	of	variables.	These	concepts	can	be	made	clearer	with	a	second	example.	2.55	Do	an	Internet	search	using	Google	to	find	how	to	create	a
kernel	density	plot	using	SAS	or	S-Plus.	However,	the	general	solution	to	the	problem	illustrates	an	important	principle	of	experimental	design	and	thus	justifies	close	examination.	Such	a	curve	is	called	leptokurtic,	and	an	example	is	Figure	2.10(f).	If	we	are	to	use	sY	#	X	in	any	meaningful	way,	however,	we	will	have	to	introduce	certain	parametric
assumptions.	The	study	involved	a	10-week	intervention	program	and	a	three-year	follow-up,	and	used	an	experimental	(intervention)	and	control	group.	We	have	earlier	defined	z	as	a	statistic	(a	point	on	the	distribution)	minus	the	mean	of	the	distribution,	divided	by	the	standard	error	of	the	distribution.	This	is	an	old	idea	that	is	coming	back	into
fashion,	and	perhaps	its	strongest	advocate	is	Rand	Wilcox	(Wilcox,	2003,	2005).	In	my	opinion	this	approach	allows	students	to	gain	a	better	understanding	than	would	a	more	technical	approach	of	the	way	a	particular	test	works	and	of	the	interrelationships	among	tests.	If	we	do	not	collapse	across	categories,	we	obtain	the	following	data:	Remedial
Nonrem.	(But	see	Howell	&	Gordon,	1976	and	an	R	program	on	the	book’s	Web	site.)	6.4	An	Additional	Example—A	4	3	2	Design	Sexual	abuse	is	a	serious	problem	in	our	society	and	it	is	important	to	understand	the	factors	behind	it.	With	sample	sizes	of	around	30,	the	best	we	can	reasonably	expect	to	see	is	whether	the	data	tend	to	pile	up	in	the
tails	of	the	distribution	or	are	markedly	skewed	in	one	direction	or	another.	Would	you	agree	with	the	reviewer,	or	with	the	researcher?	Because	t0.025	1	198	2	5	1.97,	we	would	fail	to	reject	H0	and	would	therefore	conclude	that	we	have	no	reason	to	doubt	that	life	expectancy	decreases	as	a	function	of	smoking	at	the	same	rate	for	males	as	for
females.	The	term	r	(rho)	in	this	equation	is	the	correlation	between	the	two	variables	(to	be	discussed	in	Chapter	9)	and	is	equal	to	zero	when	the	variables	are	independent.	In	the	process	of	collecting	evidence	in	support	of	her	campaign	for	a	higher	allowance,	she	polled	her	classmates	on	what	they	received	for	an	allowance.	Why	didn’t	we	use
that?	Mathematically	the	normal	distribution	is	defined	as	f1X2	5	1	s"2p	1	e	2	21X2m2	/2s	2	2	where	π	and	e	are	constants	(π	5	3.1416	and	e	5	2.7183),	and	μ	and	s	are	the	mean	and	the	standard	deviation,	respectively,	of	the	distribution.	(Reviewers,	for	example,	generally	hate	to	see	a	set	at	any	value	greater	than	.05.)	Estimating	Required	Sample
Size	Alternatively,	the	investigator	could	increase	her	sample	size,	thereby	increasing	power.	The	lines	superimposed	on	Figures	9.1a–9.1c	represent	those	straight	lines	that	“best	fit	the	data.”	How	we	determine	that	line	will	be	the	subject	of	much	of	this	chapter.	0.4222	0.4236	0.4251	0.4265	0.4279	0.4292	0.4306	0.4319	0.4332	...	6.29	Many
school	children	receive	instruction	on	child	abuse	around	the	“good	touch-bad	touch”	model,	with	the	hope	that	such	a	program	will	reduce	sexual	abuse.	An	example	to	illustrate	variability	was	recommended	by	Weaver	(1999)	and	is	based	on	something	with	which	I’m	sure	you	are	all	familiar—the	standard	growth	chart	for	infants.	Acknowledgments
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Wuensch,	East	Carolina	University,	who	has	provided	valuable	guidance	over	many	editions.	Again,	you	want	to	do	something	that	makes	sense	and	conveys	information	in	a	meaningful	way.	Suppose	we	found	that	the	LBW	infants	in	the	experimental	group	had	a	mean	score	of	117.2,	whereas	those	in	the	control	group	had	a	mean	score	of	106.7.	Is
the	observed	mean	difference	sufficient	evidence	for	us	to	conclude	that	2-year-old	LBW	children	in	the	experimental	group	score	higher,	on	average,	than	do	2-year-old	LBW	control	children?	There	is	a	third	measure	of	effect	size	that	we	must	consider,	and	that	is	the	odds	ratio.	All	I	want	you	to	come	away	with	is	the	underlying	concepts.	We	now
draw	pairs	of	samples	of	size	n1	from	population	X1	and	of	size	n2	from	population	X2,	and	record	the	means	and	the	difference	between	the	means	for	each	pair	of	samples.	The	part	of	the	sum	of	squares	of	Y	that	is	related	to	X	3	i.e.	SSY	1	r2	2	4	2.	Run	a	chi-square	test	on	these	two	variables.	If	80%	of	your	customers	want	the	giant	economy
family-size	detergent	and	20%	want	the	teeny-weeny,	single-person	size,	it	wouldn’t	seem	particularly	wise	to	aim	for	some	other	measure	of	location	and	stock	only	the	regular	size.	An	alternative	would	be	to	recruit	some	more	students.	Similarly,	there	are	six	scores	of	120,	but	no	other	scores	between	117	and	124.	It	is	impossible	to	even	create	an
example	of	a	study	that	just	barely	failed	to	reject	the	null	hypothesis	at	a	5	.05	but	that	has	power	of	.80.	We	can	say	that	people	who	score	higher	on	the	income	variable	also	score	higher	on	the	achievement	variable	without	in	any	way	implying	causation	or	suggesting	what	would	happen	to	a	given	individual	if	her	family	income	were	to	increase.
Winer’s	Statistical	Principles	in	Experimental	Design,	1962,	1971,	dominated	a	large	part	of	the	statistical	field	and	influenced	how	experiments	were	designed,	run,	and	analyzed.	(Transformations	that	use	exponents,	logarithms,	trigonometric	functions,	etc.,	are	classed	as	nonlinear	transformations.)	An	example	of	a	linear	transformation	is	the
formula	for	converting	degrees	Celsius	to	degrees	Fahrenheit:	F	5	9/5(C)	1	32	As	long	as	we	content	ourselves	with	linear	transformations,	a	set	of	simple	rules	defines	the	mean	and	variance	of	the	observations	on	the	new	scale	in	terms	of	their	means	and	variances	on	the	old	one:	1.	Campbell	(2007)	did	an	extensive	study	of	alternative	treatments
of	2	3	2	tables	with	small	expected	frequencies.	We	don’t	know	what	the	mouse’s	running	speed	will	be	until	we	carry	out	a	trial	and	measure	the	speed.	He	believes	that	the	correlation	coefficient	in	the	population	(r)	is	approximately	.30.	In	situations	such	as	this,	it	makes	more	sense	©	Cengage	Learning	2013	18	Section	2.2	Histograms	19	15	9	6	3
0	35	Figure	2.1	histogram	real	lower	limit	real	upper	limit	115	Plot	of	reaction	times	against	frequency	to	group	adjacent	values	together	into	a	histogram.1	Our	goal	in	doing	so	is	to	obscure	some	of	the	random	“noise”	that	is	not	likely	to	be	meaningful,	but	still	preserve	important	trends	in	the	data.	For	example,	if	I	were	to	conduct	a	study	on	the
effectiveness	of	this	book	as	a	teaching	instrument,	I	might	consider	one	class’s	scores	on	an	examination	as	a	sample,	albeit	a	nonrandom	one,	of	the	population	of	scores	of	all	students	using,	or	potentially	using,	this	book.	The	goal	of	understanding	relationships	rather	than	predicting	outcomes	is	a	basic	goal	of	regression.	By	quantitative	data
(sometimes	called	measurement	data),	we	mean	the	results	of	any	sort	of	measurement—for	example,	grades	on	a	test,	people’s	weights,	scores	on	a	scale	of	self-esteem,	and	so	on.	(Always	remember	that	Google	is	your	friend	when	you	don’t	fully	understand	what	I	have	presented.)	Discussion	Questions	1.22	The	Chicago	Tribune	of	July	21,	1995,
reported	on	a	study	by	a	fourth-grade	student	named	Beth	Peres.	Rearranging,	we	get	(3,	5,	7,	11,	14,	15),	and	no	score	has	50%	of	the	values	below	it.	By	that	I	mean	that	the	parameter	estimates	we	make	to	carry	out	a	power	analysis	are	often	sufficiently	in	error	that	the	answer	that	comes	from	a	piece	of	software	may	give	an	illusion	of	accuracy
rather	than	greater	precision.	(For	example,	a	ratio	of	1.50	would	mean	that	the	horizon	moon	appeared	to	have	a	diameter	1.50	times	the	diameter	of	the	zenith	moon.)	Evidence	in	support	of	an	illusion	would	require	that	we	reject	H0	:	m	5	1.00	in	favor	of	H0	:	m	2	1.00.	Are	these	three	t	tests	independent	of	one	another?	The	Standard	Normal
Distribution	0.40	0.30	0.20	0.10	X:	X	–	μ:	z:	Figure	3.6	20	–30	–3	30	–20	–2	40	–10	–1	50	0	0	60	10	1	70	20	2	80	30	3	©	Cengage	Learning	2013	standard	normal	distribution	A	problem	arises	when	we	try	to	table	the	normal	distribution,	because	the	distribution	depends	on	the	values	of	the	mean	and	the	standard	deviation	(μ	and	s)	of	the	distribution.
Variance	3.3	11.3	0.0	–1.0	–10.6	–4.6	–6.7	2.8	0.3	1.8	3.7	15.9	–10.2	–0.45	7.99	63.82	CognitiveTherapy	1.7	–9.1	0.7	2.1	–0.1	–1.4	–0.7	1.4	–3.5	–0.3	14.9	–3.7	3.5	–0.8	17.1	2.4	–7.6	12.6	1.6	1.9	11.7	3.9	6.1	0.1	1.1	15.4	–4.0	–0.7	20.9	3.01	7.31	53.41	©	Cengage	Learning	2013	7.31	In	Exercise	7.25,	data	from	Everitt	showed	that	girls	receiving	cognitive
behavior	therapy	gained	weight	over	the	course	of	the	therapy.	In	fact,	a	little	doodling	on	a	sheet	of	paper	will	show	that	you	could	create	artificial,	and	improbable,	data	where	within	each	gender’s	weight	is	negatively	related	to	height,	while	the	relationship	is	positive	when	you	collapse	across	gender.	To	rule	out	this	remaining	5%,	we	want	to	find
that	value	of	z	that	cuts	off	2.5%	at	each	end,	or	“tail,”	of	the	distribution.	As	I	did	in	Chapter	6,	I	am	going	to	distinguish	between	measures	based	on	differences	between	groups	(the	d-family)	and	measures	based	on	correlations	between	variables	(the	r-family).	This	provides	a	starting	point	for	those	interested	in	using	R	and	allows	for	interesting
demonstrations	of	points	made	in	the	text.	Such	models	are	being	used	more	and	more,	and	you	should	be	exposed	to	such	methods,	at	least	minimally.	How	many	subjects	do	they	need	to	have	at	least	an	80	:	20	chance	of	success?	SX	5	SX2	5	X5	sX	5	259	SY	5	SY2	5	Y5	sY	5	2278	65,038	21.290	12.492	479.668	2154.635	4.483	0.202	SXY	5	10353.66
N	5	107	©	Cengage	Learning	2013	Table	9.3	The	Covariance	From	this	equation	it	is	apparent	that	the	covariance	is	similar	in	form	to	the	variance.	These	measures	differ	in	how	much	use	they	make	of	the	data,	particularly	of	extreme	values,	but	they	are	all	trying	to	tell	us	something	about	where	the	center	of	the	distribution	lies.	However,	not	all
distributions	are	peaked	in	the	center	and	fall	off	evenly	to	the	sides	(see	the	stem-and-leaf	display	in	Figure	2.6),	and	it	is	important	to	understand	the	terms	used	to	describe	different	distributions.	(In	these	measurements,	they	used	not	the	actual	moon	but	an	artificial	one	created	with	special	apparatus.)	One	of	the	first	questions	we	might	ask	is
whether	this	apparatus	really	produces	a	moon	illusion—that	is,	whether	a	larger	setting	is	required	to	match	a	horizon	moon	or	a	zenith	moon.	How	many	subjects	do	they	need	to	have	at	least	a	50	:	50	chance	of	success?	1.42	1.43	1.44	1.45	1.46	1.47	1.48	1.49	1.50	...	Jankowski,	Leitenberg,	Henning,	and	Coffey	(2002)	examined	the	relationship
between	childhood	sexual	abuse	and	later	sexual	abuse	as	an	adult.	The	conclusions	that	you	would	draw	from	these	data,	however,	are	exactly	the	same	as	the	conclusions	you	would	draw	from	theirs.	The	number	of	pellets	is	determined	by	the	experimenter	(for	example,	0,	1,	2,	or	3	pellets)	and	would	remain	constant	across	replications.	Chapter	3
The	Normal	Distribution	Setting	Probable	Limits	on	an	Observation	For	a	final	example,	consider	the	situation	where	we	want	to	identify	limits	within	which	we	have	some	specified	degree	of	confidence	that	a	child	sampled	at	random	will	fall.	There	are	a	number	of	ways	of	fitting	lines	to	data	and	many	of	them	fall	under	the	heading	of	scatterplot
smoothers.	This	is	shown	below.6	x2	5	1	4	2	8.0	2	2	1	12	2	8.0	2	2	S1O	2	E22	5	1	5	4.00	E	8.0	8.0	This	is	a	chi-square	on	1	df	and	is	significant	because	it	exceeds	the	critical	value	of	3.84.	2.51	Compute	the	10%	trimmed	mean	for	the	data	in	Table	2.6—Set	32.	The	first	edition	of	this	book	was	written	in	1973–1974	while	I	was	on	sabbatical	at	the
University	of	Durham,	England.	The	t.05	cutoff	in	this	case	is	+2.776.)5	The	solution	to	our	problem	was	supplied	in	1908	by	William	Gosset,6	who	worked	for	the	Guinness	Brewing	Company,	published	under	the	pseudonym	of	Student,	and	wrote	several	extremely	important	papers	in	the	early	1900s.	We	then	set	up	a	contingency	table	showing	the
agreements	and	disagreements	between	the	two	judges.	The	command	Graphs/Interactive/Boxplot	produced	the	boxplot	shown	below.	This	book	cannot	undertake	the	former,	deriving	the	necessary	models,	but	it	can,	and	does,	address	the	latter	by	building	a	foundation	under	both	fixed	and	random	designs	and	nesting.	What	is	the	alternative
hypothesis?	For	example,	measures	of	effect	size	are	far	more	important	than	they	were	then,	meta-analysis	has	grown	from	virtually	nothing	to	an	important	way	to	summarize	a	field,	and	the	treatment	of	missing	data	has	changed	significantly	thanks	to	introduction	of	linear	mixed	models	and	methods	of	data	imputation.	Hotelling	(1931)	proposed
the	traditional	solution,	but	a	better	test	was	devised	by	Williams	(1959)	and	endorsed	by	Steiger	(1980).	7.34	Run	the	appropriate	t	test	on	the	data	in	7.19	assuming	that	the	observations	are	independent.	A	similar	situation	arises	when	we	want	to	compare	drugs	and	are	not	interested	in	the	new	one	unless	it	is	better	than	the	old	one	by	some
predetermined	amount.)	Here	we	are	given	the	value	of	m1	2	m0	directly,	without	needing	to	know	the	particular	values	of	m1	and	m0.	In	this	book,	however,	the	simpler,	but	less	precise,	g	X	is	used	where	possible,	with	g	Xij	used	only	when	absolutely	necessary,	and	g	g	Xij	never	appearing.	t5	X2m	s	!n	6	2.262	5	1.463	2	m	1.463	2	m	5	0.341	0.108
"10	Rearranging	to	solve	for	m,	we	have	m	5	6	2.262	1	0.108	2	1	1.463	5	6	0.244	1	1.463	Using	the	+0.244	and	–0.244	separately	to	obtain	the	upper	and	lower	limits	for	m,	we	have	mupper	5	10.244	1	1.463	5	1.707	mlower	5	20.244	1	1.463	5	1.219	and	thus	we	can	write	the	95%	confidence	limits	as	1.219	and	1.707	and	the	confidence	interval	as
CI.95	5	1.219	<	m	<	1.707	Testing	a	null	hypothesis	about	any	value	of	m	outside	these	limits	would	lead	to	rejection	of	H0,	while	testing	a	null	hypothesis	about	any	value	of	m	inside	those	limits	would	not	lead	to	rejection.	It	is	simply	Yates’s	correction,	and	Fisher’s	test	obviates	the	need	for	it.	The	95%	confidence	interval	on	the	difference	in	means
is	0.3712	<	m1	–	m2	<	5.7488.	Levine	also	recorded	the	age-adjusted	death	rate	from	ischemic	heart	disease	for	each	city.	We	can	transform	any	distribution	to	a	distribution	of	z	scores	simply	by	applying	this	equation.	This	means	that,	if	H0	is	false	and	m1	is	really	105,	only	38%	of	the	time	can	our	clinician	expect	to	find	a	“statistically	significant”
difference	between	her	sample	mean	and	that	specified	by	H0.	Consider	the	blood-donation	example.	These	values	are	2	and	4,	respectively.	Do	the	same	for	relative	risk.	Thus,	if	we	want	to	test	the	null	hypothesis	that	a	sample	r	of	.30	(with	N	5	103)	came	from	a	population	where	r	5	.50,	we	proceed	as	follows	r	5	.30	r	5	.50	rr	5	.310	rr	5	.549	N	5
103	srr	5	1/"N	2	3	5	0.10	.310	2	.549	z5	5	20.239/0.10	5	22.39	0.10	Because	zobt	5	–	2.39	is	more	extreme	than	z.025	5	–1.96,	we	reject	H0	at	a	5	.05	(twotailed)	and	conclude	that	our	sample	did	not	come	from	a	population	where	r	5	.50.	When	H0	is	false	and	the	test	statistic	falls	to	the	right	of	the	critical	value,	we	will	correctly	reject	a	false	H0.	Go
back	and	think	again	about	those	faces	you	class	as	attractive.	It	is	quite	possible	that	the	variances	are	of	more	interest	than	the	means	in	some	experiments.	8.3	Calculating	Power	the	Traditional	Way	effect	size	(d)	As	we	saw	in	Figures	8.2	through	8.4,	power	depends	on	the	degree	of	overlap	between	the	sampling	distributions	under	H0	and	H1.
They	assigned	12	students	to	a	threat	condition,	in	which	they	were	told	that	Asian	students	typically	did	better	than	other	students	in	math	tests,	and	that	the	purpose	of	the	exam	was	to	help	the	experimenter	to	understand	why	this	difference	exists.	To	see	the	issue	in	its	simplest	form,	take	the	lowly	pie	chart.	Over	the	years	each	edition	has
contained	a	reasonable	amount	of	new	material	and	the	discussion	has	changed	to	reflect	changes	in	theory	and	practice.	2.48	Compute	the	coefficient	of	variation	to	compare	the	variability	in	usage	of	“and	then	.	We	might	look	at	the	relationship	between	(X)	stress	(high/low)	and	(Y)	mental	status	(normal/disturbed)	when	we	have	data	collected
across	several	different	environments	(Z).	Run	the	appropriate	test	to	compare	the	group	means.	The	fact	that	we	can	make	better-than-chance	predictions	is	sufficient	to	classify	two	sets	of	data	as	matched	or	related.	But	what	do	you	do	if	the	order	of	the	rows	and/or	columns	does	make	a	difference?	For	the	data	on	hospital	stay,	the	quartile
location	is	(19	1	1)/2	5	10.	Just	go	to	.	Notice	that	although	86%	of	the	results	were	greater	than	t	5	2.024,	14%	of	them	were	less	than	the	critical	value.	They	will	also	appear	in	many	other	chapters	throughout	the	book.	The	second	uses	breakpoints	at	70,	75,	80,	.	This	page	intentionally	left	blank	Chapter	9	Correlation	and	Regression	Objectives	To
introduce	the	concepts	of	correlation	and	regression	and	to	begin	looking	at	how	relationships	between	variables	can	be	represented.	For	example,	if	we	correlated	reading	ability	with	age,	where	age	ran	from	0	to	70	years,	the	data	would	be	decidedly	curvilinear	(flat	to	about	age	4,	rising	to	about	17	years	of	age,	and	then	leveling	off)	and	the
correlation,	which	measures	linear	relationships,	would	be	relatively	low.	(Recall	that	we	assume	s21	5	s22	5	s2.)	In	most	usual	applications,	however,	(m1	2	m2)	under	H0	is	zero,	so	we	can	drop	that	term	from	our	formula.	This	value	of	x2	can	be	evaluated	using	the	standard	table	of	x2	on	C	2	1	degrees	of	freedom.	You	might	be	inclined	to	politely
suggest	that	if	the	mean	has	all	the	disadvantages	I	have	just	ascribed	to	it,	then	maybe	it	should	be	quietly	forgotten	and	allowed	to	slip	into	oblivion	along	with	statistics	like	the	“critical	ratio,”	a	statistical	concept	that	hasn’t	been	heard	of	for	years.	That	suggests	that	a	derivative	interpretation	of	r	5	.80,	for	example,	is	that	one	standard	deviation
difference	in	X	is	associated	on	average	with	eighttenths	of	a	standard	deviation	difference	of	Y.	Later	in	the	book,	when	we	discuss	multiple	regression	or	techniques	for	dealing	with	missing	data,	for	example,	the	formulae	become	less	informative.	For	those	of	us	who	love	the	sun,	it	is	encouraging	to	find	that	there	may	be	at	least	some	benefit	from
additional	sunlight.	To	most	statisticians,	the	word	regression	is	reserved	for	those	situations	in	which	the	value	of	X	is	fixed	or	specified	by	the	experimenter	before	the	data	are	collected.	Individual	Observations	Figure	7.1	2	©	Cengage	Learning	2013	uniform	(rectangular)	distribution	Sampling	Distribution	of	the	Mean	50,000	observations	from	a
uniform	distribution	A	simple	program	written	for	R	that	allows	you	to	draw	sampling	distributions	for	samples	of	any	size	is	available	at	this	book’s	Web	site	and	named	SampDistMean.R.	Hypothesis	Tests	Applied	to	Means	500	400	300	200	100	Std.	The	Likelihood	ratio	test	is	one	that	we	shall	take	up	shortly,	and	is	simply	another	approach	to
calculating	chiRace	*	Death	Crosstabulation	Count	Death	Race	NonWhite	White	Total	Yes	33	33	66	No	251	508	759	Total	284	541	825	Chi-Square	Tests	Value	Pearson	Chi	Square	Continuity	Correctionb	Likelihood	Ratio	Fisher's	Exact	Test	Linear-by-Linear	Association	McNemar	Test	N	of	Valid	Cases	df	7.710a	6.978	7.358	1	1	1	Asymp.	mN	but	we
make	the	error	of	concluding	that	the	nonhomophobic	participants	are	less	aroused.	Instead,	we	will	conclude	that	our	sample	of	LBW	children	differed	from	the	general	population	of	children	on	the	PDI.	6.24	Use	SPSS	or	another	statistical	package	to	calculate	Fisher’s	Exact	Test	for	the	data	in	Exercise	6.11.	These	procedures	are	called	descriptive
statistics	because	they	are	primarily	aimed	at	describing	the	data.	(I	believe	strongly	in	making	plots	as	simple	as	possible	so	as	not	to	confuse	the	message	with	unnecessary	elements.	We	will	assume	equal	variances,	and	for	now	we	will	focus	on	the	next	to	bottom	row	of	the	table.	The	type	of	scale	you	use	often	depends	on	your	purpose	in	using	it.
Prospective	studies	are	often	called	cohort	studies	(because	we	identify	two	or	more	cohorts	of	participants)	or,	especially	in	medicine,	a	randomized	clinical	trial	because	participants	are	randomized	to	conditions.	13).	d-Family	of	Measures	Cohen’s	d	There	are	a	number	of	different	effect	sizes	measures	that	are	often	recommended,	and	for	a
complete	coverage	of	this	topic	I	suggest	the	reference	by	Kline	(2004).	Their	influence	is	still	evident	in	this	edition.	Exercises	3	3	3	5	7	7	10	12	14	(4)	11	7	6	6	4	6	6	7	7	7	7	7	8	8	8	8	8	9	9	9	677	Stem-and-leaf	of	Percent	Sex	5	2	(Female)	N	5	78	Leaf	Unit	5	0.010	2	3	6	10	15	15	22	34	(8)	36	27	18	9	4	1	33	45	999	01	22	4455	6677	8	23	4445	6	6	7	7	7	7
7	8	8	8	8	8	9	9	9	77	8	000	2233	45555	8899999	011111111111	22222233	445555555	666777777	888889999	00001	333	5	©	Cengage	Learning	2013	Stem-and-leaf	of	Percent	Sex	5	1	(Male)	N	5	29	Leaf	Unit	5	0.010	57	2.11	What	would	you	predict	to	be	the	shape	of	the	distribution	of	the	number	of	movies	attended	per	month	for	the	next	200	people
you	meet?	The	Mantel-Haenszel	statistic	(Mantel	and	Haenszel	(1959))	is	designed	to	deal	with	the	data	from	each	department	separately	(i.e.,	we	condition	on	departments).	A	complete	analysis	of	the	data	requires	that	we	at	least	notice	these	oddities	and	try	to	track	down	their	source.	6.5	Chi-Square	for	Ordinal	Data	Chi-square	is	an	important
statistic	for	the	analysis	of	categorical	data,	but	it	can	sometimes	fall	short	of	what	we	need.	Convert	the	distribution	in	part	(a)	to	a	distribution	of	X	–	μ.	Slope	We	have	defined	the	slope	as	the	change	in	Y^	for	a	one-unit	change	in	X.	This	is	one	of	those	non-issues	that	make	people	think	the	study	of	statistics	is	confusing,	boring,	or	both.	Among
other	variables,	she	counted	the	number	of	“and	then	.	Shortly	after	each	presentation	he	flashed	a	single	test	digit	on	the	screen	and	required	the	subject	to	push	one	button	(the	positive	button)	if	the	test	digit	had	been	included	in	the	comparison	set	or	another	button	(the	negative	button)	if	the	test	digit	had	not	been	part	of	the	comparison	set.
However,	an	average	value	for	the	distribution	(whether	it	be	the	mode,	the	median,	or	the	mean)	fails	to	give	the	whole	story.	(The	correction	merely	involves	reducing	the	absolute	value	of	each	numerator	by	0.5	units	before	squaring.)	There	is	an	extensive	literature	on	the	pros	and	cons	of	Yates’	correction,	with	firmly	held	views	on	both	sides.	If
we	were	to	draw	one	sample	from	that	population	and	calculate	the	sample	mean	(X1),	we	would	expect	X1	to	be	reasonably	close	to	μ,	particularly	if	N	is	large,	because	it	is	an	estimator	of	μ.	Higher	scores	on	the	immunity	measure	represent	greater	immunity	to	disease.	For	a	participant	experiencing	little	stress	and	few	problems,	both	(X	–	X)	and
(Y	–	Y)	will	be	negative,	but	their	product	will	again	be	positive.	We	further	find	that	cigarette	smokers	tend	to	die	earlier	than	nonsmokers	and	heavy	smokers	earlier	than	light	smokers.	We	say	that	these	standard	deviations	are	conditional	on	X	because	we	calculate	them	from	Y	values	corresponding	to	specific	values	of	X.	However	even	if	our	result
had	only	been	4.00,	it	would	have	been	significant	with	a	probability	less	than	.000	to	three	decimal	places,	so	we	can	reject	the	null	hypothesis	in	any	event.	When	we	condition	on	job	category	is	there	evidence	of	gender	differences	in	bullying?	With	respect	to	this	example,	my	aim	has	been	to	concentrate	on	the	meaning	of	a	sampling	distribution,
and	to	show	the	role	it	plays	in	the	general	theory	of	hypothesis	testing.	Subject	Correct	1	1	2	2	3	3	4	3	5	3	6	3	7	3	8	3	9	3	10	3	11	4	12	4	13	4	14	4	Subject	Correct	15	4	16	5	17	5	18	5	19	5	20	5	21	5	22	5	23	6	24	6	25	7	26	7	27	7	28	8	Mean	5	4.393	s	5	1.663	n	5	28	t5	4.393	2	5.00	20.607	X2m	5	21.93	5	5	s	1.663	0.314	!n	!28	Computer	printout	using	R
data:	number.correct	t	5	–1.9318,	df	5	27,	p–value	5	0.06395	alternative	hypothesis:	true	mean	is	not	equal	to	5	95	percent	confidence	interval:	3.747978	5.037737	sample	estimates:	mean	of	x	4.392857	Section	7.4	Hypothesis	Tests	Applied	to	Means—Two	Matched	Samples	197	Here	is	a	case	where	if	respondents	were	performing	at	chance	we
would	expect	5	correct	trials	out	of	10.	I	have	chosen	the	two-tailed	alternative	form	of	H1	because	I	want	to	reject	H0	if	m	>	50	or	if	m	<	50.	Notice	that	as	the	amount	of	solar	radiation	increases,	the	incidence	of	deaths	from	breast	cancer	decreases.	But	the	ability	to	do	so	allows	us	to	establish	confidence	limits	on	r,	a	more	useful	procedure.	These
infants	present	special	problems	for	their	parents	because	they	are	(superficially)	unresponsive	and	unpredictable,	in	addition	to	being	at	risk	for	physical	and	developmental	problems.	For	the	t	test	for	two	independent	samples,	we	have	two	major	assumptions	and	one	side	condition	that	must	19	Welch	(1947)	later	suggested	that	it	might	be	more
accurate	to	write	a	s21	n1	dfr	5	F	s21	2	a	b	n1	n1	1	1	1	s22	n2	a	1	b	2	s22	n2	b	2	V22	n2	1	1	although	the	difference	is	negligible.	That	equation	would	have	what	is	called	an	intercept,	which	is	the	predicted	attractiveness	when	height	equals	0.	32	Mean	of	30	Observations	©	Cengage	Learning	2013	Chapter	7	Frequency	180	Figure	7.2b	Sampling
distribution	of	the	mean	when	n	5	30	Now	suppose	we	repeated	the	entire	procedure,	only	this	time	drawing	5,000	samples	of	30	observations	each.	For	every	sample,	a	95%	confidence	limit	on	m	was	calculated	and	plotted.	Thus,	no	df	are	lost	and	the	denominator	is	N.	Similarly	the	second	lowest	value	would	cut	off	2%	of	the	distribution	and	would
be	–2.054.	Because	Y^	is	the	value	of	the	symptom	(lnSymptoms)	variable	that	our	equation	would	predict	for	a	given	level	of	stress,	and	Y	is	a	value	that	we	actually	obtained,	(Y	–	Y^	)	is	the	error	of	prediction,	usually	called	the	residual.	The	relationship	between	two	variables	may	be	obscured	or	enhanced	by	the	presence	of	a	third	variable.	1.963
1.386	1.250	1.190	1.156	1.134	1.119	1.108	1.100	1.093	...	Alternatively,	we	might	wish	to	set	confidence	limits	on	the	regression	line	itself,	which	is	equivalent	to	setting	confidence	intervals	on	the	mean	symptom	score	for	participants	having	the	same	stress	score.	The	idea	behind	a	kernel	density	plot	is	that	each	observation	might	have	been
slightly	different.	m2	and	(practically)	that	m1	.	This	relates	to	the	underlying	motivation	to	lead	students	to	think	deeply	about	what	their	data	mean.	7	The	American	Psychological	Association	would	prefer	the	use	of	M	for	the	mean	instead	of	X,	but	I	have	used	X	for	so	many	years	that	it	would	offend	my	delicate	sensibilities	to	give	it	up.	I	simply
mention	the	issue	to	forestall	any	confusion	in	the	future.	They	administered	the	Index	of	Homophobia	to	64	heterosexual	males,	and	classed	them	as	homophobic	or	nonhomophobic	on	the	basis	of	their	score.	5	Hypothesis	Tests	Applied	to	Means—Two	Independent	Samples	212	Chapter	7	Hypothesis	Tests	Applied	to	Means	Notice	that	the	pooled
variance	is	slightly	closer	in	value	to	s21	than	to	s22	because	of	the	greater	weight	given	s21	in	the	formula.	But	anyone	with	a	score	of	69.6	or	higher	is	a	problem	to	someone.	If	we	want	to	know	whether	one	set	of	photographs	is	judged	more	variable	than	another,	it	may	not	make	much	sense	to	toss	out	those	scores	that	are	most	extreme	and	thus
vary	the	most	from	the	mean.	Kurtosis	has	a	specific	mathematical	definition,	but	it	basically	refers	to	the	relative	concentration	of	scores	in	the	center,	the	upper	and	lower	ends	(tails),	and	the	shoulders	(between	the	center	and	the	tails)	of	a	distribution.	The	mean	has	several	important	advantages	that	far	outweigh	its	disadvantages.	It	just	won’t
work.	I	did	this	so	that	I	could	plot	both	the	resampled	distribution	of	t,	which	does	not	depend	on	normality,	and	Student’s	theoretical	sampling	distribution	of	t,	which	does.	These	variables	may	appear	to	have	little	to	do	with	psychology,	but	considering	the	important	role	both	variables	play	in	the	development	of	people’s	images	of	themselves,	the
example	is	not	as	far	afield	as	you	might	expect.	We	can	also	look	at	the	standard	deviation	in	terms	of	how	many	scores	fall	no	more	than	a	standard	deviation	above	or	below	the	mean.	(It	is	not	normally	distributed	around	its	mean	when	r	?	Think	of	a	herd	of	cows	scattered	around	a	field.	41	0	.	Another	way	of	phrasing	this	is	to	say	that	we	were
testing	to	determine	whether	the	mean	of	the	population	from	which	we	sampled	(call	it	m1)	was	equal	to	some	particular	value	given	by	the	null	hypothesis	(m0).	7.32	Calculate	the	confidence	interval	on	m1	2	m2	and	d	for	the	data	in	Exercise	7.31.	I	agree	that	the	long	reaction	times	are	probably	the	result	of	the	respondent	missing	the	key,	and
therefore	do	not	relate	to	strict	reaction	time,	and	could	legitimately	be	removed,	but	do	we	really	want	to	throw	away	the	same	number	of	observations	at	the	other	end	of	the	scale?	1.11	Give	three	examples	of	categorical	data.	When	we	divide	that	number	by	N	5	300,	we	get	18,078/300	5	60.26.	For	seven	editions	of	each	of	two	books	I	have
worried	and	fussed	about	this	question.	(When	we	come	to	software	called	G*Power	we	will	obtain	a	result	of	.359.	Those	who	argue	that	eradicating	poverty	will	lead	to	a	wide	variety	of	changes	in	people’s	lives	often	fall	into	such	a	cause-and-effect	trap.	What	percentage	of	the	ninth-graders	score	worse	than	the	average	fourth-grader?	In	this
equation,	r12	and	r13	refer	to	the	correlation	coefficients	whose	difference	is	to	be	tested,	and	r23	refers	to	the	correlation	between	the	two	predictors.	Looking	at	this	a	bit	differently,	it	would	be	a	serious	loss	if	you	spilled	all	of	the	measurements	for	10	patients	on	the	floor	and	then	picked	them	up	haphazardly.	We	also	calculate	the	likelihood	that
the	data	would	occur	under	some	alternative	hypothesis	(the	hypothesis	for	which	the	data	are	most	probable).	Whenever	you	see	a	check	box	on	one	of	the	screens	of	your	software	that	says	something	like	“simulate”	or	“bootstrap,”	that	is	another	nail	in	the	coffin	of	traditional	methods.	I	would	suggest	that	you	ignore	the	Continuity	Correction.	N
Minimum	Maximum	Mean	Std.Deviation	Variance	ADDSC	GPA	Valid	N	(listwise)	88	26	85	52.60	12.42	154.311	88	1	4	2.46	.86	.742	88	©	Cengage	Learning	2013	Descriptive	Statistics	Descriptive	Statistics	for	ADDSC	and	GPA	2.38	In	one	or	two	sentences,	describe	what	the	following	graphic	has	to	say	about	the	grade	point	averages	for	the	students
in	our	sample.	What	percentage	of	the	fourth-graders	score	better	than	the	average	ninth-grader?	In	fact,	the	t	distribution	will	be	centered	at	the	point	d5	m1	2	m	0	s/	!n	This	shift	in	the	mean	of	the	distribution	from	zero	to	d	is	referred	to	as	the	degree	of	noncentrality,	and	d	is	the	noncentrality	parameter,	often	denoted	as	ncp.	To	anticipate	this
change,	this	book	will	bring	in	resampling	methods	along	with	the	usual	approaches.	Then	the	total	area	outside	z	5	61	must	be	0.1587	1	0.1587	5	0.3174.	Don’t	be	confused	when	you	see	them	used	interchangeably.	Although	that	is	true,	and	I	have	only	waved	my	hands	at	most	formulae	in	my	own	courses,	many	people	still	believe	it	is	important	to
be	able	to	do	the	calculation.	But	to	use	an	r-family	measure,	such	as	phi,	and	say	that	the	correlation	between	aspirin	intake	and	heart	attack	is	.034	doesn’t	seem	to	be	telling	them	anything	useful.	The	critical	value	of	t.05(10)	5	1.81,	so	our	case	would	not	be	considered	extreme.	Phi	applies	only	to	2	3	2	tables,	but	Cramér	(1946)	extended	it	to
larger	tables	by	defining	V5	Cramér's	V	x2	Å	N1k	2	12	where	N	is	the	sample	size	and	k	is	defined	as	the	smaller	of	R	and	C.	A	normal	distribution	(which	will	be	described	in	detail	in	Chapter	3)	is	called	mesokurtic.	In	general,	smoothing	takes	place	by	the	averaging	of	Y	values	close	to	the	target	value	of	the	predictor.	Figure	2.2	is	actually	a	pretty



fair	representation	of	reaction	times,	but	we	often	can	do	better	by	fitting	a	smoothed	curve	to	the	data—with	or	without	the	histogram	itself.	11*	11.	We	know	that	sY	is	defined	as	sY	5	2	a	1Y	2	Y2	Å	N21	or,	in	terms	of	the	variance,	s2Y	5	sum	of	squares	of	Y	(SSY)	2	a	1Y	2	Y2	N21	The	numerator	is	the	sum	of	squared	deviations	from	Y	(the	point	you
would	have	predicted	in	this	example)	and	is	what	we	will	refer	to	as	the	sum	of	squares	of	Y	(SSY).	(Full	data	are	available	at	Psychologists	often	study	how	to	address	self-injurious	behavior,	and	the	data	shown	below	speak	to	the	issue	of	whether	seat	belts	prevent	injury	or	death.	We	will	now	define	kappa	as	k5	a	fO	2	a	fE	N	2	a	fE	where	fO
represents	the	observed	frequencies	on	the	diagonal	and	fE	represents	the	expected	frequencies	on	the	diagonal.	2.52	Compute	the	10%	Winsorized	standard	deviation	for	the	data	in	Table	2.6—Set	32.	The	data	follow	in	Table	6.11.	Using	a	two-tailed	test	at	a	5	.05,	the	alternative	hypothesis	is	H1	:	mD	2	0.	Where	reasonable	I	prefer	to	put	the	larger
value	in	the	numerator	to	make	the	ratio	come	out	greater	than	1.0,	simply	because	I	find	it	easier	to	talk	about	it	that	way.	If	the	mean	score	is	150	with	a	standard	deviation	of	30,	what	would	be	the	diagnostically	meaningful	cutoff?	On	the	other	hand,	women	predominate	in	applying	to	Departments	C	and	E,	which	are	among	the	departments	that
reject	two-thirds	of	their	applicants.	We	refer	to	the	tens’	digits—	here	4,	5,	6,	and	7—as	the	leading	digits	(sometimes	called	the	most	significant	digits)	for	these	scores.	I	continue	to	add	to	this	material,	and	encourage	people	to	use	it	and	critique	it.	If	you	visualize	the	distribution	being	divided	into	the	segment	below	z	5	1	(the	unshaded	part	of
Figure	3.7)	and	the	segment	above	z	5	1	(the	shaded	part),	the	meanings	of	the	terms	larger	portion	and	smaller	portion	become	obvious.	For	example,	suppose	that	we	have	a	normative	sample	of	11	cases	on	a	test	of	spatial	memory,	and	that	its	mean	(X	)	5	45	and	its	standard	deviation	(s)	5	9.	2.53	Draw	a	boxplot	to	illustrate	the	difference	between
reaction	times	to	positive	and	negative	instances	in	reaction	time	for	the	data	in	Table	2.1.	(These	data	can	be	found	at	this	book’s	Web	site	as	Tab2-1.dat.)	2.54	Under	what	conditions	will	a	transformation	alter	the	shape	of	a	distribution?	From	Table	9.3	and	subsequent	calculations,	we	know	that	sX	5	12.492	and	sY	5	0.202,	and	covXY	5	1.336.	The
risk	difference	is	simply	the	difference	between	the	two	proportions.	From	Appendix	t,	we	find	that	for	a	two-tailed	test	at	the	.05	level	of	significance,	t.025(16)	5	2.12.	Using	the	data	from	this	group	and	the	intervention	group,	plot	the	change	in	pre-	to	post-test	scores	for	the	two	groups	and	interpret	what	you	see.	Because	the	distribution	is
symmetric,	we	also	know	that	the	probability	that	a	child	will	score	more	than	one	standard	deviation	below	the	mean	of	the	population	is	also	.1587.	Moreover,	it	comes	even	closer	to	the	kinds	of	studies	that	behavior	scientists	do	frequently.	How	does	the	question	that	the	two-way	classification	addresses	differ	from	the	questions	addressed	by
Exercises	6.3	and	6.4?	6.6	We	know	that	smoking	has	a	variety	of	ill	effects	on	people;	among	other	things,	there	is	evidence	that	it	affects	fertility.	The	placement	of	this	distribution	depends	entirely	on	what	the	value	of	m1	happens	to	be.	We	could	try	using	the	intervals	50–54,	55–59,	and	so	on.	(Don’t	think	of	the	odds	as	a	probability	just	because
they	look	like	one.	You	can	probably	tell	by	now	that	I	am	not	a	stickler	for	such	distinctions,	and	I	will	use	“histogram”	and	“frequency	distribution”	more	or	less	interchangeably.	The	mean	weight	gain	for	the	N	5	17	girls	was	7.26	pounds,	with	a	standard	deviation	of	7.16.	Using	this	scale,	you	count	(sometimes	with	differential	weightings)	the
number	of	changes	(marriage,	moving,	new	job,	etc.)	that	have	occurred	during	the	past	six	months	of	a	person’s	life.	The	therapeutic	touch	experiment	involved	28	testing	sessions	in	which	each	respondent	made	10	decisions	about	which	hand	the	experimenter	held	her	hand	over.	But,	suppose	that	you	took	your	child	in	for	an	evaluation	because
you	were	worried	about	his	behavior.	Quetelet	interpreted	the	data	to	indicate	that	the	mean	of	this	distribution	was	the	ideal	at	which	nature	was	aiming,	and	observations	to	each	side	of	the	mean	represented	error	(a	deviation	from	nature’s	ideal).	An	interesting	alternative	formula	for	b	can	be	written	as	b	5	r	1	sy	/	sx	2	.	The	data	follow,	where
“pace”	is	taken	as	the	average	of	the	three	measures.	In	the	1940s	and	1950s,	Stevens	was	attempting	to	defend	psychological	research	against	those	in	the	“hard	sciences”	who	had	a	restricted	view	of	scientific	measurement.	For	this	reason	I	sometimes	use	one	major	example	as	the	focus	for	an	entire	section,	or	even	a	whole	chapter.	Each	student
has	been	told	to	look	at	100	cars	and	count	the	number	of	people	wearing	seat	belts.	Second,	you	can	always	flip	a	coin.	7.4	In	what	way	would	the	result	in	Exercise	7.2	differ	if	you	had	drawn	more	samples	of	size	5?	On	the	basis	of	past	research,	we	can	often	get	at	least	a	rough	approximation	of	d.	Explain	these	results	as	an	example	of	Simpson’s
paradox.	Much	more	useful	measures—the	variance	and	the	standard	deviation—are	normally	used	instead.	This	is	known	as	Cramér's	V.	Which	result	impresses	you	more?	What	effect	do	you	expect	this	to	have	on	the	analysis?	It	seems	to	me	that	it	is	unfair	and	frustrating	to	the	student	to	present	several	different	multiple	comparison	procedures
(which	I	do),	and	then	to	walk	away	and	leave	that	student	with	no	recommendation	about	which	procedure	is	best	for	his	or	her	problem.	For	this	reason,	the	analysis	of	power	for	this	case	is	frequently	impractical.	When	we	calculate	retrospective	power	we	find	it	to	be	.46.	For	instance,	in	an	example	that	we	will	come	to	in	Section	9.1	Scatterplot
253	Chapter	15,	we	will	look	at	the	relationship	between	the	amount	of	money	that	each	state	spends	on	education,	pupil-teacher	ratios,	and	student	performance.	Thus,	for	(	g	X)2,	we	sum	the	values	of	X	and	then	we	square	the	result,	as	opposed	to	g	X2,	for	which	we	square	the	Xs	before	we	sum.	The	test	of	one	sample	mean	against	a	known
population	mean,	which	we	have	just	performed,	is	based	on	the	assumption	that	the	sample	was	drawn	from	a	normally	distributed	population.	(1996)	makes	a	good	example.	The	different	smoothing	techniques	are	often	found	under	headings	like	splines	and	loess,	and	are	discussed	in	many	more	specialized	texts.	Thus,	we	can	say	without	too	much
distortion	that	attractiveness	ratings	for	Set	4	deviated,	on	the	average,	0.66	unit	from	the	mean,	whereas	attractiveness	ratings	for	Set	32	deviated,	on	the	average,	only	0.07	unit	from	the	mean.	Once	you	have	estimated	μ	from	X,	you	have	fixed	it	for	purposes	of	estimating	variability.	(Both	a	and	b	were	estimated	from	sample	data.)	8	Rather	than
constantly	repeating	“log	of	symptoms,”	I	will	refer	to	symptoms	with	the	understanding	that	I	am	referring	to	the	log	transformed	values.	Double	Subscripts	A	common	notational	device	is	to	use	two	or	more	subscripts	to	specify	exactly	which	value	of	X	you	have	in	mind.	The	preceding	discussion	is	not	intended	to	start	an	argument	over	semantics
(it	does	not	really	matter	whether	you	think	of	the	test	as	one-tailed	or	two);	rather,	it	is	intended	to	point	out	one	of	the	weaknesses	of	the	chi-square	test,	so	that	you	can	take	this	into	account.	When	those	two	proportions	are	close	to	0,	they	nearly	cancel	each	other	and	OR	.	1.7	0.7	–0.1	–0.7	–3.5	14.9	3.5	17.1	–7.6	1.6	11.7	6.1	1.1	–4.0	20.9	–9.1	2.1
–1.4	1.4	–0.3	–3.7	–0.8	2.4	12.6	1.9	3.9	0.1	15.4	–0.7	a.	If	the	5	A	specific	percentile	is	defined	as	the	point	on	a	scale	at	or	below	which	a	specified	percentage	of	scores	fall.	(For	example,	although	it	is	well	known	that	people	favor	members	of	their	own	group,	it	has	been	shown	that	even	if	you	create	groups	on	the	basis	of	random	assignment,	the
effect	is	still	there.)	Prentice	and	Miller	then	state	“In	the	studies	we	have	described,	investigators	have	minimized	the	power	of	an	operationalization	and,	in	so	doing,	have	succeeded	in	demonstrating	the	power	of	the	underlying	process.”	a.	This	point	can	be	illustrated	with	a	simple	example	involving	the	relationship	between	height	and	weight	in
male	and	female	subjects.	In	fact,	a	result	with	p	exactly	equal	to	.05	will	have	a	retrospective	power	of	essentially	.50,8	and	that	retrospective	power	will	decrease	for	p	>	.05.	For	the	first	few	people	who	investigated	this	issue,	it	really	was	an	important	Section	9.12	Hypothesis	Testing	287	question	whether	there	was	a	significant	relationship
between	these	two	variables.	8.8	Power	Considerations	in	More	Complex	Designs	In	this	chapter	I	have	constrained	the	discussion	largely	to	statistical	procedures	that	we	have	already	covered.	Many	of	the	dependent	variables	with	which	we	deal	are	commonly	assumed	to	be	normally	distributed	in	the	population.	Interpret	this	relationship.	A	good
example	was	sent	to	me	by	Stacey	Freedenthal	at	the	University	of	Denver,	though	the	data	that	I	will	use	are	fictitious	and	should	not	be	taken	to	represent	her	results.	Suppose,	for	example,	that	we	want	to	compare	scores	on	a	checklist	of	children’s	behavior	problems	completed	by	mothers	and	fathers,	with	the	expectation	that	mothers	are	more
sensitive	to	their	children’s	problems	than	are	fathers,	and	thus	will	produce	higher	scores.	I	should	also	point	out	that	Institutional	Review	Boards	often	balk	at	sample	sizes	that	they	consider	excessive.	From	this	perspective	it	is	logical	to	conclude	that	because	67%	of	those	with	HIV/	AIDS	contracted	it	from	injected	drug	use,	if	we	were	to
randomly	draw	the	name	of	one	person	from	a	list	of	people	with	HIV/AIDS,	then	the	probability	is	.67	that	the	individual	would	have	contracted	the	disease	from	drug	use.	With	respect	to	our	evaluation	of	the	stress-management	program,	such	things	as	the	treatments	we	use,	the	student’s	self-confidence,	social	support,	gender,	degree	of	personal
control,	and	treatment	group	are	all	relevant	variables.	2.22	In	addition	to	comparing	the	three	distributions	of	reaction	times,	as	in	Exercise	2.23,	how	else	could	you	use	the	data	from	Table	2.1	to	investigate	how	people	process	information?	A	solution	will	be	given	in	Chapter	10	(Section	10.4),	where	I	discuss	creating	a	correlational	measure	of	the
relationship	between	the	two	variables.	Although	there	certainly	are	exceptions,	especially	for	badly	skewed	distributions,	this	rule	is	still	useful.	An	alternative	solution	was	developed	apparently	independently	by	Welch	(1938)	and	by	Satterthwaite	(1946).	You	do	not	need	to	know	anything	at	all	about	confidence	limits	at	this	point.	The	intercept
would	appear	to	tell	us	this,	but	it	represents	such	an	extreme	extrapolation	from	available	data	as	to	be	meaningless.	However	the	confidence	limits	on	the	population	mean	difference	were	rather	wide	(1.46	#	m1	2	m2	#	13.54,	suggesting	that	we	do	not	have	a	tight	handle	on	the	size	of	our	difference.	Such	a	plot	is	given	in	Figure	7.7.	Notice	that
the	relationship	is	basically	linear,	with	a	slope	quite	near	0.0.	How	much	the	girl	weighed	at	the	beginning	of	therapy	did	not	seriously	influence	how	much	weight	she	gained	or	lost	by	the	end	of	therapy.	This	has	been	done	at	the	bottom	of	Table	2.7.	We	then	draw	a	rectangular	box	from	Q	1	to	Q	3,	with	a	vertical	line	representing	the	13	Tukey
referred	to	the	quartiles	in	this	situation	as	“hinges,”	but	little	is	lost	by	thinking	of	them	as	the	quartiles.	Thus,	d	is	a	measure	of	the	degree	to	which	m1	and	m0	differ	in	terms	of	the	standard	deviation	of	the	parent	population.	The	t	Statistic	We	are	now	at	precisely	the	same	place	we	were	in	the	previous	section	when	we	had	a	sample	of	data	and	a
null	hypothesis	(m	5	0).	The	practical	consequence	is	that	we	seldom	if	ever	measure	entire	populations.	(Graphical	displays	are	used	extensively.)	I	try	to	do	this	with	each	data	set	as	soon	as	I	present	it,	even	though	the	data	set	may	be	intended	as	an	example	of	a	sophisticated	statistical	technique.	(I	would	assume	that	it	relates	to	the	fact	that
gravitational	force	varies	inversely	as	the	square	of	the	distance,	but	what	do	I	know.)	But	even	after	we	explain	the	logarithmic	relationship	we	can	see	that	there	is	more	that	needs	explaining.	He	then	determined	the	sum	of	the	probabilities	of	those	tables	whose	results	were	as	extreme,	or	more	so,	than	the	table	we	obtained	in	our	data.	1	2
Section	7.3	Testing	a	Sample	Mean	When	s	is	Unknown—The	One-Sample	t	Test	183	But	Williamson	also	had	the	standard	deviation	of	his	sample.	Plot	the	data	in	a	form	that	represents	the	changing	ethnic	distribution	of	college	students	in	the	United	States.	8.11	Run	the	t	test	on	the	original	data	in	Exercise	8.10.	Notice	that	Table	6.7	looks	very
much	like	a	contingency	table,	but	with	a	difference.	SPSS	fits	kernel	density	plots	using	syntax,	and	you	can	fit	them	using	SAS	and	S-Plus	(or	its	close	cousin	R).	Thus,	the	difference	in	temperature	between	10º	F	and	20º	F	is	the	same	as	the	difference	between	80º	F	and	90º	F.	The	percentage	of	these	values	that	happen	to	lie	between	6	t.025	is	b,
the	probability	of	a	Type	II	error.	12*	12.	(The	absolute	value	of	a	number	is	the	value	of	that	number	with	any	minus	signs	removed.	In	this	section	you	will	see	several	statistics	that	can	be	used	to	represent	the	“center”	of	the	distribution.	For	a	perfectly	normal	distribution	the	two	sets	of	quantiles	should	agree	exactly.	Suppose	she	wishes	to	set
power	at	.80.	5.0	4.8	4.6	CI	for	array	mean	Prediction	Interval	4.4	4.2	0	10	20	30	Stress	Score	40	50	60	©	Cengage	Learning	2013	Chapter	9	Ln	(Hopkin’s	Symptom	Checklist	Score)	276	Figure	9.8	Confidence	limits	on	the	prediction	of	log(Symptoms)	for	new	values	of	Stress	Section	9.11	A	Computer	Example	Showing	the	Role	of	Test-Taking	Skills
277	Notice	that	the	latter	is	very	wide.	The	median	location	of	N	numbers	is	defined	as	follows:	Median	Location	5	N11	2	Thus,	for	five	numbers	the	median	location	5	(5	1	1)/2	5	3,	which	simply	means	that	the	median	is	the	third	number	in	an	ordered	series.	You	can	calculate	this	for	yourself	from	Table	2.2.	For	the	electronic	games	data	there	are
100	scores,	and	the	median	location	is	50.5.	We	can	tell	from	the	stem-and-leaf	display	in	Figure	2.7	that	the	50th	score	is	44	and	the	51st	score	is	46.	This	statistic	is	evaluated	with	respect	to	the	x2	distribution	on	(R	2	1)(C	2	1)	degrees	of	freedom.	The	most	important	large	statistical	packages,	which	will	carry	out	nearly	every	analysis	that	you	will
need	in	conjunction	with	this	book,	are	Minitab®,	SAS®,	and	SPSS™,	Stata®,	and	S-PLUS.	How	does	the	change	in	U.S.	incidence	rates	compare	to	rates	in	the	rest	of	the	world?	I	could	still	use	a	chi-square	test	because	under	the	null	hypothesis	the	order	of	observations	is	independent.	(I	do	not	recommend	smoking	as	a	birth	control	device,
regardless	of	your	answer.)	6.7	In	discussing	the	correction	for	continuity,	we	referred	to	the	idea	of	fixed	marginals,	meaning	that	a	replication	of	the	study	would	produce	the	same	row	and/or	column	totals.	Bootstrapping	is	usually	done	to	estimate	the	variability	of	some	statistic	over	repeated	sampling,	but	it	can	be	used,	as	we	have	here,	to	test
some	hypothesis.	Because	there	is	evidence	in	the	psychological	literature	that	stress	in	a	child’s	life	may	lead	to	subsequent	behavior	problems,	Williamson	expected	that	a	sample	of	children	of	depressed	parents	would	show	an	unusually	high	level	of	behavior	problems.	(Such	knowledge	is	so	rare	that	it	is	not	even	worth	imagining	cases	in	which
we	would	have	it,	although	a	few	do	exist.)	We	can	circumvent	this	problem	just	as	we	did	in	the	onesample	case,	by	using	the	sample	variances	as	estimates	of	the	population	variances.	When	we	have	one	specific	estimate	of	a	parameter,	we	call	this	a	point	estimate.	Kernel	density	plots	pay	no	attention	to	the	mean	and	standard	deviation	of	the
observations.	Note	that	the	confidence	limits	do	not	include	zero.	17	0	.	To	illustrate	the	central	limit	theorem,	suppose	we	have	an	infinitely	large	population	of	random	numbers	evenly	distributed	between	0	and	100.	Francis	Galton	(1822–1911)	carried	Quetelet’s	ideas	further	and	gave	the	normal	distribution	a	central	role	in	psychological	theory,
especially	the	theory	of	mental	abilities.	The	answer	depends	on	what	level	of	power	she	desires.	Whether	we	measure	the	quantity	of	alcohol	that	people	consume	per	week	in	ounces	or	in	milliliters	really	makes	no	difference	in	the	relative	standing	of	people.	As	we	move	our	attention	away	from	familywise	error	rates	to	the	false	discovery	rate	we
increase	the	power	of	our	analyses	at	relatively	little	cost	in	terms	of	Type	I	errors.	Aronson’s	math	questions	were	taken	from	a	practice	exam	for	the	Graduate	Record	Exam,	and	the	correlation	we	seek	is	estimated	simply	by	the	test-retest	242	Chapter	8	Power	reliability	of	that	exam.	The	choice	of	base	will	have	no	important	effect	on	our	results.
Section	6.9	6.9	Likelihood	Ratio	Tests	157	Likelihood	Ratio	Tests	likelihood	ratios	An	alternative	approach	to	analyzing	categorical	data	is	based	on	likelihood	ratios.	Given	our	sample	size	(56),	it	is	reasonable	to	assume	that	the	sampling	distribution	of	the	mean	would	be	reasonably	normal,	although	the	Q-Q	plot	would	give	me	pause	if	the	sample
size	were	small.7	One	interesting	and	unexpected	finding	that	7	A	simple	resampling	study	(not	shown)	demonstrates	that	the	sampling	distribution	of	the	mean	for	a	population	of	this	shape	would	be	very	close	to	normal.	First,	it	illustrates	the	difference	between	psychology	and	physics.	We	will	define	the	noncentrality	parameter,	d,	in	the	two-
sample	case	as	n	d5d	Å2	where	n	5	the	number	of	cases	in	any	one	sample	(there	are	2n	cases	in	all).	They	reported	the	cigarette	consumption	per	adult	for	21	mostly	Western	and	developed	countries,	along	with	the	coronary	heart	disease	rate	for	each	country.	Exercises	223	7.13	Katz,	Lautenschlager,	Blackburn,	and	Harris	(1990)	examined	the
performance	of	28	students	who	answered	multiple	choice	items	on	the	SAT	without	having	read	the	passages	to	which	the	items	referred.	We	might	wish	to	compare	the	mean	number	of	trials	needed	to	reach	criterion	on	a	simple	visual	discrimination	task	for	two	groups	of	rats—one	raised	under	normal	conditions	and	one	raised	under	conditions	of
sensory	deprivation.	(We	do	occasionally	fit	straight	lines	to	curvilinear	data,	but	we	do	so	on	the	assumption	that	the	line	will	be	sufficiently	accurate	for	our	purpose—although	the	standard	error	of	prediction	might	be	poorly	estimated.	5	236	Chapter	8	Power	function	of	n	[i.e.,	f(n)]	will	be	defined	differently	for	each	individual	test.	One	of	the
problems	concerns	the	fact	that	it	is	a	conditional	test	(conditional	on	the	fixed	marginals).	A	logical	way	would	be	in	terms	of	errors	of	prediction—that	is,	in	terms	of	the	(Y	–	Y^	)	deviations.	The	Mean	Absolute	Deviation	mean	absolute	deviation	(m.a.d)	If	you	think	about	the	difficulty	in	trying	to	get	something	useful	out	of	the	average	of	the
deviations,	you	might	well	suggest	that	we	could	solve	the	whole	problem	by	taking	the	absolute	values	of	the	deviations.	When	I	calculated	the	confidence	limits	by	hand	I	calculated	limits	based	on	the	mean	moon	illusion	estimate,	which	was	1.463.	In	other	words,	higher	levels	of	test-taking	skills	are	associated	with	higher	predicted	SAT	scores.
(Simple	coding	to	create	boxplots	in	R	can	be	found	on	the	Web	site	as	Boxplots.R.)	The	real	usefulness	of	boxplots	comes	when	we	want	to	compare	several	groups.	If	this	difference	is	significant,	it	means	that	males	decrease	their	life	expectancy	more	than	do	females	for	any	given	increment	in	the	amount	they	smoke.	0.4744	0.4750	0.4756	0.4761
0.4767	0.4772	0.4778	0.4783	0.4788	0.4793	0.4798	0.5000	0.5040	0.5080	0.5120	0.5160	0.5199	...	As	a	result,	the	range	may	give	a	distorted	picture	of	the	variability.	Note	that	aside	from	a	linear	transformation	of	the	numerical	values,	the	data	have	not	been	changed	in	any	way.	6	264	Chapter	9	Correlation	and	Regression	Interpretations	of
Regression	In	certain	situations	the	regression	line	is	useful	in	its	own	right.	To	draw	a	random	sample,	we	would	follow	a	particular	set	of	procedures	to	ensure	that	each	and	every	element	(student)	in	the	population	has	an	equal	chance	of	being	selected.	The	choice	is	up	to	you	or	your	instructor.	This	problem	frequently	induces	experimenters	to
work	with	the	median	rather	than	the	mean	time	per	day.	154	Chapter	6	Categorical	Data	and	Chi-Square	Inclusion	of	Nonoccurrences	Although	the	requirement	that	nonoccurrences	be	included	has	not	yet	been	mentioned	specifically,	it	is	inherent	in	the	derivation.	In	our	hypothetical	study	we	are	particularly	interested	in	knowing	whether	the
average	self-esteem	score	of	a	population	of	students	who	might	be	potentially	enrolled	in	our	program	is	higher,	or	lower,	than	the	average	self-esteem	score	of	students	who	might	not	be	enrolled.	But	I	don’t	think	that	I	can	go	as	far	as	Wilcox	in	promoting	their	use.	There	the	residuals	made	it	clear	that	more	was	still	to	be	explained.	.	2.6	Notation
Any	discussion	of	statistical	techniques	requires	a	notational	system	for	expressing	mathematical	operations.	For	permission	to	use	material	from	this	text	or	product,	submit	all	requests	online	at	www.cengage.com/permissions.	A	number	of	people	have	pointed	out	that	histograms,	as	common	as	they	are,	often	fail	as	a	clear	description	of	data.	What
would	that	population	be?	It	can	be	shown	that	when	r	5	0,	for	large	N,	r	will	be	approximately	normally	distributed	around	zero.	There	I	was	discussing	deviations	from	the	mean,	and	here	I	am	discussing	deviations	from	the	regression	line—sort	of	a	floating	or	changing	mean.	The	interquartile	range	suffers	from	problems	that	are	just	the	opposite
of	those	found	with	the	range.	Keen	(2010)	gives	at	least	six	possible	rules	for	determining	the	optimal	number	of	intervals,	but	these	rules	are	primarily	intended	for	those	writing	software	who	need	rules	to	handle	the	general	case.	When	X	and	Y	are	correlated	the	pile	is	elongated,	as	when	dirt	is	dumped	along	a	street	and	spreads	out	to	the	sides
and	down	the	ends.)	An	example	of	a	bivariate	normal	distribution	with	r	5	.90	is	shown	in	Figure	9.7.	If	you	were	to	slice	this	distribution	on	a	line	corresponding	to	any	given	value	of	X,	you	would	see	that	the	cut	end	is	a	normal	distribution.	This	means	that	in	a	few	years	you	will	see	things	in	professional	papers	that	you	never	saw	in	your	textbook.
As	you	should	recall,	when	we	calculate	power	we	first	define	an	effect	size	(d	).	They	asked	what	would	happen	if	we	always	pooled	the	variances,	or	always	kept	them	separate,	or	made	that	decision	conditional	on	a	test	of	homogeneity	of	variance.	If	we	create	a	situation	in	which	H0	is	true,	repeatedly	draw	samples	of	n	5	5,	and	use	s2	in	place	of
s2,	we	will	obtain	a	value	of	61.96	or	greater	more	than	10%	of	the	time.	A	sample	drawn	from	a	small	town	in	Nebraska	would	not	produce	a	valid	estimate	of	the	percentage	of	the	population	of	the	United	States	that	is	Hispanic—	nor	would	a	sample	drawn	solely	from	the	American	Southwest.	Such	transformed	observations	are	called	deviation
scores,	and	the	transformation	itself	includes	centering	because	we	are	centering	the	mean	at	0.	Your	best	prediction	in	this	case	would	be	the	mean	number	of	lnSymptoms8	(Y)	(averaged	across	all	subjects),	and	the	error	associated	with	your	prediction	would	be	the	standard	deviation	of	Y	(i.e.,	sY	),	because	your	prediction	is	the	mean	and	sY	deals
with	deviations	around	the	mean.	This	served	as	their	measure	of	the	subject’s	perceived	social	and	environmental	stress.	In	our	example,	group	membership	is	an	independent	variable,	because	we	control	it.	In	this	particular	case,	where	we	are	checking	for	discrimination	against	women,	it	does	not	distort	the	final	result	to	leave	that	department
out.	We	ask	a	large	number	of	judges	to	report	the	number	of	people	seen	entering	a	major	department	store	in	one	morning.	In	fact,	their	mean	was	statistically	significantly	above	the	normative	population	mean.	An	investigator	would	like	to	show	that	a	minor	change	in	conditions	will	produce	scores	with	a	mean	of	only	500,	and	he	plans	to	run	a	t
test	to	compare	his	sample	mean	with	a	population	mean	of	520.	(1998)	used	two	independent	groups	of	college	students	who	were	known	to	excel	in	mathematics	and	for	whom	doing	well	in	math	was	considered	important.	If	we	are	measuring	temperature	as	an	index	of	comfort,	rather	than	as	an	index	of	molecular	activity,	however,	the	same
numbers	no	longer	form	an	interval	scale.	By	using	Appendix	z,	we	can	readily	calculate	the	probability	that	a	score	drawn	at	random	from	the	population	will	have	a	value	lying	between	any	two	specified	points	(X1	and	X2).	How	would	you	set	up	this	problem	to	be	suitable	for	a	chi-square	test?	The	coefficient	might	be	inappropriate	for	the	question
at	hand.	The	data	and	simple	summation	operations	on	them	are	illustrated	in	Table	2.4.	Some	of	these	operations	have	been	discussed	already,	and	others	will	be	discussed	in	the	next	few	chapters.	The	sum	of	squared	deviations	about	Y^	is	often	denoted	SSresidual	because	it	represents	variability	that	remains	after	we	use	X	to	predict	Y.9	The
statistic	sY	#	X	is	called	the	standard	error	of	estimate.	1	Histograms	From	the	distribution	given	in	Table	2.1	we	could	easily	graph	the	data	as	shown	in	Figure	2.1.	But	when	we	are	dealing	with	a	variable,	such	as	this	one,	that	has	many	different	values,	each	individual	value	often	occurs	with	low	frequency,	and	there	is	often	substantial	fluctuation
of	the	frequencies	in	adjacent	intervals.	There	are	other	ways	of	doing	resampling,	and	we	will	see	them	as	we	go	along,	but	for	the	bootstrap	you	sample	with	replacement	from	the	obtained	data,	which	has	the	effect	of	sampling	from	an	infinite	population	of	exactly	the	same	shape	as	your	sample.	The	short	answer	is	that	Department	A	had	a
different	relationship	between	gender	and	admissions	than	did	the	other	five	departments,	which	were	largely	homogeneous	in	that	respect.	1.4	Why	would	choosing	names	from	a	local	telephone	book	not	produce	a	random	sample	of	the	residents	of	that	city?	In	the	preceding	example	the	real	distribution	is	badly	skewed	because	most	children	do
not	have	language	problems	and	therefore	produce	all	or	most	constructions	correctly.	3.	If,	for	example,	we	put	all	of	the	timid	students	in	our	sample	in	one	group	and	all	of	the	assertive	students	in	another	group,	it	is	very	likely	that	our	results	are	as	much	or	more	a	function	of	group	assignment	than	of	the	treatments	we	applied	to	those	groups.
For	example,	one	of	the	first	things	we	want	to	do	with	our	data	is	to	graph	them,	to	calculate	means	(averages)	and	other	measures,	and	to	look	for	extreme	scores	or	oddly	shaped	distributions	of	scores.	Thus,	the	probability	that	Behavior	Problem	scores	drawn	at	random	from	a	normally	distributed	population	will	be	between	30	and	40	is	.1359.	52
0	.	At	the	upper	right	of	the	Q-Q	plot	where	we	obtained	quantiles	of	around	2.0,	the	expected	value	was	at	least	3.0.	In	other	words	the	obtained	data	did	not	depart	enough	from	the	mean	at	the	lower	end	and	departed	too	much	from	the	mean	at	the	upper	end.	8.18	Assume	that	we	want	to	test	a	null	hypothesis	about	a	single	mean	at	a	5	.05,	one-
tailed.	study	of	homophobia,	two	groups	of	participants	were	involved—one	group	scoring	high	on	a	scale	of	homophobia,	and	the	other	scoring	low.	(Knowing	one	response	tells	you	nothing	about	the	magnitude	of	another	response.)	How	would	you	characterize	the	reaction-time	data	in	Table	2.1,	just	based	on	what	you	know	about	how	they	were
collected?	81	0	.	I	can’t	start	with	the	reaction-time	data	here	because	that	would	require	a	slightly	more	sophisticated	display	due	to	the	large	number	of	observations.	What	if	we	tested	the	null	hypothesis	that	m	5	0.93?	In	the	general	case,	we	rarely	know	the	value	of	s	and	usually	have	to	estimate	it	by	way	of	the	sample	standard	deviation	(s).	You
will	see	examples	of	such	questions	in	the	rest	of	this	chapter.	They	actually	try	to	fit	a	smooth	curve	to	the	data	while	at	the	same	time	taking	account	of	the	fact	that	there	is	a	lot	of	random	noise	in	the	observations	that	should	not	be	allowed	to	distort	the	curve	too	much.	The	point	applies	to	any	use	of	arbitrary	conventions	for	d,	regardless	of
whether	it	is	for	purposes	of	calculating	power	or	for	purposes	of	impressing	your	readers	with	how	large	your	difference	is.	There	is	variability	in	age	at	death	regardless	of	smoking	behavior,	and	this	variability	is	measured	by	SSY	5	g	1	Y	2	Y	2	2.	An	interesting	example	of	just	such	a	situation	was	provided	in	a	query	that	I	received	from	Jennifer
Mahon	at	the	University	of	Leicester,	in	England.	In	our	case,	we	can	modify	that	slightly	to	let	the	numerator	be	the	mean	gain	(mAfter	–	mBefore),	and	the	denominator	is	the	population	standard	deviation	of	the	pretreatment	weights.	Who	would	be	underrepresented	and	who	would	be	overrepresented?	Tukey	suggested	using	“5*”	to	represent	50–
54,	and	“5.”	to	represent	55–59.	For	the	regression	model,	there	is	no	assumption	of	normality	of	the	conditional	distribution	of	X	or	of	the	marginal	distributions.)	ˆ	Confidence	Limits	on	Y	Before	we	can	create	confidence	limits	on	Y	we	need	to	decide	on	the	purpose	for	which	we	want	them.	Although	the	difference	between	groups	is	statistically
significant,	there	is	still	considerable	uncertainty	about	how	large	the	difference	is.	Http://www.cdc.gov/growthcharts	Section	2.8	Figure	2.12	Distribution	of	infant	weight	as	a	function	of	age	of	32	faces	are	considerably	more	homogeneous	than	the	ratings	of	the	composites	of	four	faces.	They	then	exposed	homophobic	and	nonhomophobic
heterosexual	men	to	videotapes	of	sexually	explicit	erotic	stimuli	portraying	heterosexual	and	homosexual	behavior,	and	recorded	their	level	of	sexual	arousal.	In	this	case,	however,	our	standard	deviation	will	be	the	estimated	standard	deviation	of	either	population.	Ideally	we	would	like	gain	to	be	independent	of	initial	weight.	But	when	you	separate
the	data	by	male	and	female,	there	is	a	distinct	trend	for	cardiovascular	disease	to	increase	with	increased	levels	of	cholesterol.	Given	d	as	defined	here,	we	can	immediately	determine	the	power	of	our	test	from	the	table	of	power	in	Appendix	Power.	(1-sided)	.007	.005	.000c	825	a	0	cells	(0%)	have	expected	count	less	than	5.	Finally,	most	of	you	have
had	experience	with	percentiles,	which	are	values	that	divide	the	distribution	into	hundredths.	The	values	in	Figure	9.5	are	somewhat	sobering	in	their	implications.	Parents	had	trouble	understanding	the	meaning	of	a	score	on	this	scale,	and	my	friend	wanted	to	convert	the	scores	to	a	mean	of	80	and	a	standard	deviation	of	10	(to	make	them	more
like	the	kinds	of	grades	parents	are	used	to).	The	instructor	who	wishes	to	omit	this	material	will	have	no	difficulty	doing	so.	2.9	Boxplots:	Graphical	Representations	of	Dispersions	and	Extreme	Scores	boxplot	box-and-whisker	plot	quartile	location	Earlier	you	saw	how	stem-and-leaf	displays	represent	data	in	several	meaningful	ways	at	the	same	time.
Second,	the	fact	that	those	ratings	have	a	higher	mean	than	the	ratings	of	faces	in	Set	4	reveals	that	averaging	over	many	faces	produces	composites	that	seem	more	attractive.	9.14	linearity	of	regression	curvilinear	The	Role	of	Assumptions	in	Correlation	and	Regression	There	is	considerable	confusion	in	the	literature	concerning	the	assumptions
underlying	the	use	of	correlation	and	regression	techniques.	Because	our	experimenter	was	intelligent	enough	to	examine	the	question	of	power	before	she	began	her	experiment,	all	is	not	lost.	However,	because	the	table	covers	only	a	few	degrees	of	freedom,	and	because	almost	no	one	(but	me)	has	a	copy	of	that	table	sitting	on	their	bookshelf,	it	is
not	particularly	useful	except	for	historical	interest.	For	the	development	of	these	tests,	see	Agresti	(2002).	When	presented	with	sexually	explicit	homosexual	videos,	the	homophobic	group	actually	showed	a	higher	level	of	sexual	arousal	(the	mean	difference	5	7.50	units).	If	you	collapse	across	both	genders,	the	relationship	is	not	impressive.	I’ll	aim
for	t.025	(df)	5	2.009,	but	sometimes	I	forget.	Explain	the	results	of	this	analysis.	From	the	data	in	Table	7.1,	we	can	see	that	the	mean	PDI	score	for	our	LBW	infants	is	104.125.	In	this	case	it	is	373.736.	Notice	that	two	of	the	cells	are	shown	in	bold,	and	these	are	really	the	only	cells	that	we	care	about.	There	were	17	girls	in	this	experiment,	and	they
were	weighed	before	and	after	treatment.	This	plot	is	shown	in	Figure	9.6b.	The	letter	and	a	subscript	will	then	represent	an	individual	value	of	that	variable.	Double	each	cell	entry	and	recompute	chi-square.	The	choice	between	r,	r2,	and	PIP	is	really	dependent	on	how	you	wish	to	measure	error.	This	illustrates	one	of	the	main	advantages	of	designs
using	matched	samples,	and	was	my	primary	reason	for	taking	you	through	these	calculations.	conclude	from	the	results?	The	convenient	thing	about	this	system	is	that	it	will	allow	us	to	use	the	same	table	of	d	for	power	calculations	for	all	the	statistical	procedures	to	be	considered.	(How	would	the	conclusions	of	Jones	and	Tukey	(2000)	compare
with	the	one	given	here?)	Confidence	Limits	on	m1	–	m2	In	addition	to	testing	a	null	hypothesis	about	population	means	(i.e.,	testing	H0	:	m1	–	m2	5	0),	and	stating	an	effect	size,	which	we	will	do	shortly,	it	is	useful	to	set	confidence	limits	on	the	difference	between	m1	and	m2.	Appendix	r9	tabulates	the	values	of	r9	for	different	values	of	r,	which
eliminates	the	need	to	solve	the	equation	for	r9.	The	coverage	in	this	edition	goes	beyond	the	coverage	in	previous	editions,	and	should	serve	as	a	thorough	introduction	to	the	material.	The	study	is	described	in	Appendix:	Data	Set	on	page	(686).	Were	the	statisticians	on	the	defendant’s	side	correct	in	arguing	that	sentencing	appeared	discriminatory?
To	the	right	of	the	standardized	regression	coefficient	you	will	see	t	and	p	values	for	tests	on	the	significance	of	the	slope	and	intercept.	Plot	an	ungrouped	frequency	distribution	for	these	data.	751).	Within	the	set	of	14	scores	that	were	in	the	40s,	you	can	see	that	there	was	one	40,	two	41s,	one	42,	two	43s,	one	44,	no	45s,	three	46s,	one	47,	one	48,
and	two	49s.	The	issue	is	not	quite	as	simple	as	I	have	made	it	out	to	be,	because	there	are	alternative	ways	of	approaching	the	problem.	The	normal	curve	is	not	a	terrible	fit,	but	we	can	do	better.	We	will	see	it	again	in	Chapter	10	when	we	cover	the	point-biserial	correlation.	Letters	or	pictures	of	animals	could	just	as	easily	be	used.	Confusion	also
arises	because	statisticians	tend	to	make	all	their	assumptions	at	the	beginning	and	fail	to	point	out	that	some	of	these	assumptions	are	not	required	for	certain	purposes.	Only	2.5%	of	children	score	at	least	that	high.	What	are	the	values	labeled	“Asymp.	If	we	were	to	keep	up	this	procedure	and	draw	sample	means	ad	infinitum,	we	would	find	that
the	average	of	the	sample	means	would	be	precisely	equal	to	μ.	From	the	raw	data	in	Figure	2.7,	you	can	see	that	there	are	several	scores	in	the	40s,	another	bunch	in	the	50s,	two	in	the	60s,	and	some	in	the	70s.	Both	the	sample	mean	and	the	sample	variance	are	unbiased	estimators	of	their	corresponding	parameters.	If	the	distributions	are
markedly	skewed	(especially	in	opposite	directions),	serious	problems	arise	unless	their	variances	are	fairly	equal.	For	example,	we	might	ask	each	of	20	people	to	rate	their	level	of	anxiety	before	and	after	donating	blood.	63.657	9.925	5.841	4.604	4.032	3.707	3.499	3.355	3.250	3.169	...	In	actual	practice,	random	assignment	is	4	Chapter	1	Basic
Concepts	variable	independent	variable	dependent	variables	discrete	variables	continuous	variables	quantitative	data	measurement	data	categorical	data	frequency	data	qualitative	data	usually	far	more	important	than	random	sampling.	I	left	all	of	the	other	statistics	untouched.	In	Chapter	11	we	will	assume	that	the	treatment	populations	from	which
data	were	drawn	are	normally	distributed	and	all	have	the	same	variance.	4.60	4.54	4.38	4.25	4.61	4.69	4.13	4.39	4.30	4.80	...	It	is	probably	best	explained	by	an	example.	Although	most	of	what	we	do	in	this	book	deals	with	sample	statistics	(or	guesses,	if	you	prefer),	keep	in	mind	that	the	reality	of	interest	is	the	corresponding	population	parameter.
In	this	case	the	lack	of	skewness	is	important,	because	it	means	that	the	sampling	distribution	of	the	mean	will	approach	a	normal	distribution	more	quickly.	The	student	who	can	successfully	derive	the	sample	distribution	of	t,	for	example,	may	not	have	any	understanding	of	how	that	distribution	is	to	be	used.	They	used	a	very	simple	set	of	data	with
the	following	values	for	the	dependent	variable	(X).	You	can	see	a	demonstration	of	this	named	BootstrapMeans.R	at	the	book’s	Web	site.	Some	would	insist	that	Galton	was	too	successful	in	this	endeavor,	and	we	tend	to	assume	that	measures	are	normally	distributed	even	when	they	are	not.	Adams	et	al.	6.10	Mantel-Haenszel	Statistic	Mantel-
Haenszel	statistic	Cochran-MantelHaenszel	Simpson’s	paradox	We	have	been	dealing	with	two-dimensional	tables	where	the	interpretation	is	relatively	straightforward.	Multiplying	(or	dividing)	a	set	of	scores	by	a	constant	multiplies	(or	divides)	the	variance	by	the	square	of	the	constant	and	the	standard	deviation	by	the	constant:	For	Xnew	5	bXold:
s2new	5	b2s2old	and	snew	5	bsold.	I	should	add	another	way	of	looking	at	the	interpretation	of	confidence	limits.	Imagine	further	that	we	drew	a	huge	number	of	samples	from	that	distribution,	calculated	t	for	each	sample,	and	plotted	the	results.	In	some	ways	the	argument	is	very	petty	and	looks	like	we	are	needlessly	splitting	hairs,	but	in	other
ways	it	reflects	strongly	held	beliefs	on	the	nature	of	probability.	To	explain	this,	we	must	first	consider	degrees	of	freedom	(df).	But	retrospective	power	is	not	a	useful	tool	for	explaining	away	our	own	nonsignificant	results.	In	this	case	we	want	what	is	often	called	the	matched-sample	t	test.	But	when	the	table	is	a	2	3	k	table	things	are	a	bit	more
complicated	because	we	have	three	or	more	sets	of	odds,	and	it	is	not	clear	what	should	form	our	ratio.	Now	let’s	look	at	the	possibilities	of	error.	From	what	we	know	about	the	sampling	distribution	of	b,	it	is	possible	to	set	up	confidence	limits	on	b*,	CI	1	b*	2	5	b	6	1	ta/2	2	c	1	sY	#	X	2	sX"N	2	1	d	where	ta/2	is	the	two-tailed	critical	value	of	t	on	N	–	2
df.	(I	do	not	discuss	scatterplots	and	correlation	until	Chapter	9,	but	a	quick	glance	at	Chapter	9	should	suffice	if	you	have	difficulty.	It	is	clear	from	this	248	Chapter	8	Power	research	that	the	mean	response	latency	for	a	particular	task	is	5.8	seconds	with	a	standard	deviation	of	2	seconds	(based	on	many	hundreds	of	rabbits).	They	all	relate	to
dividing	a	difference	in	means	by	a	standard	deviation.	The	last	characteristic	of	a	distribution	that	we	will	examine	is	kurtosis.	We	were	aiming	for	a	power	estimate	of	.80,	and	to	reach	that	level	of	power	with	our	estimated	effect	size,	we	used	30	participants	in	each	of	the	two	groups.	I	represented	the	critical	value	for	a	two-tailed	test	as	t.025	(50)
5	2.009	above.	The	formula	for	deriving	regression	coefficients	with	five	predictor	variables	would	not	reasonably	be	expected	to	add	to	your	understanding	of	the	resulting	statistics.	These	resampling	procedures	are	extremely	powerful	and	are	beginning	to	play	an	important	role.	In	other	words,	the	order	of	the	observations	is	irrelevant	to	the
study,	whereas	that	is	not	the	case	for	the	Sauerland	et	al.,	example.	The	individual	data	points	and	their	distributions	play	no	role	in	plotting	that	distribution.	Would	the	results	be	clearer,	and	under	what	conditions	might	this	make	sense?	One	group	(5	subjects)	was	told	that	this	was	a	test	of	their	innate	problem-solving	ability;	a	second	group	(5
subjects)	was	told	that	this	was	just	a	timefilling	task.	Rejection	of	this	hypothesis	leads	to	the	conclusion	they	are	not	independent	and	there	is	some	linear	relationship	between	them.	What	conclusions	can	you	draw	from	these	data?	I	am	not	going	to	repeat	the	traditional	approach	because	that	is	laid	out	in	each	of	the	examples	of	how	to	write	up
our	results,	but	the	study	by	Adams	et	al.	dev.	In	addition,	a	separate	Instructor’s	Manual	with	worked	out	solutions	to	all	problems	is	available	from	the	publisher.	Thus,	you	could	say,	“I	can	predict	10%	of	the	variability	of	the	weather	by	paying	attention	to	twinges	in	the	ankle	that	I	broke	last	year—when	it	aches	we	are	likely	to	have	rain,	and
when	it	feels	fine	the	weather	is	likely	to	be	clear.”	This	does	not	imply	that	sore	ankles	cause	rain,	or	even	that	rain	itself	causes	sore	ankles.	When	we	consider	the	substantial	cost	in	time	and	money	that	goes	into	a	typical	experiment,	we	could	argue	that	it	is	remarkably	short-sighted	of	experimenters	not	to	recognize	that	they	may,	from	the	start,
have	only	a	small	chance	of	finding	the	effect	they	are	looking	for,	even	if	such	an	effect	does	exist	in	the	population.1	There	are	very	good	historical	reasons	why	investigators	have	tended	to	ignore	Type	II	errors.	For	the	data	on	reaction	times	in	Table	2.2,	the	median	location	5	(300	1	1)/2	5	150.5.	When	the	data	are	arranged	in	order,	the	150th
time	is	59	and	the	151st	time	is	60;	thus	the	median	is	(59	1	60)/2	5	59.5	hundredths	of	a	second.	Insult	Percentage	distribution	of	students	enrolled	in	degree-granting	institutions,	by	race/ethnicity:	Selected	years,	fall	1976	through	fall	2007	Year	Race/ethnicity	1976	1980	1990	2000	2002	2003	2004	2005	2006	2007	White	Total	minority	Black
Hispanic	Asian	or	Pacific	Islander	American	Indian/Alaskan	Native	Nonresident	alien	82.6	15.4	9.4	3.5	1.8	81.4	16.1	9.2	3.9	2.4	77.6	19.6	9.0	5.7	4.1	68.3	28.2	11.3	9.5	6.4	67.1	29.4	11.9	10.0	6.5	66.7	29.8	12.2	10.1	6.4	66.1	30.4	12.5	10.5	6.4	65.7	30.9	12.7	10.8	6.5	65.2	31.5	12.8	11.1	6.6	64.4	32.2	13.1	11.4	6.7	0.7	0.7	0.7	1.0	1.0	1.0	1.0	1.0	1.0	1.0
2.0	2.5	2.8	3.5	3.6	3.5	3.4	3.3	3.4	3.4	Plot	the	data	over	time	to	illustrate	the	changing	composition	of	students	in	higher	education.	But	Symptoms	are	not	very	nicely	distributed,	so	we	will	take	the	loge	of	Symptoms	and	use	LnSymptoms	as	our	variable.	The	following	data	for	10	subjects	are	taken	from	Kaufman	and	Rock’s	paper	and	present	the
ratio	of	the	diameter	of	the	variable	and	standard	moons.	What	percentage	of	the	counts	will	lie	below	975?	In	that	trial	the	defendant’s	lawyers	tried	to	demonstrate	that	black	defendants	were	more	likely	to	receive	the	death	penalty	if	the	victim	was	white	than	if	the	victim	was	black.	The	variance	sum	law	(discussed	in	Chapter	7,	p.	As	I	said	earlier,
we	can	superimpose	a	true	normal	distribution	on	top	of	a	histogram	and	have	some	idea	of	how	well	we	are	doing,	but	that	is	often	a	misleading	approach.	The	same	kind	of	statement	applies	to	violations	of	the	assumption	of	normality,	provided	that	the	true	populations	are	roughly	the	same	shape	or	else	both	are	symmetric.	This	raises	an	obvious
problem,	because,	as	you	can	imagine,	we	will	need	to	know	the	standard	error	of	a	difference	between	correlations	if	we	are	to	create	a	t	test	on	that	difference.	This	obviously	presents	difficulties	when	we	try	to	solve	for	d,	since	we	need	one	value	for	n.	In	other	words,	we	are	testing	H0	:	mA	5	mB.	Figure	8.4	illustrates	what	happens	to	the	two
sampling	distributions	(H0	and	H1)	as	we	increase	n	or	decrease	s2,	relative	to	Figure	8.3.	Figure	8.4	also	shows	that,	as	s2X	decreases,	the	overlap	between	the	two	distributions	is	reduced	with	a	resulting	increase	in	power.	What	is	the	chi-square	test	on	the	hypothesis	that	College	enrollment	is	independent	of	Gender?	If	you	apply	chi-square	to	a
contingency	table,	and	then	rearrange	one	or	more	rows	or	columns	and	calculate	chi-square	again,	you	will	arrive	at	exactly	the	same	answer.	Sums	of	squares	are	additive	regardless	of	the	degrees	of	freedom	and	thus	are	much	easier	measures	to	use.10	We	earlier	defined	the	residual	or	error	variance	as	s2Y	#	X	5	10	^	2	SSresidual	a	1Y	2	Y2	5
N22	N22	Later	in	the	book	when	I	wish	to	speak	about	a	variance-type	measure	but	do	not	want	to	specify	whether	it	is	a	variance,	a	sum	of	squares,	or	something	similar,	I	will	use	the	vague,	wishy-washy	term	variation.	T.	They	cross-tabulated	the	number	of	childhood	abuse	categories	(in	increasing	order	of	severity)	reported	by	934	undergraduate
women	and	their	reports	of	adult	sexual	abuse.	s2	5	g	1X	2	m22	N		s2	5	g	1X	2	X22	N21	Section	2.9	Boxplots	47	In	the	case	of	s2,	μ	is	known	and	does	not	have	to	be	estimated	from	the	data.	The	Robustness	of	t	with	Heterogeneous	Variances	robust	I	mentioned	that	the	t	test	is	what	is	described	as	robust,	meaning	that	it	is	more	or	less	unaffected	by
moderate	departures	from	the	underlying	assumptions.	Such	a	distribution	is	often	designated	as	N(0,1),	where	N	refers	to	the	fact	that	it	is	normal,	0	is	the	value	of	μ,	and	1	is	the	value	of	s2.	H	O	W	E	L	L	University	of	Vermont	Australia	•	Brazil	•	Japan	•	Korea	•	Mexico	•	Singapore	•	Spain	•	United	Kingdom	•	United	States	This	page	intentionally
left	blank	This	is	an	electronic	version	of	the	print	textbook.	We	then	introduce	the	sample	size	and	compute	d,	and	finally	we	use	d	to	compute	the	power	of	our	design	from	Appendix	Power.	It	just	changes	the	numerical	values	on	the	abscissa.	In	fact	they	can	be	an	infinite	set	of	numbers,	such	as	the	set	of	all	possible	cartoon	drawings	that	students
could	theoretically	produce,	which	would	be	impossible	to	collect.	This	rather	grim	preamble	may	not	sound	like	a	great	way	to	introduce	a	course	on	statistics,	but	it	leads	to	a	description	of	a	practical	research	project,	which	in	turn	illustrates	a	number	of	important	statistical	concepts.	However,	you	will	often	come	across	Q-Q	plots	where	one	or
both	axes	are	in	different	units,	which	is	not	a	problem.	If	we	ran	a	rat	through	three	trials	on	a	given	day	and	his	times	were	(1.2,	1.3,	and	20	seconds),	that	would	have	the	same	meaning	to	us—in	terms	of	what	it	tells	us	about	the	rat’s	knowledge	of	the	task—as	if	his	times	were	(1.2,	1.3,	and	136.4	seconds).	The	YSR	and	its	scoring	system	have
been	meticulously	developed	over	the	years,	and	we	can	have	complete	confidence	that	the	standard	deviation	of	scores	of	a	whole	population	of	normal	children	will	be	10	or	so	close	that	the	difference	would	not	be	meaningful.	An	estimator	whose	expected	value	equals	the	parameter	to	be	estimated	is	called	an	unbiased	estimator	and	that	is	a	very
important	property	for	a	statistic	to	possess.	©	Cengage	Learning	2013	28	Section	2.5	Describing	Distributions	29	Distribution	for	All	Trials	500	300	200	100	0	10	20	Figure	2.11	kurtosis	mesokurtic	platykurtic	leptokurtic	30	40	50	60	70	80	90	Reaction	time	100	110	120	130	140	©	Cengage	Learning	2013	Frequency	400	Frequency	distribution	of
Bradley’s	reaction-time	data	It	is	important	to	consider	the	difference	between	Bradley’s	data,	shown	in	Figure	2.11,	and	the	data	that	I	generated,	shown	in	Figures	2.1	and	2.2.	Both	distributions	are	positively	skewed,	but	my	data	generally	show	longer	reaction	times	without	the	second	cluster	of	points.	t5	6	2.12	5	D2m	sD/	!n	7.26	2	m	7.16/"17	5
7.26	2	m	1.74	m	5	62.12	3	1.74	1	7.26	5	63.69	1	7.26	7.26	2	3.69	#	m	#	7.26	1	3.69	3.57	#	m	#	10.95	Here	we	can	see	that	even	at	the	low	end	girls	gained	about	3.5	pounds,	which,	given	a	mean	pre-treatment	weight	of	83.23,	is	a	4%	gain.	A	nonrandom	sample	of	subjects	or	participants	may	still	be	useful	for	us	if	we	can	convince	ourselves	and
others	that	it	closely	resembles	what	we	would	obtain	if	we	could	take	a	truly	random	sample.	The	only	way	that	we	can	do	this	is	to	be	careful	to	apply	those	methods	and	procedures	only	when	we	have	faith	that	our	results	would	generally	represent	the	population	of	interest.	What	I	have	done	in	this	example	is	normally	referred	to	as	bootstrapping.
2.11	deciles	percentiles	Percentiles,	Quartiles,	and	Deciles	A	distribution	has	many	properties	besides	its	location	and	dispersion.	The	smooth	distribution	superimposed	on	the	Section	3.1	The	Normal	Distribution	67	30	20	10	0	.0	87	.0	83	.0	79	.0	75	.0	71	.0	67	.0	63	.0	59	.0	55	.0	51	.0	47	.0	43	.0	39	.0	35	.0	31	.0	27	.0	23	.0	19	.0	15	.0	11	Behavior
Problem	Score	Figure	3.3	©	Cengage	Learning	2013	Frequency	Std.	Thus,	t5	.529"105	"1	2	.529	2	5	.529"105	".720	5	6.39	Here	again	we	will	reject	H0	:	r	5	0.	With	the	exception	of	very	unusual	circumstances,	restricting	the	range	of	X	will	increase	r	only	when	the	restriction	results	in	eliminating	some	curvilinear	relationship.	Thus,	t5	.532"26	"1	2
.5322	5	.532"26	".717	5	3.202	This	value	of	t	is	significant	at	a	5	.05	(two-tailed),	and	we	can	thus	conclude	that	there	is	a	significant	relationship	between	SAT	scores	and	scores	on	Katz’s	test.	(1998)	on	stereotype	threat.	This	is	what	Jones	and	Tukey	call	a	“reversal,”	and	the	probability	of	making	this	error	if	we	use	a	one-tailed	test	at	a	5	.05	is	.05.
Here	the	expected	quantiles	from	a	normal	distribution	and	the	obtained	quantiles	from	our	sample	would	not	agree.	It	also	agrees	well	with	the	modal	interval	(60–64).	(A	lack	of	independence	would	not	invalidate	anything	we	have	done	with	these	data	in	this	chapter.)	2.24	The	following	figure	is	adapted	from	a	paper	by	Cohen,	Kaplan,	Cunnick,
Manuck,	and	Rabin	(1992),	which	examined	the	immune	response	of	nonhuman	primates	raised	in	stable	and	unstable	social	groups.	8*	8.	In	fact	they	are	performing	(nonsignificantly)	below	chance.	I	should	point	out	that	in	general	it	is	surprisingly	difficult	to	find	a	significant	difference	between	two	independent	rs	for	any	meaningful	comparison
unless	the	sample	size	is	quite	large.	Everyone	has	had	experience	with	examinations	on	which	all	students	received	approximately	the	same	grade	and	with	those	on	which	the	scores	ranged	from	excellent	to	dreadful.	This	argument	is	a	derivative	of	the	one	in	the	previous	paragraph.	1.16	We	trained	rats	to	run	a	straight-alley	maze	by	providing
positive	reinforcement	with	food.	To	do	so	it	is	necessary	to	identify	the	behavior	separately	for	each	child	so	that	we	know	whether	each	specific	child	sought	help	in	the	fall	and/or	in	the	spring.	Because	of	the	way	that	I	have	chosen	to	run	the	experiment,	assume	that	I	can	expect	that	18	males	will	be	in	the	Control	group	and	12	in	the	Threat	group.
1.10	Give	an	example	of	a	study	in	which	we	do	not	care	about	the	actual	numerical	value	of	a	population	average,	but	want	to	know	whether	the	average	of	one	population	is	greater	than	the	average	of	a	different	population.	Consider	a	set	of	data	that	range	from	roughly	0	to	10,	with	a	mean	of	5.	Thus,	there	should	be	a	relationship	between	an
individual’s	anxiety	level	before	donating	blood	and	her	anxiety	level	after	donating	blood.	On	the	other	hand	if	we	use	the	existing	data	on	stress	to	predict	a	mean	symptom	score	conditional	on	a	particular	degree	of	stress,	we	don’t	have	to	worry	about	that	extra	source	of	error.	We	will	use	Unah	and	Boger’s	data	on	criminal	sentencing	for	this
example	because	it	illustrates	Fisher’s	Exact	Test	as	well	as	other	tests.	A	Web	page	that	will	get	you	started	on	using	R	is	available	at	www	.uvm.edu/~dhowell/methods8/R-Programs/Using-R.html.	Such	an	assumption	is	often	reasonable.	A	prediction	interval	needs	to	take	into	account	both	the	uncertainty	of	a	mean	of	Y	conditional	on	a	fixed	value
of	Y,	and	the	variability	of	observations	around	that	mean.13	13	A	nice	discussion	of	this	distinction	can	be	found	at	/CIvsPI.html.	They	expect	latencies	to	decrease	by	about	1	second,	and	they	plan	to	run	a	one-sample	t	test	(of	m0	5	5.8).	We	might	write	Everitt	ran	a	study	on	the	effect	of	family	therapy	on	weight	gain	in	girls	suffering	from	anorexia.
I	will	discuss	two	of	many	approaches	to	fitting	curves,	one	of	which	superimposes	a	normal	distribution	(to	be	discussed	more	extensively	in	the	next	chapter)	and	the	other	uses	what	is	known	as	a	kernel	density	plot.	Further	assume	that	from	past	data	we	think	that	s	is	approximately	10.	Interpret	the	coefficients.	However,	the	emphasis	that	Tukey
placed	on	the	need	to	closely	examine	your	data	has	been	very	influential,	in	part	because	of	the	high	esteem	in	which	Tukey	was	held	as	a	statistician.	An	excellent	example	of	such	a	scale	is	the	ranks	in	the	Navy.	(I	would	have	to	think	a	lot	harder	about	the	case	where	you	had	3	measurements	from	each	of	85	children.)	At	the	risk	of	confusing
things	even	further,	suppose	that	I	was	interested	in	strategies	for	RPS.	Chapter	8	Power	With	kind	permission	from	Franz	Faul,	Edgar	Erdfelder,	Albert-Georg	Lang	and	Axel	Buchner/G*Power	244	Figure	8.5	Main	screen	from	G*Power	(version	3.1.2)	authors	of	G*Power	can	be	found	at	/aap/gpower3/download-and-register/Dokumente/GPower3-
BRM-Paper.pdf	and	offers	an	excellent	discussion	of	its	use.	1.17	What	does	Exercise	1.16	say	about	speed	used	as	an	index	of	motivation?	Finally,	I	should	note	that	the	increase	in	interest	in	using	trimmed	means	and	Winsorized	variances	in	testing	hypotheses	carries	over	to	the	issue	of	effect	sizes.	The	relative	risk	ratio	of	being	abused	as	an	adult
with	only	one	category	of	childhood	abuse,	relative	to	the	risk	of	abuse	for	the	non-childhood	abused	group	was	1.27.	If	the	distribution	is	normal	the	plot	should	form	a	straight	line	running	at	Chapter	3	The	Normal	Distribution	a	45-degree	angle.	In	the	case	of	s2,	however,	μ	is	not	known	and	must	be	estimated	from	the	sample	mean	(X).	The	normal
distribution	has	a	specific	definition,	but	we	will	put	that	off	until	the	next	chapter.	Testing	the	Hypothesis	that	r	Equals	any	Specified	Value	Now	that	we	have	discussed	the	concept	of	r9,	we	are	in	a	position	to	test	the	null	hypothesis	that	r	is	equal	to	any	value,	not	just	to	zero.	And	suppose	that	I	take	his	results	as	my	best	guess	of	the	relevant
parameters.	We	would	expect	such	times	to	trail	off	to	the	right	(referred	to	as	being	positively	skewed)	because	there	is	some	limit	on	how	quickly	the	person	80	60	40	20	Std.	You	can	see	what	happens	when	you	draw	random	samples	from	a	population	that	is	normal	by	going	to	and	clicking	on	“Hotlist	for	Java	Applets.”	Just	click	on	the	histogram,
and	it	will	present	another	histogram	that	you	can	modify	in	various	ways.	Suppose	that	the	laboratory	referred	to	in	Exercise	8.7	decided	not	to	run	one	group	and	compare	it	against	m0	5	5.8,	but	instead	to	run	two	groups	(one	with	and	one	without	lesions).	Chapter	7	Hypothesis	Tests	Applied	to	Means	Objectives	To	introduce	the	t	test	as	a
procedure	for	testing	hypotheses	with	measurement	data,	and	to	show	how	it	can	be	used	with	several	different	designs.	The	dependent	variable	is	the	number	of	simple	arithmetic	problems	the	subjects	can	solve	in	2	minutes.	It	does	not	apply	to	this	example,	and	we	will	see	it	again	in	Chapter	10.	To	see	why	this	would	be	the	case,	imagine	two
randomly	selected	pairs	of	points—for	example,	(23,	18)	and	(40,	66).	That	is	to	say,	we	frequently	assume	that	if	we	were	to	obtain	the	whole	population	of	observations,	the	resulting	distribution	would	closely	resemble	the	normal	distribution.	Dev	=	13.011	Mean	=	60.26	N	=	300	0	25	Figure	2.4	2	50	75	RxTime	100	125	©	Cengage	Learning	2013
Frequency	Kernel	density	plots	In	Figure	2.4,	we	superimposed	a	theoretical	distribution	on	the	data.	261)	is	nearly	equivalent	to	the	ratio	of	the	variance	terms	corresponding	to	the	sums	of	squares	in	the	equation.	One	reason	to	trim	is	to	eliminate	the	influence	of	those	extreme	scores.	However,	the	distribution	for	Symptoms	(not	shown)	was
decidedly	skewed.	Sometimes	odds	ratios	here	don’t	make	much	sense,	but	sometimes	they	do—especially	when	the	levels	of	one	variable	form	an	ordered	series.	An	excellent	program	named	G*Power	by	Faul	and	Erdfelder	is	available	on	the	Internet	at	.psycho.uni-duesseldorf.de/abteilungen/aap/gpower3/,	and	there	are	both	Macintosh	and	Windows
programs	at	that	site.	Thus,	for	example,	when	d	5	0.50,	80%	of	the	two	distributions	overlap	(Cohen,	1988).	2.7	Measures	of	Central	Tendency	measures	of	central	tendency	measures	of	location	We	have	seen	how	to	display	data	in	ways	that	allow	us	to	begin	to	draw	some	conclusions	about	what	the	data	have	to	say.	6.314	2.920	2.353	2.132	2.015
1.943	1.895	1.860	1.833	1.812	...	(But	if	you	are	really	interested	in	salaries,	the	median	would	probably	be	a	better	measure	than	the	mean.)	Computational	Formulae	for	the	Variance	and	the	Standard	Deviation	The	previous	expressions	for	the	variance	and	the	standard	deviation,	although	perfectly	correct,	are	incredibly	unwieldy	for	any
reasonable	amount	of	data.	This	test	is	sufficiently	awkward	that	you	would	not	use	it	simply	because	you	are	missing	two	or	three	observations.	The	chisquare	test	on	this	contingency	table	tests	the	null	hypothesis	that	there	was	an	equal	degree	of	change	in	the	two	groups.	R	is	becoming	surprisingly	popular	in	many	different	disciplines	and	I	would
expect	that	to	continue.	First	we	must	specify	the	null	and	alternative	hypotheses:	H0	:	m1	5	m2	H1	:	m1	?	Cengage	Learning	products	are	represented	in	Canada	by	Nelson	Education,	Ltd.	10*	10.	278	SPSS	output	on	Katz	et	al.	Sig.”?	If	we	were	to	measure	the	health	of	a	nation	by	life	expectancy	(admittedly	not	the	only,	and	certainly	far	from	the
best,	measure),	it	would	appear	that	the	total	amount	of	money	we	spend	on	health	care	bears	no	relationship	to	the	resultant	quality	of	health	(assuming	that	different	countries	apportion	their	expenditures	in	similar	ways).	This	table	basically	shows	how	children	changed	or	didn’t	change	as	a	result	of	the	intervention.	(The	exact	probability	for	a
two-tailed	test	would	be	.00000000000018,	which	is	obviously	a	significant	result.)	So	Williamson	has	every	reason	to	believe	that	children	in	his	study	do	not	represent	a	random	sample	of	scores	from	the	anxious/depressed	subscale	of	the	YSR.	The	probability	of	doing	this	is	what	we	mean	by	power,	and	it	is	shown	in	the	unshaded	area	of	the	H1
distribution.	(The	actual	mean	and	standard	deviation	for	this	particular	sample	are	49.1	and	10.56,	respectively.)	One	thing	that	you	might	note	from	this	distribution	is	that	if	you	add	the	frequencies	of	subjects	falling	in	the	intervals	52–54	and	54–56,	you	will	find	that	54	students	obtained	scores	between	52	and	56.	It	can’t	happen!	The	argument	is
sometimes	made	that	retrospective	power	tells	you	more	than	you	can	learn	from	the	obtained	p	value.	If	I	asked	you	to	tell	me	whether	the	number	“6”	was	included	as	one	of	a	set	of	five	digits	that	you	just	saw	presented	on	a	screen,	do	you	use	sequential	processing	to	search	your	short-term	memory	of	the	screen	and	say	“Nope,	it	wasn’t	the	first
digit;	nope,	it	wasn’t	the	second,”	and	so	on?	(Examples	of	Behavior	Problem	categories	are	“Argues,”	“Impulsive,”	“Shows	off,”	and	“Teases.”)	Figure	3.3	is	a	histogram	of	data	from	289	junior	high	school	students.	Finally,	consider	a	situation	in	which	there	is	no	relationship	between	X	and	Y.	People	often	think	of	standardized	scores	as	being
normally	distributed,	but	there	is	absolutely	no	requirement	that	they	be.	(You	might	argue	that	it	is	trimodal,	with	another	peak	at	1201	minutes,	but	that	is	a	catchall	interval	for	“all	other	values,”	so	it	does	not	make	much	sense	to	think	of	it	as	a	modal	value.)	The	Median	median	(Mdn)	The	median	(Mdn)	is	the	score	that	corresponds	to	the	point	at
or	below	which	50%	of	the	scores	fall	when	the	data	are	arranged	in	numerical	order.	Chapter	3	The	Normal	Distribution	Objectives	To	develop	the	concept	of	the	normal	distribution	and	how	we	can	judge	the	normality	of	a	sample.	Thus,	the	sum	of	(X	–	X)(Y	–	Y)	will	be	large	and	positive,	giving	us	a	large	positive	covariance.	The	explanation	is	based
on	odds	ratios,	which	I	won’t	discuss	until	the	next	section.	I	could	take	a	chance	and	run	the	study,	but	it	would	be	very	awkward	if	the	experiment	failed.	Overlay	the	frequency	distribution	from	part	(b)	on	the	one	from	Exercise	2.1.	Use	a	back-to-back	stem-and-leaf	display	(see	Figure	2.5)	to	compare	the	data	from	Exercises	2.1	and	2.4.	2.6	Create
a	positively	skewed	set	of	data	and	plot	it.	The	simple	answer	to	this	question	is	that	we	have	something	better.	Presumably	it	is	obvious	to	a	physicist	what	it	means	to	say	that	the	relationship	is	logarithmic.	The	idea	of	transforming	a	variable	so	that	X	5	0	has	a	meaningful	interpretation	has	wide	applicability	in	statistics,	not	just	for	regression
problems.	For	all	practical	purposes	it	is	the	unadjusted	correlation	coefficient	that	we	want.	This	value	is	called	an	outlier	because	it	is	widely	separated	from	the	rest	of	the	data.	For	the	one-sample	t,	that	function	will	be	!n,	and	d	will	then	be	defined	as	d	5	d!n.	Cohen	(1969)	originally	developed	these	guidelines	only	for	those	who	had	no	other	way
of	estimating	the	effect	size.	(If	you	make	comparisons	sequentially,	the	time	to	make	a	decision	should	increase	as	the	number	of	digits	in	the	comparison	set	increases.	And,	when	we	are	talking	about	low	probability	events,	such	as	having	a	heart	attack,	the	odds	ratio	is	usually	a	very	good	estimate	of	what	the	7	In	computing	an	odds	ratio	there	is
no	rule	as	to	which	odds	go	in	the	numerator	and	which	in	the	denominator.	In	our	example,	the	difference	is	1.71%	2	0.94%	5	.77%.	The	quantity	SSresidual	is	the	sum	of	squares	of	Y	that	is	independent	of	X	and	is	a	measure	of	the	amount	of	error	remaining	even	after	we	use	X	to	predict	Y.	The	largest	value	of	z	in	the	table	is	4.00.	The	simplest
form	merely	says	that	the	sampling	distribution	of	the	mean	approaches	normal	as	n	increases.	The	point	that	cuts	off	the	lowest	25%	of	the	distribution	is	called	the	first	quartile	and	is	usually	denoted	as	Q1.	What	would	it	mean	to	our	interpretation	of	the	relationship	between	gender	of	the	parent	and	some	other	variable	(e.g.,	subject’s	level	of
depression)	if	the	gender	of	the	parent	is	itself	related	to	the	gender	of	the	subject?	The	general	problem	then	becomes	one	of	developing	an	equation	to	predict	one	variable	from	knowledge	of	the	other	(regression)	and	of	obtaining	a	measure	of	the	degree	of	this	relationship	(correlation).	Because	we	want	an	average,	we	next	divide	that	sum	by
some	function	of	N,	the	number	of	scores.	Dev	=	12.93	Mean	=	49.5	N	=	5000.00	0	5.	Because	I	have	found	that	students,	and	faculty,	frequently	refer	back	to	the	book	from	which	they	originally	learned	statistics	when	they	have	a	statistical	problem,	I	have	included	material	that	will	make	the	book	a	useful	reference	for	future	use.	In	the	next
section	we	will	go	a	step	further	and	look	at	measures	that	deal	with	how	the	observations	are	dispersed	around	that	central	tendency,	but	first	we	must	address	how	we	identify	the	center	of	the	distribution.	Although	we	might	be	able	to	make	an	intelligent	guess	at	sX1	or	sX2,	we	probably	have	no	idea	about	sX1	2X2.	Some	nonlinear
transformations	are	so	common	that	we	don’t	normally	think	of	them	as	transformations.	If	the	area	outside	z	5	61	is	0.3174,	then	the	area	between	z	5	11	and	z	5	–1	is	equal	to	1	–	0.3174	5	0.6826.	Some	notational	2	5	systems	use	g	i51	g	j51	Xij,	which	translates	as	“sum	the	X	ijs	where	i	takes	on	values	1	and	2	and	j	takes	on	all	values	from	1	to	5.”
You	need	to	be	aware	of	this	system	of	notation	because	some	other	textbooks	use	it.	Finally,	a	third	column	contains	the	frequency	associated	with	each	cell.	Some	authors	have	ignored	the	problem	totally,	whereas	others	have	organized	whole	textbooks	around	the	different	scales.	Independent	variables	may	be	either	quantitative	or	qualitative	and
discrete	or	continuous,	whereas	dependent	variables	are	generally,	but	certainly	not	always,	quantitative	and	continuous,	as	we	are	about	to	define	those	terms.1	We	make	a	distinction	between	discrete	variables,	such	as	gender	or	high-school	class,	which	take	on	only	a	limited	number	of	values,	and	continuous	variables,	such	as	age	and	self-esteem
score,	which	can	assume,	at	least	in	theory,	any	value	between	the	lowest	and	highest	points	on	the	scale.2	As	you	will	see,	this	distinction	plays	an	important	role	in	the	way	we	treat	data.	In	this	and	subsequent	chapters,	we	will	deal	with	a	different	type	of	data,	which	I	have	previously	termed	measurement	or	quantitative	data.	In	this	section	we
will	consider	the	case	12	SPSS	will	give	you	the	confidence	limits	that	I	calculated	if	you	use	Analyze,	Descriptive	statistics/Explorer.	It	is	important	not	to	just	gloss	over	this	idea.	7.50	Present	meaningful	effect	sizes	estimate(s)	for	the	two	independent	group	data	in	Exercise	7.31.	Therefore,	I	am	using	SATV	as	the	dependent	variable,	even	though	it
was	actually	taken	prior	to	the	experiment.	For	the	second	measure,	CV	5	(10.5/75)	3	100	5	14.	Notice	that	we	still	have	a	clear	pattern	to	the	residuals.	Two	of	the	simplest	are	a	histogram	(discussed	in	Chapter	2)	and	its	closely	related	cousin,	the	bar	chart.	This	actually	turns	out	to	be	an	easier	test	than	you	might	suspect.	Finally,	it	will	appear	in
important	ways	when	we	talk	about	multiple	regression.	If	one	member	of	a	couple	provides	data,	so	does	the	other	member.	In	all	other	cases—including	almost	all	situations	with	which	we	will	deal—some	measure	of	central	tendency	must	be	chosen.	I	recommend	that	you	always	square	correlation	coefficients	to	get	some	idea	of	whether	you	are
talking	about	anything	important.11	In	our	symptoms-and-stress	example,	r2	5	.5292	5	.280.	In	other	words	the	distribution	was	truncated	on	the	left.	What	alternatives	could	you	suggest?	These	data	were	generated	by	Bradley	(1963),	who	instructed	subjects	to	press	a	button	as	quickly	as	possible	whenever	a	small	light	came	on.	(Remember	that	we
care	about	areas	because	they	translate	directly	to	probabilities.)	We	already	have	seen	that	z	scores	represent	standard	deviations	from	the	mean,	and	thus	we	know	that	we	want	to	find	the	area	above	z	5	1.	An	alternative	way	of	comparing	groups	is	to	note	that	the	Threat	group	answered	32%	fewer	items	correctly	than	did	the	Control	group.	3.11
A	number	of	years	ago	a	friend	of	mine	produced	a	diagnostic	test	of	language	problems.	The	first	collapses	the	data	into	bins	with	breakpoints	at	72.5,	77.5,	82.5,	.	Exhibit	9.1	illustrates	the	analysis	using	SPSS	regression.	An	immediate	difficulty	arises,	however,	because	the	absolute	value	of	covXY	is	also	a	function	of	the	standard	deviations	of	X
and	Y.	Using	Computer	Software	for	t	Tests	on	Matched	Samples	The	use	of	almost	any	computer	software	to	analyze	matched	samples	can	involve	nothing	more	than	using	a	compute	command	to	create	a	variable	that	is	the	difference	between	the	two	scores	we	are	comparing.	Crawford	and	Howell	(1998)	addressed	this	problem	and	showed	that
we	can	substitute	the	t	distribution	for	z.	Modify	the	raw	data,	keeping	N	at	40,	so	that	the	two	statistics	move	even	farther	apart.	They	asked	each	member	of	91	married	couples	to	rate	the	degree	to	which	they	agreed	with	“Sex	is	fun	for	me	and	my	partner”	on	a	four-point	scale	ranging	from	“never	or	occasionally”	to	“almost	always.”	The	data
appear	below:	Wife’s	Rating	Husband’s	Rating	Never	Fairly	Often	Very	Often	Almost	Always	Total	Never	7	2	1	2	12	Fairly	Often	7	8	5	8	28	Very	Often	2	3	4	9	18	Almost	Always	3	7	9	14	33	Total	19	20	19	33	91	a.	Key	Terms	Normal	distribution	(Introduction)	Pivotal	quantity	(3.2)	Kolmogorov-Smirnov	test	(3.5)	Bar	chart	(Introduction)	Deviation	score
(3.2)	Standard	scores	(3.6)	Abscissa	(3.1)	z	score	(3.2)	Percentile	(3.6)	Ordinate	(3.1)	Prediction	interval	(3.4)	T	scores	(3.6)	Standard	normal	distribution	(3.2)	Quantile-quantile	(Q-Q)	plots	(3.5)	Exercises	3.1	Assume	that	the	following	data	represent	a	population	with	μ	5	4	and	s	5	1.63:	X	5	[1	2	2	3	3	3	4	4	4	4	5	5	5	6	6	7]	a.	Anyone	reviewing	our	work
would	be	concerned	with	the	reliability	of	our	measure—	how	do	we	know	that	this	judge	was	doing	any	better	than	flipping	a	coin?	Considerable	work	has	been	done	with	ethnic	groups	who	are	stereotypically	reputed	to	do	poorly	in	some	area,	but	Aronson	et	al.	Similarly,	some	people	are	severely	disabled	whereas	others	are	only	mildly	disabled.
For	these	data	x2	5	25.014	on	one	degree	of	freedom,	which	is	statistically	significant	at	a	5	.05,	indicating	that	there	is	a	relationship	between	whether	or	not	one	takes	aspirin	daily,	and	whether	one	later	has	a	heart	attack.	Winer’s	Statistical	Principles	in	Experimental	Design	(1962,	1971)	dominated	a	large	part	of	the	field	of	psychological	statistics
and	influenced	how	experiments	were	designed,	run,	and	analyzed.	The	first	has	to	do	with	whether	the	sample	is	representative	of	the	population	to	which	it	is	intended	to	make	inferences.	Q-Q	plots	The	idea	behind	quantile-quantile	(Q-Q)	plots	is	basically	quite	simple.	Section	6.6	6.6	Summary	of	the	Assumptions	of	Chi-Square	153	Summary	of	the
Assumptions	of	Chi-Square	Because	of	the	widespread	misuse	of	chi-square	still	prevalent	in	the	literature,	it	is	important	to	pull	together	in	one	place	the	underlying	assumptions	of	x2.	A	student	who	has	done	very	little	work	all	year	has	reported	finding	62	seat	belt	users	out	of	100.	Our	obtained	value	of	t	(4.18)	exceeds	2.12,	so	we	will	reject	H0
and	conclude	that	the	difference	scores	were	not	sampled	from	a	population	of	difference	scores	where	mD	5	0.	How	would	you	interpret	these	results?	Dev	=	10.56	Mean	=	49.1	N	=	289.00	Figure	3.4	A	characteristic	normal	distribution	representing	the	distribution	of	Behavior	Problem	scores	abscissa	ordinate	raw	data	in	Figure	3.4	is	a
characteristic	normal	distribution.	s2Y.X	5	conditional	distribution	Direct	calculation	of	the	standard	error	of	estimate	S	1	Y	2	Y^	2	2	3.128	5	5	0.030	N22	105	Y^	Y	2	Y^	4.557	0.038	4.532	0.012	4.378	0.004	4.472	20.223	4.326	0.279	4.429	0.262	4.343	20.216	4.386	0.008	4.498	20.193	4.592	0.204	...	For	data	sets	without	tied	scores,	or	for	large
samples,	the	quartiles	will	bracket	the	middle	50%	of	the	scores.	Use	any	statistical	package	to	tabulate	Gender	against	College.	Department	A	actually	admitted	significantly	more	women	than	men.	(For	example,	when	we	were	calculating	z,	we	rejected	H0	at	the	.05	level	of	significance	whenever	z	exceeded	61.96.	Explain	how	this	tests	the	null
hypothesis.	We	can	work	out	what	a	statistic	will	look	like	when	drawing	from	almost	any	population.	If	the	population	is	markedly	skewed,	sample	sizes	of	30	or	more	may	be	required	before	the	means	closely	approximate	a	normal	distribution.	Estimating	the	Effect	Size	The	first	task	is	to	estimate	d,	because	it	will	form	the	basis	for	future
calculations.	A	common	suggestion	in	the	literature	claims	that	if	the	study	was	not	significant,	but	had	high	retrospective	power,	that	result	speaks	to	the	acceptance	of	the	null	hypothesis.	A	Classic	Example	prospective	study	cohort	studies	randomized	clinical	trial	retrospective	study	case-control	design	An	important	study	of	the	beneficial	effects	of
small	daily	doses	of	aspirin	on	reducing	heart	attacks	in	men	was	reported	in	1988.	This	is	not	true	in	a	histogram.)	Here	again	you	can	see	that	the	various	areas	of	the	60.00	40.00	20.00	0.00	CSW	CSW-cl	IDU	Source	MSM	Oth	©	Cengage	Learning	2013	Percentage	bar	chart	65	Figure	3.2	Bar	chart	showing	percentage	of	HIV/AIDS	cases	attributed
to	different	sources	66	Chapter	3	The	Normal	Distribution	distribution	are	related	to	probabilities.	Gosset	showed	that	if	the	data	are	sampled	from	a	normal	distribution,	using	s2	in	place	of	s2	would	lead	to	a	particular	sampling	distribution,	now	generally	known	as	Student’s	t	distribution.	The	cows	closest	to	but	still	inside	the	fence	are	the	adjacent
values.	External	validity	refers	to	the	question	of	whether	the	sample	reflects	the	population.	The	absolute	value	is	indicated	by	vertical	bars	around	the	number,	e.g.,	|23|	5	3.)	The	suggestion	to	use	absolute	values	makes	sense	because	we	want	to	know	how	much	scores	deviate	from	the	mean	without	regard	to	whether	they	are	above	or	below	it.
Plotting	data	shows	the	general	shape	of	the	distribution	and	gives	a	visual	sense	of	the	general	magnitude	of	the	numbers	involved.	In	Figure	9.9b	you	can	see	the	residuals	from	the	previous	regression	plotted	as	a	function	of	rank,	with	a	spline	superimposed.	There	are	also	other	transformational	scoring	systems	with	particular	properties,	some	of
which	people	use	every	day	without	realizing	what	they	are.	Assume	that	you	have	in	front	of	you	the	three	numbers	6,	8,	and	10.	From	the	definitional	formula	for	the	variance,	you	will	see	that	a	score	of	5	(the	mean)	contributes	nothing	to	the	variance,	because	the	deviation	score	is	0.	398	12.9	Computer	Solutions	12.10	Trend	Analysis	CHAPTER	13
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behavioral	and	social	sciences,	especially	psychology	and	education.	A	short	program	to	compute	these	intervals	using	R	and	the	MBESS	library	are	available	on	the	book’s	Web	site	named	KellyCI.R.	Some	words	of	caution.	If	you	would	like	to	download	an	inexpensive	package	that	will	do	almost	everything	you	will	need,	I	recommend	OpenStat.	This
is	not	nearly	as	difficult	as	it	looks,	but	in	practice	you	are	unlikely	ever	to	have	to	make	the	calculations.	It	is	a	function	of	(1)	a,	the	probability	of	a	Type	I	error,	(2)	the	true	alternative	hypothesis	(H1),	(3)	the	sample	size,	and	(4)	the	particular	test	to	be	employed.	(We	do	not	need	to	use	symmetric	limits,	but	we	typically	do	because	they	usually
make	the	most	sense	and	produce	the	shortest	interval.)	From	Appendix	z	we	see	that	these	values	are	z	5	61.96.	The	norms	for	the	PDI	indicate	that	the	population	mean	should	be	100.	This	agreement	will	not	be	the	case,	however,	for	very	small	samples.	The	mean	of	the	sampling	distribution	is	(m1	2	m2),	and,	as	we	saw,	the	standard	error	of
differences	between	means16	is	16	Remember	that	the	standard	deviation	of	any	sampling	distribution	is	called	the	standard	error	of	that	distribution.	In	this	case	you	simply	take	the	square	root	of	that	F	to	obtain	the	t	statistics	we	are	discussing	here.	184	Chapter	7	Hypothesis	Tests	Applied	to	Means	Sampling	Distribution	of	Variance	with	Sample
Size	=	5	Normal	Q-Q	Plot	2000	350	Mean	is	50.1005	Sample	Quantiles	Frequency	1500	1000	500	250	150	50	0	0	50	100	150	Sample	Variance	200	–4	250	0	2	4	–2	0	2	Theoretical	Quantiles	4	Theoretical	Quantiles	Sampling	Distribution	of	Variance	with	Sample	Size	=	30	Normal	Q-Q	Plot	2000	120	Mean	is	50.125	Sample	Quantiles	1500	Frequency	–2
1000	500	100	80	60	40	20	0	0	Figure	7.3	50	100	150	Sample	Variance	200	250	–4	Sampling	distribution	of	the	sample	variance	for	sample	sizes	of	n	5	5	and	30	The	t	Statistic	We	are	going	to	take	the	formula	that	we	just	developed	for	z,	z5	X2m	X2m	X2m	5	5	s	sX	s2	!n	Ån	and	substitute	s	for	s	to	give	t5	X2m	X2m	X2m	5	5	s	sX	s2	!n	Ån	Because	we
know	that	for	any	particular	sample,	s2	is	more	likely	than	not	to	be	smaller	than	the	appropriate	value	of	s2,	we	know	that	the	denominator	will	more	often	be	larger	©	Cengage	Learning	2013	0	Section	7.3	Testing	a	Sample	Mean	When	s	is	Unknown—The	One-Sample	t	Test	185	t∞	=	z	f(t)	t1	–3	–2	–1	0	t	1	2	3	©	Cengage	Learning	2013	t	30	Annals
of	Eugenics	Figure	7.4	t	distribution	for	1,	30,	and	`	degrees	of	freedom	along	with	its	originator.	First,	there	are	far	too	many	such	students.	In	this	situation	a	curved	line	might	best	fit	the	data.	How	do	you	search	back	through	your	memory	and	identify	the	person	who	just	walked	in	as	Jennifer?	The	Mantel-Haenszel	statistic	(often	referred	to	as
the	Cochran-MantelHaenszel	statistic	because	of	Cochran’s	(1954)	early	work	on	it)	is	designed	to	deal	with	just	these	situations.	It	is	important	to	note	that	we	are	not	asking	if	our	case	came	from	a	population	with	a	mean	less	than	the	mean	of	the	normative	sample.	This	is	not	usually	a	serious	problem.	For	chance	performance	we	would	predict	an
average	of	5	correct	trials	out	of	10.	(For	an	interesting	nine-year	follow-up	of	this	study,	see	Achenbach,	C.	On	the	other	hand,	when	you	have	very	large	samples	the	test	is	very	likely	to	reject	the	hypothesis	of	normality	even	though	minor	deviations	from	normality	will	not	be	a	problem.	8	An	excellent	discussion	of	why	many	people	prefer	risk	ratios
to	odds	ratios	can	be	found	at	.edu/~myl/languagelog/archives/004767.html	Section	6.11	Effect	Sizes	163	risk	ratio	would	be.9	(Sackett,	Deeks,	and	Altman	(1996),	referred	to	above,	agree	that	this	is	one	case	where	an	odds	ratio	is	useful—and	it	is	useful	primarily	because	in	this	case	it	is	so	close	to	a	relative	risk.)	The	odds	ratio	is	equally	valid	for
prospective,	retrospective,	and	cross-sectional	sampling	designs.	Then	sX1	2X2	5	3.10"2	1	1	2	.40	2	5	3.10"2	1	.60	2	5	3.10"1.2	5	3.40	d5	m1	2	m	2	2.03	5	5	0.60	sX1	2X2	3.40	d	5	0.60!30	5	3.29	Power	5	.91	We	see	that	as	r	drops,	so	does	power.	They	took	586	women	who	had	planned	pregnancies	and	asked	how	many	menstrual	cycles	it	had	taken
for	them	to	become	pregnant	after	discontinuing	contraception.	calculate	gY.	(Note	that	I	said	much	the	same	thing	in	Chapter	2	when	I	was	discussing	the	variance.	Although	the	statistic	is	not	a	sum	of	the	chi-square	statistics	for	each	department	separately,	you	might	think	of	it	as	roughly	that.	If	you	calculate	the	deviations	from	the	mean,	some
scores	will	be	above	the	mean	and	have	a	positive	deviation,	whereas	others	will	be	below	the	mean	and	have	negative	deviations.	Several	extensions	of	the	simple	case	of	g	X	must	be	noted	and	thoroughly	understood.	Because	IQ	scores	are	more	or	less	normally	distributed,	you	can	then	convert	z	into	a	percentage	measure	by	use	of	Appendix	z.	The
second	conclusion	would	be	that	the	confidence	interval,	which	in	this	case	is	.364	,	m1	–	m2	#	5.742	is	more	informative	and	shows	us	that	we	don’t	have	a	very	tight	handle	on	the	true	size	of	the	difference	between	conditions.	Above	a	value	of	3.8	on	the	X-axis	you	have	a	small	amount	of	bump_2.8,	a	little	bit	more	of	bump_2.9,	and	a	good	bit	of
bump_3.5.	You	can	add	the	heights	of	these	three	bumps	at	X	5	3.8	to	get	the	kernel	density	of	the	overall	curve	at	that	position.	What	we	do	not	have	with	an	interval	scale,	however,	is	the	ability	to	speak	meaningfully	about	ratios.	(This	will	happen	when	both	variables	have	a	standard	deviation	of	1,	which	occurs	when	the	variables	are
standardized.)	7	An	excellent	java	applet	by	Gary	McClelland	that	allows	you	to	enter	individual	data	points	and	see	their	effect	on	the	regression	line	is	available	at	dhowell/fundamentals7/SeeingStatisticsApplets	/CorrelationPoints.html.	Now	suppose	that	we	draw	a	random	sample	of	56	observations	from	that	population	and	compute	the	mean	of
that	sample.	By	definition,	then,	it	is	a	score	that	actually	occurred,	whereas	the	mean	and	sometimes	the	median	may	be	values	that	never	appear	in	the	data.	Section	7.3	Testing	a	Sample	Mean	When	s	is	Unknown—The	One-Sample	t	Test	193	An	easy	way	to	see	what	we	are	doing	is	to	start	with	the	formula	for	t	for	the	onesample	case:	t5	X2m	X2m
s	sX	5	!n	From	the	moon	illusion	data	we	know	X	5	1.463,	s	5	0.341,	n	5	10.	However,	the	derivation	of	chi-square	assumes	that	we	have	included	both	those	opposed	to	DST	and	those	in	favor	of	it.	If	this	were	true,	it	would	be	an	important	finding,	and	we	are	therefore	interested	in	testing	the	difference	between	b1	and	b2.	In	other	words,	when	we
use	the	entire	sample	of	points	in	Figure	9.10,	the	correlation	is	.65.	They	both	go	through	the	point	(X,	Y)	because	a	person	who	is	average	on	one	variable	would	be	expected	to	be	average	on	the	other,	but	only	when	the	correlation	between	the	two	variables	is	61.00	will	the	lines	be	coincident.	Compute	the	coefficient	of	variation	as	defined	in	this
chapter.	You	can	find	an	interesting	biography	of	Gosset	at	186	Chapter	7	Hypothesis	Tests	Applied	to	Means	assuming	that	the	mean	and	variance	are	independent,	which	they	are	with	a	normal	distribution.	Risk	measures	offer	a	useful	way	of	looking	at	the	size	of	an	effect.	11	Several	highly	respected	statisticians	phrase	the	confidence	interval	the
way	that	I	do,	and	they	don’t	even	blush	when	they	do	so.	Two	such	characteristics	are	the	restriction	of	the	range	(or	variance)	of	X	and/or	Y	and	the	use	of	heterogeneous	subsamples.	The	simplest	way	to	compare	standard	deviations	on	measures	that	have	quite	different	means	is	simply	to	scale	the	standard	deviation	by	the	magnitude	of	the	mean.
Finally,	SPSS	prints	the	95%	confidence	interval	on	the	difference	between	means,	and	it	agrees	with	ours.	282	Chapter	9	Correlation	and	Regression	It	can	be	shown	that	b	is	normally	distributed	about	b*	with	a	standard	error	approximated	by16	sb	5	sY	#	X	sX"N	2	1	Thus,	if	we	wish	to	test	the	hypothesis	that	the	true	slope	of	the	regression	line	in
the	population	is	zero	(H0:	b*	5	0)	,	we	can	simply	form	the	ratio	t5	b	2	b*	5	sb	b	5	sY	#	X	sX"N	2	1	1	b	2	1	sX	2	1	"N	2	1	2	sY	#	X	which	is	distributed	as	t	on	N	–	2	df.	And	finally,	if	we	can	find	percentages	by	adding	areas,	we	can	also	find	probabilities	by	adding	areas.	Chapter	2	Describing	and	Exploring	Data	2.27	The	following	data	represent	the
number	of	AIDS	cases	in	the	United	States	among	people	aged	13–29	for	the	years	1981	to	1990.	If	this	is	not	the	case,	then	we	have	to	take	account	of	the	fact	that	a	matched-sample	t	has	only	one-half	as	many	df	as	the	corresponding	independentsample	t,	and	the	power	of	the	two	designs	will	not	be	quite	equal	when	r	5	0.	Because	the	distribution
is	symmetric,	any	information	given	about	a	positive	value	of	z	applies	equally	to	the	corresponding	negative	value	of	z.	7.18	Calculate	an	effect	size	for	the	data	in	Exercise	7.16.	Those	of	you	who	have	had	a	course	in	calculus	may	recognize	that	the	area	under	the	curve	between	any	two	values	of	X	(say	X1	and	X2),	and	thus	the	probability	that	a
randomly	drawn	score	will	fall	within	that	interval,	can	be	found	by	integrating	the	function	over	the	range	from	X1	to	X2.	4	I	would	like	to	thank	Karl	Wuensch	of	East	Carolina	University	for	his	helpful	suggestions	on	understanding	skewness	and	kurtosis.	However,	the	common	availability	of	Fisher’s	Exact	Test,	to	be	discussed	next,	makes	Yates’
correction	superfluous,	though	it	appears	in	most	computer	printout	and	is	occasionally	the	default	option.	In	the	end,	the	positive	and	negative	deviations	will	balance	each	other	out	and	the	sum	of	the	deviations	will	always	be	zero.	The	odds	of	a	heart	attack	given	that	you	did	take	aspirin	were	104/10,933	5	.010.	That	strikes	me	as	a	big	difference.
A	little	arithmetic	will	show	that	z	5	(75	–	50)/10	5	2.5,	and	from	Appendix	z	we	can	see	that	only	0.62%	of	normal	children	score	that	high.	7.9	The	over-	and	underestimation	of	one’s	performance	is	partly	a	function	of	the	fact	that	if	you	are	near	the	bottom	you	have	less	room	to	underestimate	your	performance	than	to	overestimate	it.	Key	Terms
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Eritrea	Ethiopia	Gabon	Ghana	Guinea	Kenya	Madagascar	Malawi	Mali	Mozambique	Namibia	Niger	Nigeria	Rwanda	Senegal	Tanzania	Togo	Uganda	Zambia	Zimbabwe	In	Sub-Saharan	Africa,	more	than	half	of	mothers	lose	at	least	one	child	before	the	child’s	first	birthday.	The	number	of	students	who	enroll	for	each	is	Professor	Anderson	Professor
Klatsky	Professor	Kamm	32	25	10	State	the	null	hypothesis,	run	the	appropriate	chi-square	test,	and	interpret	the	results.	However,	it	is	a	common	way	of	proceeding.	Suppose	that	we	were	planning	to	perform	a	replication,	but	wanted	to	use	20	students	in	each	group—a	control	group	and	a	threatened	group.	(I	have	made	mention	of	this	before	and
will	again.)	This	is	a	good	place	to	illustrate	one	of	those	movements	because	it	shows	you	what	is	coming	and	it	illustrates	the	issue	of	running	a	t	test	when	the	data	are	not	normally	distributed.	He	has	data	to	suggest	that	the	normal	group	has	a	true	mean	of	38,	and	he	has	50	of	those	subjects.	If	we	want	to	use	r	to	test	the	hypothesis	that	r	5	0,	or
if	we	wish	to	establish	confidence	limits	on	r,	we	will	have	to	assume	that	the	(X,	Y)	pairs	are	a	random	sample	from	a	bivariate-normal	distribution,	but	keep	in	mind	that	for	many	studies	the	significance	of	r	is	not	particularly	an	issue,	nor	do	we	often	want	to	set	confidence	limits	on	r.	6.38	The	State	of	Maine	collected	data	on	seat	belt	use	and
highway	fatalities	in	1996.	Measures	Related	to	z	standard	scores	percentile	We	already	have	seen	that	the	z	formula	given	earlier	can	be	used	to	convert	a	distribution	with	any	mean	and	variance	to	a	distribution	with	a	mean	of	0	and	a	standard	deviation	(and	variance)	of	1.	We	will	treat	these	two	cases	separately.	Discussing	areas	under	the
normal	distribution	as	we	have	done	in	the	last	two	paragraphs	is	the	traditional	way	of	presenting	the	normal	distribution.	Section	7.3	Table	7.1	Testing	a	Sample	Mean	When	s	is	Unknown—The	One-Sample	t	Test	Data	and	Plots	for	LBW	infants	on	Psychomotor	Development	Index	(PDI)	Stem-and-Leaf	Display	Raw	Data	96	125	89	127	102	112	120
108	92	120	104	89	92	89	187	120	96	104	89	104	92	124	96	108	86	100	92	98	117	112	86	116	89	120	92	83	108	108	92	120	102	100	112	100	124	89	124	102	102	116	96	95	100	120	98	108	126	Stem	8*	8.	(It	should	probably	be	called	the	Yule-Simpson	paradox.)	It	refers	to	the	situation	in	which	the	relationship	between	two	variables,	seen	at
individual	levels	of	a	third	variable,	reverses	direction	when	you	collapse	over	the	third	variable.	If	you	have	a	very	skewed	distribution,	those	extreme	values	will	pull	the	mean	toward	themselves	and	lead	to	a	poorer	estimate	of	the	population	mean.	2.3	What	difficulty	would	you	encounter	in	making	a	stem-and-leaf	display	of	the	data	in	Exercise	2.1?
2.4	As	part	of	the	study	described	in	Exercise	2.1,	the	experimenter	obtained	the	same	kind	of	data	for	50	adults.	The	probability	of	this	error	is	indicated	by	the	lightly	shaded	area	in	Figure	8.2	and	is	labeled	b.	The	rest	of	the	statistical	world	generally	agrees	with	me	on	this,	so	we	will	use	X	throughout.	(1998)	at	the	beginning	of	this	chapter.	The
plot	is	shown	in	Figure	9.9a.	Although	it	was	evident	in	the	first	plot	in	the	upper	left	that	there	was	something	very	systematic,	and	nonlinear,	going	on,	that	continued	to	be	the	case	when	we	plotted	log(distance)	against	rank	distance.	The	problem	arises	when	it	is	time	to	interpret	the	results	of	some	form	of	statistical	manipulation.	These	results
tell	us	two	interesting	things	about	attractiveness.	...	Again	we	are	dealing	with	the	area	of	inferential	statistics,	because	we	are	inferring	characteristics	of	populations	from	characteristics	of	samples.	For	example,	if	the	data	ranged	from	100	to	1,000,	the	hundreds’	digits	would	form	the	stem,	the	tens’	digits	the	leaves,	and	we	would	ignore	the
units’	digits.	To	plot	the	line	you	can	simply	take	any	two	values	of	X	(preferably	at	opposite	ends	of	the	scale),	calculate	Y^	for	each,	mark	these	coordinates	on	the	figure,	and	connect	them	with	a	straight	line.	You	can	see	that	these	two	approaches	return	pretty	much	the	same	result.)	A	probability	of	.38	is	rather	discouraging	because	it	means	that
if	the	true	mean	really	is	105,	62%	of	the	time	our	clinician	will	make	a	Type	II	error.	We	can	say	that	in	physical	terms	10	seconds	is	twice	as	long	as	5	seconds,	that	100	lb	is	one-third	as	heavy	as	300	lb,	and	so	on.	This	group	would	insist	that	we	say	“An	interval	constructed	in	the	way	that	we	have	constructed	this	one	has	a	probability	of	.95	of
containing	m.”	That	sounds	almost	the	same,	but	not	quite,	and	this	group	of	people	is	quite	adamant	in	their	position.	7.37	The	Thematic	Apperception	Test	presents	subjects	with	ambiguous	pictures	and	asks	them	to	tell	a	story	about	them.	As	noted	above,	the	expression	that	I	just	denoted	as	t'	is	not	necessarily	distributed	as	t	on	n1	+	n2	–	2	df.
6.33	The	Zuckerman	et	al.	But	suppose	that	instead	I	want	to	test	the	one-tailed	probability	that	whites	receive	the	death	penalty	at	a	higher	rate.	What	would	the	null	hypothesis	and	research	hypothesis	be?	What	we	really	want	to	do	is	eliminate	those	scores	that	are	likely	to	be	errors	or	attributable	to	unusual	events	without	eliminating	the
variability	we	seek	to	study.	64	Pie	chart	showing	sources	of	HIV	infections	in	different	populations	The	Normal	Distribution	probability	in	its	common	everyday	usage,	referring	to	the	likelihood	that	some	event	will	occur.	At	the	former	site	you	also	have	access	to	all	data	files,	extended	answers	to	odd-numbered	exercises,	errors	and	corrections,	and
my	own	manuals	on	SPSS.	Berry,	Colorado	State	University;	Tim	Bockes,	Nazareth	College;	Richard	Lehman,	Franklin	and	Marshall	College;	Tim	Robinson,	Virginia	Tech;	Paul	R.	Noncentrality	Parameters	noncentrality	parameter	Our	statistic	d	is	what	most	textbooks	refer	to	as	a	noncentrality	parameter.	Many	textbooks	use	b	instead	of	b*,	but	that
would	lead	to	confusion	with	the	standardized	regression	coefficient.	We	will	discuss	Q-Q	plots	later	in	this	chapter,	and	you	will	see	a	relatively	simple	way	of	assessing	normality.)	We	often	discuss	the	normal	distribution	by	showing	a	generic	kind	of	distribution	with	X	on	the	abscissa	and	density	on	the	ordinate.	I	have	30	male	subjects	available,
and	I	can	first	administer	the	test	without	saying	anything	about	Asian	students	typically	performing	better,	and	then	I	can	readminister	it	in	the	next	week’s	lab	with	the	threatening	instructions.	My	sample	sizes	were	unequal,	but	not	seriously	so.	.”	An	experimenter	with	supreme	patience	asked	50	children	to	tell	her	about	a	given	movie.	40	0	.	If
the	data	are	standardized,	then	sX	5	sY	5	s2X	5	1	and	the	slope	and	the	correlation	coefficient	will	be	equal.	Because	people	differ	in	their	smoking	behavior,	they	will	also	differ	in	their	predicted	life	expectancy	(Y^	),	and	we	will	label	this	variability	SSY^	5	g	1	Y^	2	Y	2	2.	I	have	cut	back	on	that	material,	however,	to	include	only	what	is	likely	to	be
useful.	For	example,	the	formula	for	a	standard	deviation	or	a	t	test	defines	and	makes	meaningful	what	a	standard	deviation	or	a	t	test	actually	is.	The	distinction	is	useful,	however,	and	the	answer	to	the	question	of	whether	a	variable	is	a	measurement	or	a	categorical	one	is	almost	always	clear	in	practice.	57	0	.	7*	7.	However	I	know	from	other
data	in	Everitt’s	experiment	that	a	group	that	did	not	receive	therapy	did	not	gain	weight	over	the	same	period	of	time,	which	strongly	suggests	that	the	simple	passage	of	time	was	not	an	important	variable.	Keep	in	mind	that	even	with	the	simple	correlational	material,	there	may	be	more	advanced	ways	of	dealing	with	data	that	we	have	not	covered
here.	One	of	the	tests	typically	produces	data	with	a	mean	of	15	and	a	standard	deviation	of	3.5.	The	second,	quite	different,	test	produces	data	with	a	mean	of	75	and	a	standard	deviation	of	10.5.	All	other	things	being	equal,	which	test	is	better	for	assessing	longterm	memory?	We	just	saw	an	example	of	a	curvilinear	(nonlinear)	relationship,	but
standard	discussions	of	correlation	and	regression	assume	linearity	unless	otherwise	stated.	(Hint:	To	help	you	remember	which	is	which,	notice	that	negatively	skewed	distributions	point	to	the	negative,	or	small,	numbers,	and	that	positively	skewed	distributions	point	to	the	positive	end	of	the	scale.)	There	are	statistical	measures	of	the	degree	of
asymmetry,	or	skewness,	but	they	are	not	commonly	used	in	the	behavioral	sciences.	That	is	because	the	standard	deviation	of	people	who	are	biased	toward	one	end	of	the	distribution	is	very	likely	to	be	smaller	than	the	standard	deviation	of	scores	that	are	more	centrally	placed.	How	can	you	take	that	ordinal	information	and	make	it	part	of	your
analysis?	(What	is	d	when	m1	5	m0?)	The	noncentrality	parameter	is	just	one	way	of	expressing	how	wrong	the	null	hypothesis	is.	It	is	very	similar	to	the	one	that	we	used	in	the	case	of	two	matched	samples,	where	we	divide	the	difference	between	the	means	by	a	standard	deviation.	From	Appendix	Power,	for	power	5	.80,	and	a	5	0.05,	d	must	equal
2.80.	(There	were	no	group	differences	for	the	heterosexual	and	lesbian	videos.)	The	data	in	Table	7.5	were	Section	7.5	Data	from	Adams	et	al.	Mothers	of	infants	in	the	last	two	groups	did	not	receive	the	intervention	treatment.	Certainly	our	analysis	must	reflect	the	difference	between	the	two	data	sets,	which	would	not	be	the	case	if	we	failed	to
include	nonoccurrences.	A	more	pragmatic	distinction	relies	on	the	interest	of	the	experimenter.	I	made	up	a	table	showing	how	often	Scissors	was	followed	by	Paper.	This	edition	shares	with	its	predecessors	two	underlying	themes	that	are	more	or	less	independent	of	the	statistical	hypothesis	tests	that	are	the	main	content	of	the	book.	rr	2	rr	z5	1
ÅN	2	3	therefore	1	1	6	z2*	5	rr	2	rr	ÅN	2	3	and	thus	CI	1	rr	2	5	rr	6	za/2	1	ÅN	2	3	For	our	stress	example,	r	5	.529	(r9	5	.590)	and	N	5	107,	so	the	95%	confidence	limits	are	1	CI	1	rr	2	5	.590	6	1.96	Å	104	5	.590	6	1.96	1	0.098	2	5	.590	6	0.192	5	.398	#	rr	#	.782	Converting	from	r9	back	to	r	and	rounding,	.380	#	r	#	.654	Thus,	the	limits	are	r	5	.380
and	r	5	.654.	Some	of	these	pictures	had	been	created	by	averaging	together	snapshots	of	four	different	people	to	create	a	composite.	Thus,	we	want	the	difference	between	the	two	population	means	(m1	2	m2)	under	H1	minus	the	difference	(m1	2	m2)	under	H0,	divided	by	s.	Specifically,	we	must	incorporate	a	term	representing	the	degree	to	which
the	two	tests	are	themselves	correlated.	It	was,	suggesting	that	faces	with	distinctive	characteristics	are	judged	as	less	attractive	than	more	ordinary	faces.	However,	m	is	a	fixed	(though	unknown)	quantity,	and	once	the	data	are	in,	the	specific	interval	1.219	to	1.707	either	includes	the	value	of	m	(	p	5	1.00)	or	it	does	not	(	p	5	.00).	These	leading
digits	form	the	stem,	or	vertical	axis,	of	our	display.	(2-sided)	37.229a	29.104	634	2	2	.000	.000	a	0	cells	(.0%)	have	expected	count	less	than	5.	(Keep	in	mind	that	these	are	self-reported	data,	and	there	may	be	systematic	reporting	biases.)	When	we	combine	the	data	from	both	males	and	females,	the	relationship	is	strikingly	good,	with	a	correlation
of	.78.	Near	the	bottom	of	the	stem	you	will	see	the	entry	HI	and	the	values	20	and	33.	I	did	this	to	illustrate	that	it	is	more	difficult	than	you	might	think	to	look	at	a	simple	histogram,	with	or	without	a	superimposed	normal	distribution,	and	decide	whether	or	not	a	distribution	is	normal.	Below	are	data	on	36	countries	in	the	region,	giving	country,
infant	mortality,	per	capita	income	(in	U.S.	dollars),	percentage	of	births	to	mothers	under	20,	percentage	of	births	to	mothers	over	40,	percentage	of	births	less	than	2	years	apart,	percentage	of	married	women	using	contraception,	and	percentage	of	women	with	unmet	family	planning	need.	Because	r2	5	proportional	improvement	in	prediction	(PIP)
SSY	2	SSresidual	SSY	the	value	of	r2	can	be	seen	to	be	the	percentage	by	which	error	is	reduced	when	X	is	used	as	the	predictor.12	Others,	however,	have	suggested	the	proportional	improvement	in	prediction	(PIP)	as	a	better	measure.	A	measure,	such	as	the	average	self-esteem	score,	that	refers	to	an	entire	population	is	called	a	parameter.
Clearly,	that	correlation	of	1.00	does	not	mean	that	the	correlation	in	the	population	from	which	those	points	were	drawn	is	1.00	or	anywhere	near	it.	Risk	is	something	that	I	think	most	of	us	have	a	feel	for.	But	of	course	no	one	is	0	inches	tall,	so	that	is	somewhat	of	a	meaningless	statistic.	In	fact	it	would	only	confuse	the	issue.	I	will	point	this	out
again	when	we	come	to	comparing	the	means	of	two	populations.	With	all	expected	frequencies	greater	than	1,	he	recommended	Fisher’s	Exact	Test.	However,	they	are	commonly	used,	and	you	need	to	be	familiar	with	them.	The	value	that	forms	the	15th	percentile	of	the	obtained	distribution	should	be	exactly	that	value	that	the	normal	distribution
would	have	given	the	population	mean	and	standard	deviation.	The	two	lines	on	each	side	represent	the	limits	within	which	we	expect	the	middle	half	of	the	distribution	to	fall;	the	next	two	lines	as	you	go	each	way	from	the	center	enclose	the	middle	80%	and	the	middle	90%	of	children,	respectively.	As	can	be	seen	from	Figure	9.10,	this	correlation
would	be	reasonably	high.	(1-tailed)	N	SAT	Verbal	Score	Test	score	1.000	.532	Test	Score	.532	1.000	SAT	Verbal	Score	.	Finally,	we	will	choose	to	use	a	two-tailed	test	because	it	is	reasonably	possible	for	either	group	to	show	superior	math	performance.	They	took	beta-endorphin	levels	for	19	patients	12	hours	before	surgery,	and	again	10	minutes
before	surgery.	An	example	of	a	smoothed	plot	is	shown	in	Figure	9.4.	This	plot	was	produced	using	R,	but	similar	plots	can	be	produced	using	SPSS	and	clicking	on	the	Fit	panel	as	you	define	the	scatterplot	you	want.	We	already	know	those	distances.	To	see	why	independence	is	important,	consider	an	extreme	case.	In	that	chapter	we	also	looked
briefly	at	a	proposal	by	Jones	and	Tukey	(2000)	in	which	they	approached	the	problem	slightly	differently.	Making	the	test	unconditional	on	the	marginals	would	complicate	the	calculations,	though	not	excessively	given	the	speed	of	modern	computers.	This	choice	will	actually	calculate	the	“a	priori”	power,	which	is	the	power	you	will	have	before	the
experiment	if	your	estimates	of	means	and	standard	deviation	are	correct	and	if	you	use	the	sample	sizes	you	enter.)	Now	you	need	to	specify	that	you	want	a	two-tailed	test,	you	need	to	enter	the	alpha	level	you	are	working	at	(e.g.,	.05)	and	the	sample	sizes	you	plan	to	use.	If	variances	are	not	homogeneous	you	pool	the	variance	estimates,	and	if
they	are	heterogeneous	you	use	the	separate	variances	without	pooling	them.	Thus,	the	population	mean	is	symbolized	by	μ	(mu).	We	can	then	use	that	effect	size	to	make	power	estimates.	That	is	comparable	to	what	we	do	when	we	compute	an	adjusted	r.	2	...	Is	this	difference	significant?	Instead	we	will	test	the	null	hypothesis	(H0)	that	the	scores
of	stressed	children	came	from	a	population	of	scores	with	the	same	mean	as	the	population	of	scores	of	normal	children,	rejection	of	which	would	support	the	experimental	hypothesis.	In	this	case,	we	are	primarily	concerned	with	using	the	sample	correlation	(r)	as	an	estimate	of	the	correlation	coefficient	in	the	population	(r).	7*	7t	7f	7s	7.	Using	X
for	this	variable,	a.	(If	there	were	no	correlation	between	X	and	Y,	the	pile	would	look	as	though	all	the	dirt	were	dropped	in	the	center	of	the	pile	and	spread	out	symmetrically	in	all	directions.	As	an	example,	the	investigator	might	say	that	she	is	interested	in	finding	a	procedure	that	will	raise	scores	on	the	Graduate	Record	Exam	by	40	points	above
normal.	The	central	limit	theorem	is	a	factual	statement	about	the	distribution	of	means.	In	this	example	I	used	19	intervals	because	the	numbers	naturally	broke	that	way	and	I	had	a	lot	of	observations.	Suppose	that	we	have	just	completed	an	experiment	and	want	to	replicate	it,	perhaps	with	a	different	sample	size	and	a	demographically	different
pool	of	participants.	Even	setting	aside	the	fact	that	this	exercise	and	Exercise	6.35	use	different	statistical	tests,	the	two	exercises	are	asking	quite	different	questions	of	the	data.	The	probability	of	No	Problem	for	Judge	I	would	be	estimated	as	16/30	5	.53.	Kernel	density	plots	do	almost	the	opposite.	Using	the	software	by	Cumming	and	Finch	(2001)
we	find	that,	for	the	study	of	homophobia,	the	confidence	intervals	on	d	are	0.1155	and	1.125,	which	is	also	rather	wide.	However,	its	significance	is	rarely	the	issue.	This	suggests	that	a	test	on	b	will	produce	the	same	answer	as	a	test	on	r,	and	we	could	dispense	with	a	test	for	b	altogether.	It	matters	not	whether	r	5	.19	is	statistically	significantly
different	from	.00,	it	explains	so	little	of	the	variation	that	it	is	unlikely	to	be	of	any	use.	He	briefly	presented	a	comparison	set	of	one,	three,	or	five	digits	on	a	screen	in	front	of	the	subject.	These	differences	are	called	difference	scores,	or	gain	scores,	and	are	shown	in	the	third	row	of	Table	7.1.	They	represent	the	degree	of	weight	gain	between	one
measurement	session	and	the	next—presumably	as	a	result	of	our	intervention.	Create	three	stem-and-leaf	displays,	one	for	each	set	of	data,	and	place	them	side-by-side.	Notice	that	this	design	is	a	prospective	study	because	the	treatments	(aspirin	vs.	Editorial	review	has	deemed	that	any	suppressed	content	does	not	materially	affect	the	overall
learning	experience.	What	are	some	of	the	variables	that	might	influence	the	outcome	of	this	study	separate	from	any	true	population	differences	between	boys’	and	girls’	incomes?	So	we	can	rule	out	the	null	hypothesis	(H0:	mH	–	mN	5	0)	as	a	viable	possibility,	which	leaves	us	with	three	possible	conclusions	we	could	draw	as	a	result	of	our	test.	We
also	know	that	covXY	5	1.336.	Think	for	a	moment	about	some	of	the	faces	you	consider	attractive.	There	are	two	primary	divisions	of	the	field	of	statistics	that	are	concerned	with	the	use	we	make	of	these	data.	Though	I	have	cut	back	on	the	number	of	procedures	I	discuss,	I	make	every	attempt	to	explain	to	the	student	what	needs	to	be	considered
in	choosing	an	approach.	That	is	not	an	unreasonable	thing	to	do.	(What	is	the	intercept	if	the	variables	were	standardized?)	Correlation	and	Beta	What	we	have	just	seen	with	respect	to	the	slope	for	standardized	variables	is	directly	applicable	to	the	correlation	coefficient.	Essentially,	we	are	assuming	the	sample	sizes	are	sufficiently	large	that	the	t
distribution	is	closely	approximated	by	z.	1.7	Give	three	examples	of	continuous	variables.	Thus	t5	1	4.865	2	1	6.73	2	1	"27	2	53.127	5	3.202	which	is	the	same	answer	we	obtained	when	we	tested	r.	These	plots	are	illustrated	in	Figure	3.10	for	a	set	of	data	drawn	from	a	normal	distribution	and	a	set	drawn	from	a	decidedly	nonnormal	distribution.
Categorical	data	are	usually	measured	on	a	nominal	scale,	because	we	merely	assign	category	labels	(e.g.,	male	or	female;	Republican,	Democrat,	or	Independent)	to	observations.	But	we	will	not	draw	just	any	old	sample.	Testing	the	Significance	of	r	The	most	common	hypothesis	that	we	test	for	a	sample	correlation	is	that	the	correlation	between	X
and	Y	in	the	population,	denoted	r	(rho),	is	zero.	Contents	2.1	2.2	2.3	2.4	2.5	2.6	2.7	2.8	2.9	2.10	2.11	2.12	Plotting	Data	Histograms	Fitting	Smoothed	Lines	to	Data	Stem-and-Leaf	Displays	Describing	Distributions	Notation	Measures	of	Central	Tendency	Measures	of	Variability	Boxplots:	Graphical	Representations	of	Dispersions	and	Extreme	Scores
Obtaining	Measures	of	Dispersion	Using	SPSS	Percentiles,	Quartiles,	and	Deciles	The	Effect	of	Linear	Transformations	on	Data	15	16	Chapter	2	Describing	and	Exploring	Data	A	collection	of	raw	data,	taken	by	itself,	is	no	more	exciting	or	informative	than	junk	mail	before	Election	Day.	Most	people	would	suggest	that	an	n	of	25	or	30	is	“sufficiently
large”	for	most	situations	and	for	many	situations	it	can	be	considerably	smaller	than	that.	A	chi-square	test	of	the	relationship	between	adult	and	childhood	abuse	produced	x23	5	29.63,	which	is	statistically	significant	at	p	<	.05.	But	they	also	noticed	that	their	scores	on	a	Lie	Scale	(a	measure	of	the	tendency	to	give	socially	desirable	answers)	were
higher	than	expected.	If	available,	use	the	software	mentioned	earlier	to	calculate	confidence	limits	on	d.	What	would	the	Central	Limit	Theorem	lead	you	to	expect	in	this	situation?	Although	it	is	designed	for	advanced	undergraduates	and	graduate	students,	it	does	not	assume	that	students	have	had	either	a	previous	course	in	statistics	or	a	course	in
mathematics	beyond	high-school	algebra.	It	is	a	meaningful	statistic	that	is	often	overlooked.	In	other	words,	there	is	a	linear	relationship	between	how	well	students	score	on	a	test	that	reflects	test-taking	skills,	and	how	well	they	perform	on	the	SAT.	©	Cengage	Learning	2013	268	Section	9.8	The	Accuracy	of	Prediction	269	With	considerable
algebraic	manipulation,	it	is	possible	to	show	sY	#	X	5	sY	Å	1	1	2	r2	2	N21	N22	For	large	samples	the	fraction	(N	–1)/(N	–2)	is	essentially	1,	and	we	can	thus	write	the	equation	as	it	is	often	found	in	statistics	texts:	s2Y	#	X	5	s2Y	1	1	2	r	2	2	or	sY	#	X	5	sY"	1	1	2	r2	2	Keep	in	mind,	however,	that	for	small	samples	these	equations	are	only	an
approximation	and	s2Y	#	X	will	underestimate	the	error	variance	by	the	fraction	(N	–	1)/(N	–	2).	From	the	stem-and-leaf	display,	we	can	see	that	the	data,	although	certainly	not	normally	distributed,	at	least	are	not	too	badly	skewed.	We	will	later	call	something	like	this	a	prediction	interval.	That	is,	a	score	that	used	to	be	one	standard	deviation	(10
points)	above	the	mean	remains	one	standard	deviation	above	the	mean,	but	now	is	given	a	new	value	of	1.	In	general,	we	label	variables	with	simple	letters	like	X	and	Y.	With	the	exception	of	the	relative	power	of	independent	versus	matched	samples,	we	will	avoid	this	last	relationship	on	the	grounds	that	when	the	test	assumptions	are	met,	the
majority	of	the	procedures	discussed	in	this	book	can	be	shown	to	be	the	uniformly	most	powerful	tests	of	those	available	to	answer	the	question	at	hand.	Although	this	splitting	produces	no	basic	change	in	the	underlying	theory,	it	makes	the	concept	easier	to	understand	and	use.	But	suppose	that	our	sample	data	were	not	normally	distributed.	This
way	of	thinking	about	the	standard	deviation	as	a	sort	of	average	deviation	goes	a	long	way	toward	giving	it	meaning	without	doing	serious	injustice	to	the	concept.	gY2	2	A	gYB	2	c.	Run	the	test.	They	are,	however,	thick	in	the	tails,	which	can	be	seen	in	the	accompanying	Q-Q	plot.	A	superficial	examination	of	admissions	for	that	year	revealed	that
approximately	45%	of	male	applicants	were	admitted	compared	with	only	about	30%	of	female	applicants.	However,	in	this	chapter,	I	am	not	going	to	discuss	the	r-family	measures,	partly	because	I	find	them	less	informative	and	partly	because	they	are	more	easily	and	logically	discussed	in	Chapter	11	when	we	come	to	the	analysis	of	variance.
Exercises	61	2.34	Given	the	following	set	of	data,	demonstrate	that	subtracting	a	constant	(e.g.,	5)	from	every	score	reduces	all	measures	of	central	tendency	by	that	constant:	[8,	7,	12,	14,	3	7	].	3s	3.	A	program	to	plot	Q-Q	plots	in	R	is	available	at	the	book’s	Web	site.	Fitting	a	Normal	Curve	Although	you	have	not	yet	read	Chapter	3,	you	should	be
generally	familiar	with	a	normal	curve.	8.10	Retrospective	Power	priori	power	retrospective	(or	post	hoc)	power	In	general	the	discussion	above	has	focused	on	a	priori	power,	which	is	the	power	that	we	would	calculate	before	the	experiment	is	conducted.	We	will	not	have	much	more	to	say	about	quantiles	in	this	book,	but	they	are	usually	covered
extensively	in	more	introductory	texts	(e.g.,	Howell,	2008a).	As	you	will	see	in	the	next	chapter,	Cohen	laid	out	some	very	general	guidelines	for	what	he	considered	small,	medium,	and	large	effect	sizes.	In	particular	it	fits	the	tails	of	the	distribution	quite	well.	•	In	the	seventh	edition	I	included	new	material	on	graphical	displays,	including	probability
plots,	kernel	density	plots,	and	residual	plots.	(1998)	Control	Subjects	4	9	13	9	13	7	12	12	6	Threat	Subjects	8	13	7	6	5	8	9	0	Mean	5	9.64	st.	Because	histograms	often	portray	observations	that	have	been	grouped	into	intervals,	they	frequently	lose	the	actual	numerical	values	of	the	individual	scores	in	each	interval.	He	suspects	that	the	high	school
graduates	come	from	a	population	with	a	mean	of	approximately	35,	whereas	the	dropout	group	comes	from	a	population	with	a	mean	of	approximately	30.	(The	other	cutoff	is	just	the	negative	value.)	Table	7.2	Percentage	points	of	the	t	distribution	α	/2	α	0	t	One-Tailed	Test	α	/2	–t	0	Two-Tailed	Test	+t	Level	of	Significance	for	One-Tailed	Test	.25	.20
.15	.10	.05	.025	.01	.005	.0005	Level	of	Significance	for	Two-Tailed	Test	.50	.40	.30	.20	.10	.05	.02	.01	1	2	3	4	5	6	7	8	9	10	...	In	most	cases	the	conclusion	you	draw	will	be	the	same	for	the	two	approaches,	though	this	is	not	always	the	case.	What	would	you	conclude?	Using	a	scale	they	developed	to	measure	the	frequency,	perceived	importance,	and
desirability	of	recent	life	events,	they	created	a	measure	of	negative	events	weighted	by	the	reported	frequency	and	the	respondent’s	subjective	estimate	of	the	impact	of	each	event.	(I	pulled	those	numbers	out	of	the	air.)	If	you	plot	these	points	and	fit	a	line	to	them,	the	line	will	fit	perfectly,	because,	as	you	most	likely	learned	in	elementary	school,
two	points	determine	a	straight	line.	Figure	9.1b	represents	a	situation	in	which	there	is	no	apparent	relationship	between	the	two	variables	under	consideration.	It	is	readily	apparent	that	even	when	H0	is	false,	many	of	the	sample	means	(and	therefore	the	corresponding	values	of	t)	will	nonetheless	fall	to	the	left	of	the	critical	value,	causing	us	to
fail	to	reject	a	false	H0,	thus	committing	a	Type	II	error.	The	reverse	holds	if	you	are	near	the	top.	If	I	told	you	that	for	elementary	school	teachers	the	average	salary	is	expected	to	be	$39,259	with	a	standard	deviation	of	$4,000,	you	probably	would	not	be	far	off	to	conclude	that	about	twothirds	of	the	people	in	these	jobs	will	earn	between	$35,000
and	$43,000.	These	two	displays	are	important	for	examining	the	general	nature	of	the	distribution	of	the	data	and	for	searching	for	the	presence	of	outliers.	If	you	change	all	three	of	them	in	some	haphazard	fashion,	the	mean	almost	certainly	will	no	longer	equal	8.	Out	of	252	children,	169	chose	the	white	doll	and	83	chose	the	black	doll.	Error	Mean
10	1.4630	.34069	.10773	One-Sample	Test	Test	Value	5	1	Ratio	matched	samples	repeated	measures	related	samples	matched-sample	t	test	4.298	Exhibit	7.1	df	9	Sig.	Specifically,	s2X1	6X2	5	s2X1	1	s2X2	6	2rsX1sX2	If	we	make	the	general	assumption	of	homogeneity	of	variance	s2X1	5	s2X2	5	s2,	for	the	difference	of	two	variables	we	have	s2X1	2X2
5	2s2	2	2rs2	5	2s2	1	1	2	r	2	sX1	2X2	5	s"2	1	1	2	r	2	where	r	(rho)	is	the	correlation	in	the	population	between	X1	and	X2	and	can	take	on	values	between	1	and	–1.	It	is	of	interest	to	ask	whether	this	difference	between	the	WISC-R–WRAT	correlation	(.80)	and	the	McCarthy–WRAT	correlation	(.72)	is	significant,	but	to	answer	that	question	requires	a
test	on	nonindependent	correlations	because	they	both	have	the	WRAT	in	common	and	are	based	on	the	same	sample.	You	can	also	see	that	the	percentages	of	cases	in	each	category	are	directly	reflected	in	the	percentage	of	the	area	of	the	pie	that	each	wedge	occupies.	In	our	stress	study	it	is	highly	unlikely	that	we	would	seriously	consider	drawing
a	truly	random	sample	of	U.S.	high-school	students	and	administering	the	stress-management	program	to	them.	Correcting	for	continuity	Yates’	correction	for	continuity	Many	books	advocate	that	for	simple	2	3	2	tables	such	as	Table	6.4	we	should	employ	what	is	called	Yates’	correction	for	continuity,	especially	when	the	expected	frequencies	are
small.	10.251	.004a	27	Predictors:	(Constant),	Test	score	Dependent	Variable:	SAT	Verbal	Score	b	Coefficientsa	Unstandardized	Coefficients	Model	1	B	Std.	I	referred	to	this	problem	a	few	pages	back	when	discussing	a	problem	raised	by	Jennifer	Mahon.	Using	a	scale	we	devised,	we	found	that	the	sample	means	of	the	two	groups	were	25	and	30,
respectively,	with	a	pooled	standard	deviation	of	8.	These	data	are	found	in	Cochrane,	St.	Leger,	and	Moore	(1978).	It	is	only	the	direction	of	that	relationship	that	is	different.	Because	2.37	.	2	2	a	X	2	A	a	XB	.	From	the	table	of	the	t	distribution	in	Appendix	t,	an	abbreviated	version	of	which	is	shown	in	Table	7.2,	we	find	that	the	critical	value	of	t.025
(rounding	to	50	df	for	purposes	of	the	table)	5	2.009.	Correlation	and	Regression	SPSS	Inc.	For	the	aspirin	data,	0.94%	(104/11,037)	of	people	in	the	aspirin	group	and	1.71%	(189/11,034)	of	those	in	the	control	group	suffered	a	heart	attack	during	the	course	of	the	study.	So	all	that	we	need	to	do	is	create	a	2	3	2	contingency	table	with	Treatment
Condition	on	the	columns	and	Increase	vs.	With	a	matched-sample	t	test	we	define	d	as	d5	m1	2	m2	sX1	2X2	where	m1	2	m2	represents	the	expected	difference	in	the	means	of	the	two	populations	of	observations	(the	expected	mean	of	the	difference	scores).	30	27	9	20	3	15	5	10	23	34	...	But	that	won’t	solve	our	problem	here,	because	the	categories
still	are	too	coarse.	c.	For	our	purposes,	we	will	write	the	equation	as	Y^	5	bX	1	a	Where	slope	intercept	errors	of	prediction	residual	Y^	5	the	predicted	value	of	Y	b	5	the	slope	of	the	regression	line	(the	amount	of	difference	in	Y^	associated	with	a	one-unit	difference	in	X)	a	5	the	intercept	(the	value	of	Y^	when	X	5	0)	X	5	the	value	of	the	predictor
variable	Our	task	will	be	to	solve	for	the	values	of	a	and	b	that	will	produce	the	best-fitting	linear	function.	Control	–0.5	–9.3	–5.4	12.3	–2.0	–10.2	–12.2	11.6	–7.1	6.2	–0.2	–9.2	8.3	Mean	St	Dev.	1.19	Give	two	examples	of	studies	in	which	our	primary	interest	is	in	looking	at	differences	among	groups.	As	I	said,	we	plan	to	use	20	participants	in	each
group.	It	could	be	that	we	want	to	take	some	future	participant,	assess	their	stress	level,	and	then	predict	their	symptom	level.	How	could	the	characteristics	of	the	sample	influence	the	results	Beth	obtained?	7.38	In	Exercise	7.37	why	might	it	be	smart	to	look	at	the	variances	of	the	two	groups?	To	do	the	job	right,	we	would	have	to	make	up	a
different	table	for	every	possible	combination	of	the	values	of	μ	and	s,	which	certainly	is	not	practical.	(Most	studies	of	the	effects	of	violence	on	television	are	based	on	many	more	subjects	than	that.)	A	short	program	written	in	R	to	calculate	power	for	correlation	coefficients	is	available	on	the	book’s	Web	site	and	named	CorrelationPower.R.
Additional	Examples	I	have	pulled	together	a	few	additional	examples	and	useful	material	on	correlation	and	regression	at	dhowell/methods8/Supplements/CorrReg.html.	We	will	start	with	an	example	based	on	an	honors	thesis	by	Williamson	(2008),	who	was	examining	coping	behavior	in	children	of	depressed	parents.	8	Chapter	1	Basic	Concepts	The
Role	of	Measurement	Scales	I	stated	earlier	that	writers	disagree	about	the	importance	assigned	to	measurement	scales.	It	is	the	most	common	(although	not	always	the	best)	measure	of	the	error	of	prediction.	The	Mode	mode	(Mo)	The	mode	(Mo)	can	be	defined	simply	as	the	most	common	score,	that	is,	the	score	obtained	from	the	largest	number	of
subjects.	Is	there	a	significant	relationship	between	these	two	variables?	More	important,	perhaps,	is	the	fact	that	we	will	see	these	formulae	again	in	different	disguises,	and	it	helps	to	understand	what	is	going	on	if	you	recognize	them	for	what	they	are.	9	The	odds	ratio	can	be	defined	as	OR	5	RR	a	1	2	p2	©	Cengage	Learning	2013	Abused	as	Adult
164	Chapter	6	Categorical	Data	and	Chi-Square	Odds	Ratios	Relative	to	Category	=	0	5	4	3	2	1	0	1	2	Sexual	Abuse	Category	Figure	6.2	3	©	Cengage	Learning	2013	Odds	Ratios	of	Adult	Abuse	6	Odds	ratios	relative	to	the	non-abused	category	Odds	Ratios	in	2	3	2	3	K	Tables	Just	as	we	can	compute	an	odds	ratio	for	a	2	3	2	table,	so	we	can	also
compute	an	odds	ratio	when	that	same	study	is	replicated	over	several	strata	such	as	departments.	(Males	and	females	have	been	plotted	using	different	symbols,	with	data	from	females	primarily	in	the	lower	left.	It	should	be	clear	that	if	5%	are	classed	as	CSW,	7%	are	classed	as	CSW-cl,	and	4%	are	classed	as	MSM,	then	5	1	7	1	4	5	16%	contracted
the	disease	from	sexual	activity.	As	was	the	case	with	means,	if	we	assume	homogeneity	of	error	variances,	we	can	pool	these	two	estimates	,	weighting	each	by	its	degrees	of	freedom:	s2Y	#	X	5	1	N1	2	2	2	s2Y	#	X1	1	1	N2	2	2	2	s2Y	#	X2	N1	1	N2	2	4	For	our	data,	s2Y	#	X	5	99	1	2.102	2	1	99	1	2.302	2	5	4.85	101	1	101	2	4	Substituting	this	pooled
estimate	into	the	equation,	we	obtain	sb1	2b2	5	s2Y	#	X1	Å	s2X1	1	N1	2	1	2	1	s2Y	#	X2	s2X2	1	N2	2	1	2	284	Chapter	9	Correlation	and	Regression	5	4.85	4.85	1	5	0.192	1	2.8	2	1	100	2	Å	1	2.5	2	1	100	2	Given	sb1	2b2,	we	can	now	solve	for	t:	t5	1	20.40	2	2	1	20.20	2	b1	2	b2	5	5	21.04	sb1	2b2	0.192	on	198	df.	The	only	difference	is	that	in	this	case	the
data	are	difference	scores,	and	the	mean	and	the	standard	deviation	are	based	on	the	differences.	Such	sampling	can	be	easily	accomplished	with	a	simple	computer	program;	the	results	of	just	such	a	procedure	are	presented	in	Figure	7.2a,	with	a	normal	distribution	superimposed.	Heart	attacks	are	quite	low-risk	events,	so	we	would	not	expect	a
huge	difference	between	the	two	conditions.	Changing	a	variable	from	“number	of	items	correct”	to	“number	of	items	incorrect”	would	reverse	the	sign	of	a	correlation,	but	it	would	have	no	effect	on	its	absolute	value.	If	you	think	of	the	levels	of	X	in	Figure	9.6a	and	9.6b	as	representing	different	experimental	conditions,	you	can	see	the	relationship
between	the	regression	and	analysis	of	variance	assumptions.	I	used	the	Analyze/Compare	Means/Means	menu	command	because	I	wanted	to	obtain	the	descriptive	statistics	separately	for	each	level	of	NStim	(the	number	of	stimuli	presented).	Well,	just	hope	that	it	does.	If	a	subject	participates	in	the	pretest,	she	also	participates	in	the	posttest.	Raw
scores,	in	percentiles,	with	nearly	the	same	mean	and	standard	deviation	as	Kruger	and	Dunning	found	follow:	[40	58	72	73	76	78	52	72	84	70	72]	Is	this	an	example	of	“all	the	children	are	above	average?”	In	other	words	is	their	mean	percentile	ranking	greater	than	an	average	ranking	of	50?	8.4	Power	Calculations	for	the	One-Sample	t	We	will	first
examine	power	calculations	for	the	one-sample	t	test.	When	k	=	2	the	two	statistics	are	equivalent.	The	important	consideration	is	the	distribution	of	points	within	the	plot	and	not	the	scale	of	either	axis.	Perhaps	the	biggest	change	coming	to	the	field	of	statistical	methods	goes	under	the	heading	of	“resampling.”	For	the	past	100	years	we	have
solved	statistical	problems	by	computing	some	test	statistic	and	then	saying	“if	the	population	from	which	I	sampled	has	certain	characteristics,	then	I	can	fairly	compare	my	statistic	to	the	appropriate	tabled	value.”	But	what	if	the	population	doesn’t	have	these	characteristics?	But	Hayes	and	Cai	asked	if	it	was	effective	to	make	the	decision	about
pooled	or	separate	variances	based	on	the	test	of	homogeneity.	We	can	pool	our	sample	variances	because	they	are	so	similar	that	we	do	not	have	to	worry	about	a	lack	of	homogeneity	of	variance.	(In	this	example,	a	score	of	120	has	approximately	91%	of	the	scores	below	it.	In	addition	to	the	stem-andleaf	display,	John	Tukey	has	developed	other
ways	of	looking	at	data,	one	of	which	gives	greater	prominence	to	the	dispersion	of	the	data.	We	can	examine	the	reasonableness	of	these	assumptions	for	our	data	on	stress	and	symptoms	by	redefining	Stress	into	five	ordered	categories,	or	quintiles.	A	difference	of	2º	F	is	the	same,	physically,	anywhere	on	the	scale,	but	a	difference	of	2º	F	when	a
room	is	already	warm	may	not	feel	as	large	as	does	a	difference	of	2º	F	when	a	room	is	relatively	cool.	In	other	words,	we	have	an	interval	scale	of	the	physical	units	but	no	more	than	an	ordinal	scale	of	comfort	(again,	up	to	a	point).	There	are	many	situations	in	which	we	wish	to	control	for	(often	called	“condition	on”)	a	third	variable.	To	2	12	It	is
interesting	to	note	that	radj	(defined	on	p.	Table	2.3	also	lists	the	frequencies	that	scores	fell	in	each	interval.	A	more	powerful	experiment	is	one	that	has	a	better	chance	of	rejecting	a	false	H0	than	does	a	less-powerful	experiment.	When	we	have	quite	unequal	sample	sizes,	and	they	are	unavoidable,	the	smaller	group	should	be	as	large	as	possible
relative	to	the	larger	group.	What	about	odds	ratios?	The	standard	deviations	were	3.17	and	3.03,	respectively.	The	verdicts	are	shown	in	the	following	table.	Then	k5	8.06	21	2	12.94	5	5	.47	30	2	12.94	17.06	Notice	that	this	coefficient	is	considerably	lower	than	the	70%	agreement	figure	that	we	calculated	above.	You	might	wonder	why	we	would
want	to	f(X)	3.2	A	normal	distribution	with	various	transformations	on	the	abscissa	70	Chapter	3	The	Normal	Distribution	pivotal	quantity	deviation	scores	do	this,	but	it	is	often	important	in	diagnosis	to	separate	extreme	scores	from	more	typical	scores.	Remember	that	you	want	to	know	more	than	just	whether	or	not	the	two	ratings	are	independent.
If	the	two	judges	operated	by	pulling	their	diagnoses	out	of	the	air,	the	probability	that	they	would	both	classify	the	same	case	as	No	Problem	is	.53	3	.67	5	.36,	which	for	30	judgments	would	mean	that	.36	3	30	5	10.67	agreements	on	No	Problem	alone,	purely	by	chance.	8.24	Create	an	example	in	which	a	difference	is	just	barely	statistically
significant	at	a	5	.05.	Boxplots	are	presented	often	in	the	remainder	of	this	book	as	visual	guides	to	the	data.	So	in	this	chapter	we	will	see	a	different	way	to	go	about	testing	the	null	hypothesis.	Calculate	both	Pearson’s	chi-square	and	the	likelihood	ratio	chi-square	table.	However,	experiments	often	have	two	samples	of	different	sizes.	It	is	very
possible	that	this	is	a	reporting	problem—the	more	physicians,	the	better	the	reporting.	If,	for	example,	we	were	using	chi-square	to	test	the	fairness	of	a	coin,	we	would	reject	H0	if	it	produced	too	many	heads	or	if	it	produced	too	many	tails,	because	either	event	would	lead	to	a	large	value	of	x2.	These	two	concepts—errors	of	prediction	and	variance
—have	much	in	common,	as	we	shall	see.)5	The	optimal	values	of	a	and	b	are	obtained	by	solving	for	those	values	of	a	and	b	that	minimizeg	1	Y	2	Y^	2	2.	The	distribution	of	50,000	observations	drawn	from	this	population	is	shown	in	Figure	7.1.	You	can	see	that	the	distribution	is	flat,	as	would	be	expected.	2.31	Using	the	positively	skewed	set	of	data
that	you	created	in	Exercise	2.6,	does	the	mean	fall	above	or	below	the	median?	When	we	say	the	risk	of	having	a	heart	attack	in	the	No	Aspirin	condition	is	.0171,	we	are	saying	that	1.7%	of	the	participants	in	that	condition	had	a	heart	attack,	and	that	is	pretty	straightforward.	The	medians	of	both	(5,	8,	9,	15,	16)	and	(0,	8,	9,	15,	206)	are	9.	1.376
1.061	0.978	0.941	0.920	0.906	0.896	0.889	0.883	0.879	...	What	we	want	is	a	weighted	average,	in	which	the	sample	variances	are	weighted	by	their	degrees	of	freedom	(ni	2	1).	But	if	you	look	at	what	people	are	actually	doing	in	the	literature,	most	of	the	competing	approaches	are	more	of	interest	to	theoreticians	than	to	practitioners.	On	the	other
hand,	categorical	data	(also	known	as	frequency	data	or	qualitative	data)	are	illustrated	in	such	statements	as,	“There	are	34	females	and	26	males	in	our	study”	or	“Fifteen	people	were	classed	as	‘highly	anxious,’	33	as	‘neutral,’	and	12	as	‘low	anxious.’”	Here	we	are	categorizing	things,	and	our	data	consist	of	frequencies	for	each	category	(hence	the
name	categorical	data).	Thus	OR	5	141.957	/	137.108	5	1.03.	If	you	are	going	to	do	research	in	the	behavioral	sciences	you	need	to	understand	both	kinds	of	ratios.	The	Effect	of	Heterogeneous	Subsamples	Another	important	consideration	in	evaluating	the	results	of	correlational	analyses	deals	with	heterogeneous	subsamples.	The	zeros	really	just	fill
in	space	to	produce	a	histogram-like	distribution.	For	example,	on	a	trial	where	the	respondent’s	reaction	time	was	80	hundredths	of	a	second,	the	score	might	reasonably	have	been	79	or	82	instead.	The	Sampling	Distribution	of	t’	Behrens–Fisher	problem	Welch–Satterthwaite	solution	One	of	the	first	attempts	to	find	the	exact	sampling	distribution	of
t'	was	begun	by	Behrens	and	extended	by	Fisher,	and	the	general	problem	of	heterogeneity	of	variance	has	come	to	be	known	as	the	Behrens–Fisher	problem.	Can	you	think	what	might	be	a	counter	argument?	One	of	the	nicest	discussions	of	these	can	be	found	in	Nie,	Hull,	Jenkins,	Steinbrenner,	and	Bent	(1970).	Section	2.5	Stem	6	2	6.	Another	case
arises	when	we	correlate	two	variables	at	Time	1	and	then	again	at	some	later	point	(Time	2),	and	we	want	to	ask	whether	there	has	been	a	significant	change	in	the	correlation	over	time.	When	the	number	of	observations	is	small,	the	sample	correlation	will	be	a	biased	estimate	of	the	population	correlation	coefficient.	(The	data	are	in	thousands	of
cases	and	come	from	two	different	data	sources.)	Year	Cases	1981–1982	1983	1984	1985	1986	1987	1988	1989	1990	196	457	960	1685	2815	4385	6383	6780	5483	©	Cengage	Learning	2013	60	(Before	becoming	complacent	that	the	incidence	of	AIDS/HIV	is	now	falling	in	the	United	States,	you	need	to	know	that	in	2006	the	United	Nations
estimated	that	39.5	million	people	were	living	with	AIDS/HIV.	The	data	in	Exercise	6.1	will	not	really	answer	the	question	the	chairperson	wants	answered.	I	urge	you	to	download	it	and	try.	Our	statistical	tests	can	apply	only	to	the	numbers	that	we	obtain,	and	the	validity	of	statements	about	the	objects	or	events	that	we	think	we	are	measuring
hinges	primarily	on	our	knowledge	of	those	objects	or	events,	not	on	the	measurement	scale.	(This	approach	is	discussed	extensively	in	Chapter	18.)	I	am	extremely	impressed	with	the	logic	and	simplicity	of	such	tests,	and	have	come	to	side	with	Fisher’s	Exact	Test.	Interpret	these	results.	In	addition	to	estimating	r	and	b,	we	often	wish	to	perform	a
significance	test	on	the	null	hypothesis	that	the	corresponding	population	parameters	equal	zero.	In	that	situation	perhaps	we	should	focus	on	the	thought	that	one	therapy	might	be	very	effective	for	some	people	and	very	ineffective	for	others,	leading	to	a	high	variance.	2.080,	we	will	reject	H0	and	conclude	that	the	two	population	means	are	not
equal.	A	score	of	6	contributes	1/(N	2	1)	to	s2,	because	1	X	2	X	2	2	5	1	6	2	5	2	2	5	1.	The	increased	emphasis	on	effect	sizes	in	this	edition	helps	to	drive	home	that	point	that	one	must	think	carefully	about	one’s	data	and	research	questions.	8.10	We	have	just	conducted	a	study	comparing	cognitive	development	of	low-	and	normal-birthweight	babies
who	have	reached	1	year	of	age.	(Think	about	how	Jones	and	Tukey	(2000)	would	have	written	this	paragraph.	whiskers	location	of	the	median.	Here	we	distinguish	not	just	between	Heart	Attacks	and	No	Heart	Attacks,	but	also	between	Fatal	and	Nonfatal	attacks.	He	has	access	to	100	high	school	graduates	who	have	been	classed	as	delinquent	in	the
past.	Our	best	guess	at	those	parameters	would	be	the	means	and	standard	deviations	that	Aronson	et	al.	These	are	actual	data	from	92	college	students	who	were	asked	to	report	height,	weight,	gender,	and	several	other	variables.	(We	will	overshoot	some	and	undershoot	others.)	Instead,	we	will	look	for	that	line	that	minimizes	the	sum	of	the
squared	errors—that	minimizes	g	1	Y	2	Y^	2	2.	(Tens	of	thousands	of	dollars	spent	on	an	organ	transplant	may	increase	an	individual’s	life	expectancy	by	a	few	years,	but	it	is	not	going	to	make	a	dent	in	the	nation’s	life	expectancy.	For	example,	the	limits	produced	from	the	first	sample	(the	top	horizontal	line)	were	approximately	4.46	and	5.72,
whereas	those	for	the	second	sample	were	4.83	and	5.80.	Testing	the	Significance	of	b	If	you	think	about	the	problem	for	a	moment,	you	will	realize	that	a	test	on	b	is	equivalent	to	a	test	on	r	in	the	one-predictor	case	we	are	discussing	in	this	chapter.	Here	you	see	that	just	as	the	central	limit	theorem	predicted,	the	distribution	is	approximately
normal,	the	mean	is	again	at	m	5	50,	and	the	standard	deviation	has	been	reduced	to	approximately	28.87/"30	5	5.27.	8.5	Diagram	the	situation	described	in	Exercise	8.4	along	the	lines	of	Figure	8.2.	8.6	Assume	that	a	third	investigator	ran	both	conditions	described	in	Exercises	8.2	and	8.5	and	wanted	to	know	the	power	of	the	combined	experiment
to	find	a	difference	between	the	two	experimental	manipulations.	When	we	focus	on	r2	we	are	focusing	on	measuring	error	in	terms	of	sums	of	squares.	But	how	would	we	do	if	we	just	took	the	exam	without	even	looking	at	the	material?	It	is	important	to	keep	in	mind,	however,	that	when	the	underlying	assumptions	of	a	test	are	violated,	the
nonparametric	tests	discussed	in	Chapter	18,	and	especially	the	resampling	tests,	are	often	more	powerful.	The	concept	of	probability	will	be	elaborated	in	Chapter	5,	but	even	without	a	precise	definition	of	probability	we	can	make	an	important	point	about	areas	of	a	pie	chart.	Thus,	you	have	made	a	multi-tailed	test	when	in	fact	you	have	a	specific
prediction	of	the	direction	in	which	the	totals	will	be	ordered.	If	you	do	so	you	find	the	distribution	plotted	on	the	right	in	Figure	2.5.	Above	the	bumps	we	have	a	squiggly	distribution	(to	use	another	technical	term)	that	represents	our	best	guess	of	the	distribution	underlying	the	data	that	we	began	with.	Thus,	the	standard	deviation	of	means	is	called
the	standard	error	of	the	mean	(symbolized	by	sX),	whereas	the	standard	deviation	of	differences	between	means,	which	will	be	discussed	shortly,	is	called	the	standard	error	of	differences	between	means	and	is	symbolized	by	sX	2X	.	Exhibit	7.1	shows	how	SPSS	can	be	used	to	obtain	a	one-sample	t	test	and	confidence	limits	for	the	moon	illusion
data.	0.95	0.85	0.75	0.65	1	1	=	Male,	2	=	Female	2.9	2	Sex	©	Cengage	Learning	2013	Chapter	2	Percent	56	In	Exercise	2.8,	what	would	be	the	first	and	third	quartiles	(approximately)	for	males	and	females?	One	of	the	strongest	arguments	for	that	test	is	that	it	applies	well	to	cases	with	small	expected	frequencies.	The	intercept	is	labeled	here	as
“Constant,”	because	it	is	the	constant	that	you	add	to	every	prediction.	There	are	two	different	types	of	measures	designed	to	represent	the	size	of	an	effect.	The	data	are	shown	in	Table	2.6.8	From	the	table	you	can	see	that	Langlois	and	Roggman	correctly	predicted	that	Set	32	faces	would	be	rated	as	more	attractive	than	Set	4	faces.	156	Chapter	6
Categorical	Data	and	Chi-Square	One	Further	Step	The	question	that	Dr.	Freedenthal	asked	was	actually	more	complicated	than	the	one	that	I	just	answered,	because	she	also	had	a	control	group	that	did	not	receive	the	intervention	but	was	evaluated	at	both	times	as	well.	An	understanding	of	these	models	requires	specialized	texts,	but	fundamental
to	even	beginning	to	sort	through	that	literature	requires	an	understanding	of	fixed	versus	random	variables	and	of	nested	designs.	Because	you	have	already	seen	the	boxplot	broken	down	by	NStim	in	Figure	2.13,	I	only	present	the	combined	data	here.	Finally,	we	plot	the	locations	of	all	points	that	are	more	extreme	than	the	adjacent	values.	170
Chapter	6	Categorical	Data	and	Chi-Square	6.10	In	Exercise	6.8	children	were	classified	as	those	who	never	showed	ADD	behavior	and	those	who	showed	ADD	behavior	at	least	once	in	the	second,	fourth,	or	fifth	grade.	3.4	a.	It	tells	us	not	only	what	the	mean	and	variance	of	the	sampling	distribution	of	the	mean	must	be	for	any	given	sample	size,	but
it	also	states	that	as	n	increases,	the	shape	of	this	sampling	distribution	approaches	normal,	whatever	the	shape	of	the	parent	population.	©	Cengage	Learning	2013	g	Y2	5	(32	1	42	1	12	1	12	1	32	)	5	36	Chapter	2	Describing	and	Exploring	Data	Table	2.5	Hypothetical	data	illustrating	notation	Trial	Day	1	2	Total	1	8	10	18	2	7	11	18	3	6	13	19	4	9	15	24
5	12	14	26	Total	42	63	105	You	must	thoroughly	understand	notation	if	you	are	to	learn	even	the	most	elementary	statistical	techniques.	Vote	Women	Men	Yes	35	60	No	9	41	Total	44	101	Total	95	50	145	©	Cengage	Learning	2013	6.12	Stress	has	long	been	known	to	influence	physical	health.	For	our	example	the	limits	will	be	Limits	5	50	6	(1.96)(10)
5	50	6	19.6	5	30.4	and	69.6.	0.40	0.30	0.20	0.10	95%	0	–3.0	Figure	3.9	–2.0	–1.0	0	z	1.0	2.0	3.0	©	Cengage	Learning	2013	3.4	f	(X	)	74	Values	of	z	that	enclose	95%	of	the	Behavior	Problem	scores	Section	3.5	prediction	interval	3.5	Assessing	Whether	Data	Are	Normally	Distributed	75	So	the	probability	is	.95	that	a	child’s	score	(X)	chosen	at	random
would	be	between	30.4	and	69.6.	We	may	not	be	very	interested	in	low	scores,	because	they	don’t	represent	problems.	But	consider	the	data	from	Bradley	(1963)	on	reaction	times,	shown	in	Figure	2.10.	This	approximation	is	an	excellent	one,	especially	in	light	of	the	fact	that	we	do	not	really	care	whether	the	power	is	.85	or	.83,	but	rather	whether	it
is	near	.80	or	nearer	to	.30.	One	of	the	simplest	methods	to	reorganize	data	to	make	them	more	intelligible	is	to	plot	them	in	some	sort	of	graphical	form.	He	or	she	would	regard	the	same	set	of	scores	as	a	population.	(“There	must	be	a	trick.”)	How	would	you	design	a	study	to	test	such	a	hypothesis?	Verify	the	answer	to	Exercise	6.13a.	This	is
particularly	true	now	that	it	is	easy	to	make	that	older	material	readily	available	for	all	who	would	like	to	read	it.	However,	when	we	are	measuring	gain	it	makes	sense	to	me	to	measure	it	in	the	metric	of	the	original	weights	because	we	are	asking	where	the	girls	ended	up	relative	to	where	they	began.	Next	consider	Figure	2.10(c)	and	(d).	I	have
further	developed	the	concept	of	resampling	to	illustrate	what	the	more	traditional	approaches	are	attempting	to	do	on	the	basis	of	underlying	assumptions.	What	is	the	power	of	this	experiment?	Section	2.8	Measures	of	Variability	41	For	our	example,	we	can	calculate	the	sample	variances	of	Set	4	and	Set	32	as	follows:9	Set	4	(X)	2	a	1X	2	X2	s2X	5
N21	5	1	1.20	2	2.64	2	2	1	1	1.82	2	2.64	2	2	1	c1	1	4.02	2	2.64	2	2	20	2	1	5	8.1569	5	0.4293	19	Set	32	(Y)	2	a	1Y	2	Y2	s2Y	5	N21	5	1	3.13	2	3.26	2	2	1	1	3.17	2	3.26	2	2	1	c1	1	3.38	2	3.26	2	2	20	2	1	5	0.0903	5	0.0048	19	From	these	calculations	we	see	that	the	difference	in	variances	reflects	the	differences	we	see	in	the	distributions.	One	measure,	then,
of	the	degree	to	which	H0	is	false	would	be	the	distance	from	m1	to	m0	expressed	in	terms	of	the	number	of	standard	errors.	This	distribution	made	use	of	only	a	few	characteristics	of	the	data,	its	mean	and	standard	deviation,	and	did	not	make	any	effort	to	fit	the	curve	to	the	actual	shape	of	the	distribution.	Assume	that	the	distribution	of	counts	is
normal.	Thus,	if	the	experimenter	wants	to	have	an	80%	chance	of	rejecting	H0	when	d	5	0.33	(i.e.,	when	m15	105),	she	will	have	to	use	the	IQs	for	72	randomly	selected	clients.	It	is	worth	noting	that	although	H0	:	b*	5	0	is	equivalent	to	H0	:	r	5	0,	it	does	not	follow	that	H0	:	b*1	2	b*2	5	0	is	equivalent	to	H0	:	r1	2	r2	5	0.	I	can’t	imagine	any
meaningful	variable	that	psychologists	study	that	has	the	precision	of	the	variables	in	the	physical	sciences.	When	we	calculate	the	95%	confidence	interval	on	m1	2	m2	we	find	21.10	<	m1	2	m2	<	39.1.	The	confidence	interval	tells	us	more	about	what	we	are	studying	than	does	the	fact	that	power	is	only	.46.	One	type,	called	the	d-family	by	Rosenthal
(1994),	is	based	on	one	or	more	measures	of	the	differences	between	groups	or	levels	of	the	independent	variable.	At	a	time	when	there	is	considerable	discussion	nationally	about	the	cost	of	health	care,	these	data	give	us	pause.	These	are	more	complex	examples	than	we	have	seen	to	date,	involving	several	different	statistical	procedures	for	each
data	set.	These	were	white	male	college	students	who	reported	that	they	typically	performed	well	in	math	and	that	good	math	performance	was	important	to	them.	S	1	Y	2	Y^	2	5	0	S	1	Y	2	Y^	2	2	5	3.128	sY.X	5	"0.030	5	0.173	I	have	suggested	that	if	we	had	an	infinite	number	of	observations,	our	prediction	for	a	given	value	of	X	would	be	the	mean	of
the	Ys	associated	with	that	value	of	X.	If	not,	you	click	on	the	button	labeled	“Determine	1”	and	a	dialog	box	will	open	on	the	right.	(This	is	sometimes	written	as	t.025	1	50	2	5	2.009	to	indicate	the	degrees	of	freedom.)	Because	the	obtained	value	of	t,	written	tobt,	is	greater	than	t.025,	we	will	reject	H0	at	a	5	.05,	two-tailed,	that	our	sample	came	from
a	population	of	observations	with	m	5	100.	Wagner,	Compas,	and	Howell	(1988)	investigated	the	relationship	between	stress	and	mental	health	in	firstyear	college	students.	If	we	know	something	about	the	distribution	of	events	(or	of	sample	statistics),	we	know	something	about	the	probability	that	one	of	those	events	(or	statistics)	is	likely	to	occur.
Where	the	distinction	is	not	obvious,	which	variable	is	labeled	X	is	unimportant.	Such	a	comparison	is	accomplished	by	plotting	the	two	distributions	on	opposite	sides	of	the	stem.	For	our	data,	we	have	Y^	i	5	1	0.0086	2	1	Xi	2	1	4.300	When	Xi	5	0,	Y^	i	5	1	0.0086	2	1	0	2	1	4.300	5	4.300	and	when	Xi	5	50,	Y^	i	5	1	0.0086	2	1	50	2	1	4.300	5	4.730	The
line	then	passes	through	the	points	(X	5	0,	Y	5	4.300)	and	(X	5	50,	Y	5	4.730),	as	shown	in	Figure	9.3.	The	regression	line	will	also	pass	through	the	points	(0,	a)	and	(X,	Y),	which	provides	a	quick	check	on	accuracy.	We	might	want	to	ask,	for	example,	about	the	average	self-esteem	score	for	an	entire	population	of	students	who	could	have	taken	our
program,	even	though	all	that	we	really	have	is	the	average	score	of	a	sample	of	students	who	actually	went	through	the	program.	(For	an	intuitive	understanding	of	this,	consider	what	would	happen	to	the	predictions	for	different	values	of	X	if	we	rotated	the	regression	line	slightly	around	the	point	X,	Y.	The	dependent	variable	is	the	number	of	items
correctly	solved.	This	is	true	by	Rule	3	in	the	preceding	list.	I	find	them	particularly	useful	for	screening	data	for	errors	and	for	highlighting	potential	problems	before	subsequent	analyses	are	carried	out.	7.1	Sampling	Distribution	of	the	Mean	sampling	distribution	of	the	mean	central	limit	theorem	As	you	should	recall	from	Chapter	4,	the	sampling
distribution	of	any	statistic	is	the	distribution	of	values	we	would	expect	to	obtain	for	that	statistic	if	we	drew	an	infinite	number	of	samples	from	the	population	in	question	and	calculated	the	statistic	on	each	sample.	What	do	we	know	from	this	analysis,	and	what	don’t	we	know?	To	anticipate	what	we	will	discuss	in	Chapter	11,	note	that	our
assumptions	of	homogeneity	of	variance	and	normality	in	arrays	are	equivalent	to	the	assumptions	of	homogeneity	of	variance	and	normality	of	populations	corresponding	to	different	treatments	that	we	will	make	in	discussing	the	analysis	of	variance.	From	the	data	you	can	clearly	see	that	we	cannot	reject	the	null,	but	in	fact	the	one-tailed	probability
that	is	printed	out	is	also	.005.	Symmetric	Measures	Value	Phi	Cramer’s	V	Contingency	Coefficient	Nominal	by	Nominal	N	of	Valid	Cases	.242	.242	.236	634	Approx.	3.9	A	dean	must	distribute	salary	raises	to	her	faculty	for	the	next	year.	That	strikes	me	as	an	impressive	level	of	prediction,	given	all	the	other	factors	that	influence	psychological
symptoms.	The	point	I	am	making	here	is	that	experimenters	must	be	careful	when	they	combine	data	from	several	sources.	Contents	7.1	7.2	7.3	7.4	7.5	7.6	7.7	Sampling	Distribution	of	the	Mean	Testing	Hypotheses	About	Means—s	Known	Testing	a	Sample	Mean	When	s	Is	Unknown—The	One-Sample	t	Test	Hypothesis	Tests	Applied	to	Means—Two
Matched	Samples	Hypothesis	Tests	Applied	to	Means—Two	Independent	Samples	Heterogeneity	of	Variance:	the	Behrens–Fisher	Problem	Hypothesis	Testing	Revisited	177	178	Chapter	7	Hypothesis	Tests	Applied	to	Means	In	Chapters	5	and	6	we	considered	tests	dealing	with	frequency	(categorical)	data.	It	follows	that	the	denominator	(the	number
of	scores	on	which	our	estimate	is	based)	should	reflect	this	restriction.	Is	this	a	reasonable	answer	if	he	was	counting	conscientiously?	We	lose	this	one	degree	of	freedom	whenever	we	estimate	a	mean.	6.30	In	a	data	set	on	this	book’s	Web	site	named	Mireault.dat	and	described	in	Appendix	Data	Set,	Mireault	and	Bond	(1992)	collected	data	from
college	students	on	the	effects	of	the	death	of	a	parent.	We	will	discuss	this	test	shortly,	but	it	is	simply	a	test	on	our	assumption	of	homogeneity	of	variance.	Thus,	d	5	1	0.50	2	5	1.77	25	5	0.50!12.5	5	0.50	1	3.54	2	Å2	Section	8.5	Power	Calculations	for	Differences	Between	Two	Independent	Means	239	From	Appendix	Power,	by	interpolation	for	d	5
1.77	with	a	two-tailed	test	at	a	5	.05,	power	5	.43.	However,	my	power	is	far	greater	than	it	was	in	my	original	example	because	of	the	added	power	of	matched-sample	designs.	•	The	first	theme	is	the	importance	of	looking	at	the	data	before	jumping	in	with	a	hypothesis	test.	To	introduce	the	normal	distribution,	we	will	look	at	one	additional	data	set
that	is	approximately	normal	(and	would	be	even	closer	to	normal	if	we	had	more	observations).	(In	other	words,	can	power	ever	be	less	than	a?)	8.19	If	s	5	15,	n	5	25,	and	we	are	testing	H0	:	m0	5	100	versus	H1	:	m0	.	©	Cengage	Learning	2013	Sample	Quantiles	Sample	Quantiles	Q-Q	Plot	n	=	5	181	182	Chapter	7	Hypothesis	Tests	Applied	to	Means
standard	error	Because	we	know	the	mean	and	standard	deviation	of	the	population	of	Youth	SelfReport	scores,	we	can	use	the	central	limit	theorem	to	obtain	the	sampling	distribution	when	the	null	hypothesis	is	true.	Recall	that	t	was	defined	as	the	difference	between	a	sample	mean	and	a	population	mean,	divided	by	the	standard	error	of	the	mean.
In	statistics,	we	dichotomize	the	concept	of	a	variable	in	terms	of	independent	and	dependent	variables.	And	even	though	we	have	divided	by	(N	2	1)	instead	of	N,	we	still	have	obtained	something	very	much	like	a	mean	or	an	“average”	of	these	deviations.	Unfortunately,	especially	with	the	kinds	of	measures	we	collect	in	the	behavioral	sciences,	this
is	rarely	the	case.	An	interesting	paper	on	d-family	versus	r-family	measures	is	McGrath	and	Meyer	(2006).	For	one	thing,	if	these	children	really	do	score	higher,	I	would	expect	that	their	sample	standard	deviation	would	underestimate	s.	In	both	of	these	situations	we	can	apply	reasonably	simple	extensions	of	the	calculational	procedures	we	used
with	the	t	test.	However,	in	recent	years	there	has	been	an	important	growth	of	interest	in	permutation	and	randomization	tests,	of	which	Fisher’s	Exact	Test	is	an	example.	One	interpretation	of	r,	then,	is	that	it	is	a	measure	of	the	degree	to	which	the	covariance	approaches	its	maximum.	We	will	return	to	the	idea	of	standardized	variables	when	we
discuss	multiple	regression	in	Chapter	15.	For	a	more	extensive	discussion,	see	Wilcox	(1987b).	Because	we	obviously	do	not	know	s21	and	s22	(if	we	did	we	would	not	be	solving	for	t),	we	must	in	some	way	test	their	difference	by	using	our	two	sample	variances	(s21	and	s22).	In	other	words,	we	can	use	the	mean	in	an	equation	and	manipulate	it
through	the	normal	rules	of	algebra,	Section	2.8	Measures	of	Variability	35	specifically	because	we	can	write	an	equation	that	defines	the	mean.	Here	we	are	no	longer	dealing	with	a	statistical	issue	but	with	a	methodological	one.	The	first	column	of	data	(labeled	Race)	contains	a	W	or	an	NW,	depending	on	the	race	of	the	defendant.	In	contrast	to	z,	a
different	t	distribution	is	defined	for	each	possible	number	of	degrees	of	freedom.	You	would	not	let	one	stem	be	50–54,	and	another	60–69.	This	can	lead	to	confusing	notation	for	a	two-tailed	test.	To	illustrate	the	use	of	the	software	I	will	reproduce	the	example	from	Section	8.4	using	unequal	sample	sizes.	Deviation	Std.	But	suppose	that	women
have	different	cut	points	on	an	underlying	scale	of	“fun.”	For	example,	maybe	women’s	idea	of	Fairly	Often	or	Almost	Always	is	higher	than	men’s.	Knowing	this,	you	can	readily	convert	an	individual’s	IQ	(e.g.,	120)	to	his	or	her	position	in	terms	of	standard	deviations	above	or	below	the	mean	(i.e.,	you	can	calculate	the	z	score).	In	other	words,	this
study	has	the	same	power	as	it	would	have	had	we	run	it	with	14.4	subjects	per	group	for	a	total	of	28.8	subjects.	I	might	point	out	that	you	would	not	want	that	correlation	to	be	too	high	because	then	the	SAT	would	be	heavily	dependent	on	plain	old	test-taking	skills	and	less	a	reflection	of	what	the	student	actually	knew	about	the	material	being
tested.	Other	pictures	(Set	32)	were	created	by	averaging	across	snapshots	of	32	different	people.	This	doesn’t	really	change	anything,	because	if	a	sample	mean	is	greater	than	104.125,	the	corresponding	t	value	will	be	greater	than	2.4529.	Although	almost	no	one	ever	does	exactly	that,	it	is	a	nice	illustration	of	what	we	have	in	mind.)	Having	drawn
our	sample	of	students,	we	will	randomly	assign	half	the	subjects	to	a	group	that	will	receive	the	stress-management	program	and	half	to	a	group	that	will	not	receive	the	program.	The	experiment	that	we	design	will	not	be	complete,	but	it	will	illustrate	some	of	the	issues	involved	in	designing	and	analyzing	experiments	and	some	of	the	statistical
concepts	with	which	you	must	be	familiar.	That	is	simply	the	inverse	of	the	original	OR	(0.546	5	1/1.83).	Here	I	will	use	the	most	common	approach,	which	Kline	points	out	is	not	quite	technically	correct,	and	refer	to	my	measure	as	Cohen’s	d.	Wilcox	has	done	a	great	deal	of	work	on	the	problems	of	trimming,	and	I	certainly	respect	his	well-earned



reputation.	So	we	test	the	null	hypothesis	that	m	5	5,	against	the	alternative	hypothesis	that	m	?	7.45	I	stated	earlier	that	Levene’s	test	consists	of	calculating	the	absolute	(or	squared)	differences	between	individual	observations	and	their	group’s	mean,	and	then	running	a	t	test	on	those	differences.	The	concept	is	relatively	simple,	and	well	worth
considering.	We	will	discuss	these	in	turn,	beginning	with	the	mode,	which	is	the	least	used	(and	often	the	least	useful)	measure.	We	saw	in	Chapter	2	that	s2	is	an	unbiased	estimate	of	s2,	meaning	that	with	repeated	sampling	the	average	value	of	s2	will	equal	s2.	A	value	of	power	5	.80	makes	a	Type	II	error	four	times	as	likely	as	a	Type	I	error,
which	some	would	take	as	a	reasonable	reflection	of	their	relative	importance.	This	is	in	part	because	the	behavioral	sciences	are	branching	into	many	new	areas	and	in	part	because	we	are	finding	better	ways	of	asking	questions	of	our	data.	If	we	call	this	new	estimate	s2p	then	s2p	5	pooled	variance	estimate	1	n1	2	1	2	s21	1	1	n2	2	1	2	s22	n1	1	n2	2
2	The	numerator	represents	the	sum	of	the	variances,	each	weighted	by	their	degrees	of	freedom,	and	the	denominator	represents	the	sum	of	the	weights	or,	equivalently,	the	degrees	of	freedom	for	s2p.	What	might	you	do	if	15	wives	refused	to	answer	the	question,	although	their	husbands	did,	and	8	husbands	refused	to	answer	the	question	when
their	wives	did?	We	have	known	for	over	one	hundred	years	that	the	distance	from	the	sun	to	the	planets	in	our	solar	system	follows	a	neat	pattern.	Third,	there	are	many	more	important	things	to	worry	about.	Then	d5	m1	2	m2	5	5	0.50	5	s	10	Thus,	we	are	expecting	a	difference	of	one-half	of	a	standard	deviation	between	the	two	means,	what	Cohen
(1988)	would	call	a	moderate	effect.	For	our	sample	data	on	SAT	performance	and	test-taking	ability,	b	5	4.865,	sX	5	6.73,	and	sY	#	X	5	53.127.	The	mean,	however,	is	made	of	sterner	stuff.	In	fact,	most	of	this	book	deals	with	inferential	statistics.	We	will	focus	on	the	dimension	of	Total	Behavior	Problems,	which	represents	the	total	number	of
behavior	problems	reported	by	the	child	(weighted	by	the	severity	of	the	problem).	If,	for	example,	we	took	a	group	of	overweight	people	and	looked	at	the	relationship	between	self-esteem	(Y)	and	weight	loss	(X)	(assuming	that	it	is	linear),	the	intercept	would	tell	us	what	level	of	self-esteem	to	expect	for	an	individual	who	lost	0	pounds.	In	each	case,
the	constant	used	is	3.	Notice,	for	example,	that	there	are	fourteen	67s,	but	only	two	68s.	This	leads	us	to	the	assumption	of	homogeneity	of	variance	in	arrays,	which	is	nothing	but	the	assumption	that	the	variance	of	Y	for	each	value	of	X	is	constant	(in	the	population).	We	calculate	these	the	same	way	we	calculate	expected	values	for	the	standard
chi-square	test.	Calculate	gX	gY.	A	simple	(but	unwise)	approach	to	these	data	is	to	calculate	the	percentage	of	agreement.	Locate	your	local	office	at	www.cengage.com/global.	3.16	What	does	the	answer	to	Exercise	3.15	suggest	about	the	importance	of	reference	groups?	An	even	more	common	transformation	involves	creating	deviation	scores	and
then	dividing	the	deviation	scores	by	the	standard	deviation.	d.	At	the	same	time,	boys	had	to	do	fewer	chores	to	earn	their	allowance	than	did	girls.	Its	square,	s2Y	#	X	,	is	called	the	residual	variance	or	error	variance,	and	it	can	be	shown	to	be	an	unbiased	estimate	of	the	corresponding	parameter	(s2Y	#	X	)	in	the	population.	On	the	other	hand,	a
sample	from	a	small	town	in	Nebraska	might	give	us	a	reasonable	estimate	of	the	reaction	time	of	people	to	stimuli	presented	suddenly.	If	we	now	think	of	our	data	as	being	the	set	of	difference	scores,	the	null	hypothesis	becomes	the	hypothesis	that	the	mean	of	a	population	of	difference	scores	(denoted	mD)	equals	0.	Randomness	has	at	least	two
aspects	that	we	need	to	consider.	What	might	you	conclude	from	these	boxplots?	The	data	on	all	three	pace	variables	are	included	in	the	data	set	on	the	web.)	Here	is	an	example	where	we	have	two	dependent	measures,	but	one	is	clearly	the	predictor	(Pace	goes	on	the	X	(horizontal)	axis	and	Heart	disease	goes	on	the	Y	(vertical)	axis).	8.21	In	the
hypothetical	study	based	on	Aronson’s	work	on	stereotype	threat	with	two	independent	groups,	I	could	have	all	male	students	in	a	given	lab	section	take	the	test	under	the	same	condition.	This	procedure	is	called	reflection	and	is	quite	simply	accomplished	by	a	linear	transformation.	3.2	Using	the	distribution	in	Exercise	3.1,	calculate	z	scores	for	X	5
2.5,	6.2,	and	9.	In	other	words,	a	z	score	represents	the	number	of	standard	deviations	that	Xi	is	above	or	below	the	mean—a	positive	z	score	being	above	the	mean	and	a	negative	z	score	being	below	the	mean.	In	this	case,	a	positive	value	of	(X	–X)	will	sometimes	be	paired	with	a	positive	value	and	sometimes	with	a	negative	value	of	(Y	–	Y).	Most	of
the	data	points	are	smoothly	distributed	between	roughly	7	and	17	hundredths	of	a	second,	but	a	small	but	noticeable	cluster	of	points	lies	between	30	and	70	hundredths,	trailing	off	to	the	right.	Even	though	it	is	apparent	from	Figure	2.12	that	there	is	greater	variability	in	the	rating	of	composites	of	four	photographs	than	in	the	rating	of	composites
of	32	photographs,	some	sort	of	measure	is	needed	to	reflect	this	difference	in	variability.	6.40	In	the	text	I	calculated	odds	ratios	for	the	data	in	Table	6.11.	What	we	need,	then,	are	ways	to	go	beyond	a	simple	test	of	significance	to	present	one	or	more	statistics	reflecting	the	size	of	the	effect	we	are	looking	at.	We	are	most	interested	in	the	third
column	because	we	are	concerned	with	testing	differences	between	means.	In	fact,	notice	that	my	conclusion	did	not	contain	the	phrase	“rejecting	the	hypothesis.”	Instead	I	referred	to	“drawing	a	conclusion.”	These	are	subtle	differences,	but	I	hope	this	example	clarifies	the	position	taken	by	Jones	and	Tukey.	38	0	.	0.97	0.98	0.99	1.00	1.01	1.02	1.03
1.04	1.05	...	D’Agostino	and	Stephens	(1986)	put	it	even	more	strongly	when	they	wrote,	“The	Kolmogorov-Smirnov	test	is	only	a	historical	curiosity.	We	will	set	alpha	at	a	5	.05,	in	line	with	what	we	have	been	using.	We	would	like	to	draw	a	random	sample,	though	I	will	say	shortly	that	truly	random	samples	are	normally	impractical	if	not	impossible.
Section	7.2	Testing	Hypotheses	About	Means—s	Known	Q-Q	Plot	n	=	30	3	3	2	2	1	0	–1	–2	0	–1	–2	–3	–3	–4	–2	0	2	Theoretical	Quantiles	Figure	7.2c	7.2	1	4	–4	–2	0	2	4	Theoretical	Quantiles	Q-Q	plots	for	sampling	distributions	with	n	5	5	and	n	5	30.	Error	Difference	Lower	Upper	.391	.534	2.484	62	.016	7.4966	3.0183	1.4630	13.5301	2.492	60.495	.015
7.4966	3.0087	1.4794	13.5138	Next	note	that	the	t	supplied	by	SPSS	is	the	same	as	we	calculated	and	that	the	probability	associated	with	this	value	of	t	(.016)	is	less	than	a	5	.05,	leading	to	rejection	of	the	null	hypothesis.	That	is	certainly	an	unexpected	result,	but	it	is	almost	certainly	not	due	to	chance.	It	is	reasonable	to	assume	that	if	the	husband
is	very	dissatisfied	with	the	marriage,	his	wife	is	probably	also	dissatisfied,	and	vice	versa,	thus	causing	their	scores	to	be	related.	We	generally	speak	of	Fahrenheit	temperature	as	an	interval	scale.	The	questions	to	be	asked	refer	to	the	location,	or	central	tendency,	and	to	the	dispersion,	or	variability,	of	the	distributions	along	the	underlying	scale.	a
a	Dependent	Variable:	SAT	Verbal	Score	Exhibit	9.1	Continued	of	about	60).	The	minimum	expected	count	is	8.59.	For	this	statistic	all	we	need	to	say	is	that	out	of	30	total	cases,	there	were	21	cases	(15	+	3	+	3)	where	the	judges	agreed.	For	a	thorough	discussion	of	the	misuse	of	x2,	see	the	paper	by	Lewis	and	Burke	(1949)	and	the	subsequent
rejoinders	to	that	paper.	The	entry	of	2½	in	the	numerator	is	the	same	Yates’s	correction	for	continuity	that	I	passed	over	earlier.	f.	As	we	saw,	linear	transformations	do	not	change	the	underlying	shape	of	a	distribution.	Thus	the	odds	of	being	abused	as	an	adult	for	someone	from	the	Category	1	group	are	1.54	times	the	odds	for	someone	from	the
Category	0	group.	Sig-	(2-sided)	.005	.008	.007	7.701	1	.006	Exact	Sig.	These	data	come	from	an	actual	research	study	(Howell	and	Huessy,	1985).	A	chi-square	test	on	the	data	produces	x2	5	37.98,	which	has	a	probability	under	H0	that	is	0.00	to	the	9th	decimal	place.	If	we	knew	something	about	the	areas	under	the	curve	in	Figure	3.6,	we	could	say
something	about	the	probability	of	various	values	of	Behavior	Problem	scores	and	could	identify,	for	example,	those	scores	that	are	so	high	that	they	are	obtained	by	only	5%	or	10%	of	the	population.	We	often	run	experiments,	see	that	the	result	is	significant	at	alpha	5	.05,	and	get	quite	excited.	If	we	changed	all	the	Ys	in	the	equation	to	Xs,	we
would	have	s2X	;	if	we	changed	the	Xs	to	Ys,	we	would	have	s2Y	.	In	that	department	the	odds	ratio	for	men	to	women	is	0.35,	while	all	of	the	other	odds	ratios	are	near	1.0,	ranging	from	0.80	to	1.22.	Before	defining	more	precisely	what	we	mean	by	small,	we	should	examine	why	a	small	expected	frequency	causes	so	much	trouble.	207)	gives	the
variance	for	a	sum	or	difference	of	two	variables.	However,	using	standard	Pearson	chisquare,	examine	the	relationship	between	bullying	and	the	Job	Category	separately	by	gender.	Similarly,	an	interval’s	real	upper	limit	is	the	largest	value	that	would	be	classed	as	being	in	the	interval.	Instead	of	asking	subjects	to	rate	their	statement	“Sex	is	fun	for
me	and	my	partner”	as	“Never,	Fairly	Often,	Very	Often,	or	Almost	Always,”	we	converted	their	categorical	responses	to	a	four-point	scale	from	1	5	“Never”	to	4	5	“Almost	Always.”	a.	A	discussion	of	the	solution	to	this	problem	can	also	be	found	in	the	Supplements	section	of	this	book’s	Web	site.	(These	data	can	also	be	obtained	at	dhowell/methods8
/DataFiles/Add.dat.)	2.13	Create	a	stem-and-leaf	display	for	the	ADDSC	score	in	Appendix:	Data	Set.	In	addition,	the	program	I	was	using	to	present	stimuli	recorded	data	from	only	correct	responses,	not	from	errors.	Section	7.1	179	symmetric	but	nonnormal,	the	sampling	distribution	of	the	mean	will	be	nearly	normal	even	for	small	sample	sizes,
especially	if	the	population	is	unimodal.	Meijs,	Cillessen,	Scholte,	Segers,	and	Spijkerman	(2010)	conducted	a	study	on	the	relationship	between	academic	achievement,	social	intelligence,	and	popularity	in	adolescents.	This	is	the	way	almost	everyone	would	analyze	the	data.	69	0	.	How	does	it	compare	to	the	probability	associated	with	Pearson’s	chi-
square?	This	is	a	place	where	a	little	common	sense	is	particularly	useful.	Any	discrepancy	between	the	actual	values	and	those	predicted	by	the	central	limit	theorem	is	attributable	to	rounding	error	and	to	the	fact	that	we	did	not	draw	an	infinite	number	of	samples.	RR.	Figures	9.1a	and	9.1c	illustrate	this,	because	the	two	correlations	are	nearly	the
same	except	for	their	signs	(.81	versus	–.76).	This,	for	the	same	reasons	discussed	earlier	for	the	one-sample	t,	means	that	the	result	will	be	distributed	as	t	rather	than	z.	The	publishing	staff	was	exceptionally	helpful	throughout,	and	I	would	like	to	thank	Jessica	Egbert,	Marketing	Manager;	Vernon	Boes	and	Pamela	Galbreath,	Art	Directors;	Mary
Noel,	Media	Editor;	Kristin	Ruscetta,	Production	Project	Manager;	Lauren	Moody,	Editorial	Assistant;	and	Timothy	Matray,	Acquisition	Editor.	2	A	somewhat	different	approach	is	taken	by	Murphy	and	Myors	(1998),	who	base	all	of	their	power	calculations	on	the	F	distribution.	When	the	children	reached	the	end	of	the	ninth	grade,	the	researchers
examined	school	records	and	noted	which	children	were	enrolled	in	remedial	English.	What	trends	do	you	see	in	the	data	and	what	might	have	caused	them?	In	such	a	case,	it	often	makes	sense	to	assume	that	the	variances	will	remain	unaffected.	What	is	the	value	of	d	if	the	size	of	her	sample	is	100?	They	probably	also	are	not	as	tied	up	in	doing
better	than	someone	else).	Such	a	table	appears	in	Appendix	z	(page	714).	Many	textbooks	state	that	we	assume	we	are	sampling	from	a	normal	population	(i.e.,	behavior	problem	scores	themselves	are	normally	distributed),	but	this	is	not	strictly	necessary	in	practical	terms.	If	we	assume	that	the	true	means	and	standard	deviations	have	been
estimated	exactly,	what	is	the	a	priori	probability	that	we	will	find	a	significant	difference	in	our	replication?	You	can	see	how	power	increases	with	sample	size	and	with	the	level	of	a	by	requesting	an	X-Y	plot.	The	second	aspect	of	randomness	concerns	random	assignment.	Most	people	now	draw	boxplots	using	more	traditional	measures,	and	I	am
adopting	that	approach	in	this	edition.	In	a	scatterplot,	each	experimental	subject	in	the	study	is	represented	by	a	point	in	two-dimensional	space.	Each	of	these	variances	is	based	on	squared	deviations	about	their	corresponding	sample	means,	and	therefore	each	sample	variance	has	nj	2	1	df.	From	this	figure	it	is	easy	to	see	the	increase	in
dispersion	as	children	increase	in	age.	A	section	in	the	chapter	on	repeated	measures	analysis	of	variance	extends	the	discussion	of	mixed	models.	As	part	of	an	example	we	will	return	to	later,	Nurcombe	et	al.	Indeed,	in	clinical	psychology	we	often	measure	men	by	their	shadows	while	they	are	dancing	in	a	ballroom	illuminated	by	the	reflections	of
an	old-fashioned	revolving	polyhedral	mirror”	(p.	3.1	The	Normal	Distribution	Now	we’ll	move	closer	to	the	normal	distribution.	How	do	human	beings	process	information	that	is	stored	in	their	short-term	memory?	(Unless	you	are	a	middle-aged	male	worrying	about	your	health,	the	numbers	look	rather	small.	(The	town	drunk	is	still	the	town	drunk,
even	if	now	his	liquor	is	measured	in	milliliters.)	It	is	important	to	realize	exactly	what	converting	X	to	z	has	accomplished.	Alternatively,	it	could	be	that	mH	.	The	most	important	topics	to	be	included,	as	of	this	writing,	include	more	extensive	treatment	of	missing	data,	the	use	of	linear	mixed	models	to	handle	repeated	measures,	greater	emphasis	on
confidence	intervals,	and	an	introduction	to	meta-analysis	and	to	single-subject	designs,	which	are	very	important	in	clinical	interventions.	Now	suppose	we	drew	5,000	samples	of	size	5	(n	5	5)	from	this	population	and	plotted	the	resulting	sample	means.	For	some	reason	SPSS	does	not	display	the	chi-square	or	related	tests	by	default.	These	several
sources	of	variability	(sums	of	squares)	are	summarized	in	Table	9.5.	If	we	considered	the	absurd	extreme	that	all	nonsmokers	die	at	exactly	age	72	and	all	smokers	smoke	precisely	the	same	amount	and	die	at	exactly	age	68,	then	all	of	the	variability	in	life	expectancy	is	directly	predictable	from	variability	in	smoking	behavior.	Then	we	could	start
with	larger	values	of	m	(e.g.,	2.2)	and	keep	increasing	m	until	we	again	just	barely	fail	to	reject	H0.	From	these	results,	what	would	you	conclude	about	any	differences	between	males	and	females?	The	data	we	will	look	at	were	collected	using	the	Achenbach	Youth	Self-Report	form	(Achenbach,	1991b),	a	frequently	used	measure	of	behavior	problems
that	produces	scores	on	a	number	of	different	dimensions.	What	can	we	conclude	about	the	behavior	of	these	children?	6.13	Writing	up	the	Results	We	will	take	as	our	example	Jankowski’s	study	of	sexual	abuse.	Venables	also	points	out	that	if	one	treatment	produces	a	higher	mean	than	another	that	may	not	be	of	much	interest	if	it	also	has	a	high
variance	and	is	thus	unreliable.	This	is	quite	a	wide	interval,	but	keep	in	mind	that	the	two	sample	sizes	were	11	and	12.	We	can	now	carry	out	actual	calculations	when	a	few	years	ago	we	had	to	say	“imagine	that	you	could	…”	For	example,	in	describing	the	t	test	we	could	say	“Imagine	that	you	had	a	normally	distributed	population.	The	important
point	is	not	whether	a	straight	line	can	be	drawn	through	the	data	(you	can	always	do	that)	but	whether	that	line	represents	a	reasonable	fit	to	the	data—in	other	words,	whether	our	effort	was	worthwhile.	You	have	little	to	lose	and	potentially	much	to	gain.	We	could	make	this	calculation	for	every	value	of	0.00	,	p	,	1.00,	and	we	could	name	the
results	the	expected	quantiles	of	a	normal	distribution.	I	am	told	that	astronomers	still	do	not	have	an	explanation	for	the	second	set	of	residuals,	but	it	is	obvious	that	an	explanation	is	needed.	The	effect	of	such	range	restrictions	is	to	alter	the	correlation	between	X	and	Y	from	what	it	would	have	been	if	the	range	had	not	been	so	restricted.	(Hint:
Try	sketching	the	two	distributions;	which	areas	are	you	trying	to	equate?)	Discussion	Questions	8.20	Prentice	and	Miller	(1992)	presented	an	interesting	argument	that	while	most	students	do	their	best	to	increase	the	effect	size	of	whatever	they	are	studying	(e.g.,	by	maximizing	the	differences	between	groups),	some	research	focuses	on	minimizing
the	effect	and	still	finding	a	difference.	How	is	it	that	there	is	a	clear	bias	toward	men	in	the	aggregated	data,	but	no	such	bias	when	we	break	the	results	down	by	department.	First	of	all,	unless	s21	5	s22	5	s2,	it	makes	no	sense	to	pool	(average)	variances,	because	the	reason	we	were	pooling	variances	in	the	first	place	was	that	we	assumed	them	to
be	estimating	the	same	quantity.	9.9	Assumptions	Underlying	Regression	and	Correlation	We	have	derived	the	standard	error	of	estimate	and	other	statistics	without	making	any	assumptions	concerning	the	population(s)	from	which	the	data	were	drawn.	No	correction	of	responses	was	allowed,	so	the	data	presented	here	come	only	from	correct
trials.	2.8	6.2	4.4	5.0	1.0	4.6	3.8	2.6	4.0	4.8	6.6	4.6	6.2	4.6	5.6	6.4	3.4	5.4	5.2	7.2	5.4	2.6	4.4	4.2	4.4	5.2	4.0	2.6	5.2	4.0	3.6	4.6	4.4	5.0	5.6	3.4	3.2	4.4	4.8	3.8	4.4	2.8	3.8	4.6	5.4	4.6	2.4	5.8	4.6	4.8	©	Cengage	Learning	2013	222	Compare	the	means	and	the	standard	deviations	for	the	distribution	of	digits	in	Exercise	7.1	and	the	sampling	distribution	of
the	mean	in	Exercise	7.2.	a.	The	mean	score	(out	of	100)	was	46.6,	with	a	standard	deviation	of	6.8.	Random	guessing	would	have	been	expected	to	result	in	20	correct	answers.	We	would	want	to	be	sure	to	include	the	relevant	sample	statistics	(X	,	s2,	and	N),	as	well	as	the	test	of	statistical	significance.	Chapter	2	Describing	and	Exploring	Data	–4.0	–
2.4	–0.8	0.8	Score	2.4	4.0	–5	–3	–5	5	–3	10	15	1	20	25	0	5	10	15	Score	(c)	Negatively	skewed	(d)	Positively	skewed	1	5	20	25	3	5	(b)	Bimodal	Score	–1	3	Score	(a)	Normal	0	–1	3	5	–5	–3	–1	1	Score	Score	(e)	Platykurtic	(f)	Leptokurtic	Figure	2.10	Shapes	of	frequency	distributions:	(a)	normal,	(b)	bimodal,	(c)	negatively	skewed,	(d)	positively	skewed,	(e)
platykurtic,	and	(f)	leptokurtic	An	interesting	real-life	example	of	a	positively	skewed,	and	slightly	bimodal,	distribution	is	shown	in	Figure	2.11.	The	foregoing	discussion	is	very	much	like	saying	that	we	divide	by	N	2	1	because	it	works.	If	we	have	heterogeneous	variances,	however,	this	ratio	is	not,	strictly	speaking,	distributed	as	t.	In	fact,	the	normal
distribution	is	variously	referred	to	as	the	Gaussian	distribution	and	as	the	“normal	law	of	error.”	Adolph	Quetelet	(1796–1874),	a	Belgian	astronomer,	was	the	first	to	apply	the	distribution	to	social	and	biological	data.	This	means	that	a	one	standard	deviation	difference	in	test	scores	is	associated	with	approximately	a	one-half	standard	deviation
difference	in	SAT	scores.	Ms.	Mahon	collected	data	on	a	treatment	for	eating	disorders.	There	is	a	solution	to	this	problem,	but	it	is	more	appropriately	covered	after	we	have	talked	about	correlations.	Is	that	a	big	difference	or	a	little	difference?	A	ratio	of	1.00	would	indicate	no	illusion,	whereas	a	ratio	other	than	1.00	would	represent	an	illusion.	To
illustrate	Cumming’s	point,	we’ll	go	back	to	the	study	by	Aronson	et	al.	But	Should	We	Test	for	Homogeneity	of	Variance?	6.28	In	a	study	examining	the	effects	of	individualized	care	of	youths	with	severe	emotional	problems,	Burchard	and	Schaefer	(1990,	personal	communication)	proposed	to	have	caregivers	rate	the	presence	or	absence	of	specific
behaviors	for	each	of	40	adolescents	on	a	given	day.	Now	is	the	time	to	explain	why.	In	other	words,	when	we	do	not	use	X	to	predict	Y,	our	error	is	SSY	.	1.23	The	Journal	of	Public	Health	published	data	on	the	relationship	between	smoking	and	health	(see	Landwehr	&	Watkins	[1987]).	You	need	to	use	the	Statistics	button	to	select	that	test	and
related	statistics.	Notice	also	that	SPSS	computes	the	exact	probability	of	a	Type	I	error	(the	r	level),	rather	than	comparing	t	to	a	tabled	value.	The	second	word	of	caution	applies	to	effect	sizes	taken	from	the	literature.	In	the	former	case,	X	is	also	a	random	variable,	because	the	number	of	trials	to	criterion	depends	on	how	fast	the	animal	learns,
and	this,	too,	is	beyond	the	control	of	the	experimenter.	For	example,	if	you	rate	teaching	effectiveness	on	a	7-point	scale	with	a	mean	of	3,	it	would	be	impossible	to	have	a	deviation	greater	than	4.	The	rate	at	which	the	sampling	distribution	of	the	mean	approaches	normal	as	n	increases	is	a	function	of	the	shape	of	the	parent	population.	4.10	An
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Reporting	Results	12.6	Post	Hoc	Comparisons	12.7	Tukey’s	Test	393	12.8	Which	Test?	The	nice	thing	is	that	we	can	compute	standardized	coefficients	without	actually	standardizing	the	data.	34	0	.	Cohen’s	d	5	1.45,	indicating	that	the	girls’	weight	gain	was	nearly	1.5	standard	deviations	relative	to	their	original	pre-test	weights.	The	mean	and
standard	deviation	for	the	first	group	were	69.6	and	10.6,	whereas	for	the	second	group	they	were	46.6	and	6.8.	Exercises	a.	For	the	one-dimensional	goodness-of-fit	case,	Oi	x21C212	5	2	a	Oi	ln	a	b	Ei	where	Oi	and	Ei	are	the	observed	and	expected	frequencies	for	each	cell	and	“ln”	denotes	the	natural	logarithm	(logarithm	to	the	base	e).	At	present,
only	7%	of	Chinese	women	smoke	(compared	with	61%	of	Chinese	men).	0.9744	0.9750	0.9756	0.9761	0.9767	0.9772	0.9778	0.9783	0.9788	0.9793	0.9798	0.5000	0.4960	0.4920	0.4880	0.4840	0.4801	...	Go	the	next	step	and	convert	the	distribution	in	part	(b)	to	a	distribution	of	z.	Although	we	might	be	interested	in	knowing	the	relationship	between
family	income	and	educational	achievement,	it	is	unlikely	that	we	would	take	any	particular	child’s	family-income	measure	and	use	that	to	predict	his	educational	achievement.	I	don’t	know	why	we	behave	inconsistently	like	that—we	just	do.	(This	is	directly	analogous	to	the	fact	that	if	you	flip	a	fair	coin	three	times,	there	are	only	four	possible	values
for	the	number	of	heads,	and	the	resulting	sampling	distribution	certainly	cannot	be	satisfactorily	approximated	by	the	normal	distribution.)	Adapted	from	output	by	SPSS,	Inc.	If,	however,	we	restricted	the	range	of	ages	to	5	to	17	years,	the	correlation	would	be	quite	high,	since	we	would	have	eliminated	those	values	of	Y	that	were	not	varying
linearly	as	a	function	of	X.	s	10	The	third	set	of	values	(labeled	z)	for	the	abscissa	in	Figure	3.6	shows	the	effect	of	this	transformation.	The	data	on	treatment	of	anorexia	offer	a	good	example	of	a	situation	in	which	it	is	relatively	easy	to	report	on	the	difference	in	ways	that	people	will	understand.	8.16	Use	G*Power	or	similar	software	to	reproduce
the	results	found	in	Section	8.5.	8.17	Let’s	extend	Aronson’s	study	(discussed	in	Section	8.5)	to	include	women	(who,	unfortunately,	often	don’t	have	as	strong	an	investment	in	their	skills	in	mathematics	as	men.	They	may	be	the	more	important	part	of	the	story.	Error	of	the	Estimate	.283	.255	53.13	a	a	Predictors:	(Constant),	Test	score	ANOVAb	Sum
of	Squares	Model	1	df	Mean	Square	Regression	28940.123	1	28940.123	Residual	73402.734	26	2823.182	Total	102342.9	F	Sig.	36	0	.	The	only	difference	will	be	that	the	denominator	will	be	N	2	p	2	1,	where	p	stands	for	the	number	of	predictors.	I	used	the	word	High	in	place	of	the	stem	and	then	inserted	the	actual	values.	Thus	d	5	40/100	5	.40.	Or
do	you	use	parallel	processing	to	compare	the	digit	“6”	with	your	memory	of	all	the	previous	digits	at	the	same	time?	Aronson	et	al.	Such	models	are	particularly	important	when	we	want	to	analyze	multi-dimensional	contingency	tables.	In	other	words,	we	want	a	measure	that	represents	SSY^	SSY	2	SSresidual	5	SSY	SSY	As	we	have	seen,	that
measure	is	r2.	At	present,	many	statistical	software	packages	are	available	to	the	typical	researcher	or	student	conducting	statistical	analyses.	For	our	example,	we	would	count	the	number	of	times	that	each	possible	reaction	time	occurred.	How	many	numbers	are	you	free	to	vary?	Trimming	can	be	a	valuable	approach	to	skewed	distributions	or
distributions	with	large	outliers.	(And	squaring	it	and	saying	that	aspirin	usage	accounts	for	0.1%	of	the	variance	in	heart	attacks	is	even	less	helpful.)	Although	you	will	come	across	these	coefficients	in	the	literature,	I	would	suggest	that	you	stay	away	from	the	older	r-family	measures	unless	you	really	have	a	good	reason	to	use	them.	The	advantage
of	using	smoothed	lines	is	that	it	gives	you	a	better	idea	about	the	overall	form	of	the	relationship.	Many	statistical	packages	use	the	F	statistic	instead	of	t	to	test	hypotheses.	In	fact,	it	might	make	sense	to	convert	pounds	gained	to	a	percentage,	and	say	that	the	girls	increased	their	weight	by	7.26/83.23	5	9%.	One	of	my	favorite	programs	for
calculating	z	probabilities	is	at	mcclella/java/zcalc.html.	This	was	a	very	contentious	debate	with	very	serious	issues	raised	by	both	sides.	9.6	The	Regression	Line	We	have	just	seen	that	there	is	a	reasonable	degree	of	positive	relationship	between	stress	and	psychological	symptoms	(r	5	.529).	Nonlinear	Transformations	nonlinear	transformations
Whereas	linear	transformations	are	usually	used	to	convert	the	data	to	a	more	meaningful	format—such	as	expressing	them	on	a	scale	from	0	to	100,	putting	them	in	standardized	form,	and	so	on,	nonlinear	transformations	are	usually	invoked	to	change	the	shape	of	a	distribution.	If	I	could	be	convinced	that	the	larger	coefficient	of	variation	in	the
first	measure	was	not	attributable	simply	to	sloppy	measurement,	I	would	be	inclined	to	choose	the	first	measure	over	the	second.	(N(μ,	s2)	is	the	more	general	expression.)	Given	the	standard	normal	distribution	in	the	appendix	and	a	set	of	rules	for	transforming	any	normal	distribution	to	standard	form	and	vice	versa,	we	can	use	Appendix	z	to	find
the	areas	under	any	normal	distribution.	In	both	cases	the	median	would	be	1.3.	Obviously,	however,	his	daily	mean	would	be	quite	different	in	the	two	cases	(7.5	versus	46.3	seconds).	This	example	is	about	as	far	from	psychology	as	you	can	get	and	really	belongs	to	physicists	and	astronomers,	but	it	is	a	fascinating	example	taken	from	Todman	and
Dugard	(2007)	and	it	makes	a	very	important	point.	In	the	following	data,	all	children	who	were	ever	classified	as	exhibiting	behavior	associated	with	ADD	have	been	combined	into	one	group	(labeled	ADD):	Remedial	English	Nonremedial	English	22	19	41	187	74	261	Normal	ADD	209	93	302	©	Cengage	Learning	2013	Does	behavior	during
elementary	school	discriminate	class	assignment	during	high	school?	Thus,	power	5	1	–	b.	In	addition,	notice	the	code	at	the	bottom	of	the	table	that	indicates	how	entries	translate	to	raw	scores.	The	distribution	will	always	be	normal	regardless	of	the	values	of	the	two	parameters.	Retrospective	Power	245	With	kind	permission	from	Franz	Faul,
Edgar	Erdfelder,	Albert-Georg	Lang	and	Axel	Buchner/	G*Power	Section	8.10	Figure	8.6	Power	as	a	function	of	sample	size	and	alpha.	However,	I	think	that	we	would	be	remiss	if	we	simply	ignored	the	width	of	this	interval.	When	we	wish	to	predict	a	value	of	Y	for	a	given	subject	whose	X	score	is	near	the	mean,	the	error	in	our	estimate	will	be
smaller	than	when	X	is	far	from	X.	c	Binomal	distribution	used.	The	procedures	just	described	are	suggested	as	replacements	for	the	more	traditional	F	test	on	variances,	which	is	a	ratio	of	the	larger	sample	variance	to	the	smaller.	This	shows	explicitly	the	relationship	between	the	correlation	coefficient	and	the	slope	of	the	regression	line.	Because
we	generally	want	to	express	our	answers	in	terms	of	raw	Behavior	Problem	scores,	rather	than	z	scores,	we	must	do	a	little	more	work.	This	is	not	particularly	surprising,	because	all	that	we	are	saying	is	that	the	chances	of	finding	a	difference	depend	on	how	large	the	difference	actually	is.	A	basic	assumption	of	x2	deals	with	the	independence	of
observations	and	is	the	assumption,	for	example,	that	one	participant’s	choice	among	brands	of	coffee	has	no	effect	on	another	participant’s	choice.	Colleges	take	only	the	more	able	students,	whether	this	classification	is	based	on	achievement	test	scores,	high	school	performance,	or	whatever.	It	may	strike	you	as	peculiar	that	the	investigator	is
being	asked	to	define	the	difference	she	is	looking	for	before	the	experiment	is	conducted.	The	set	of	Ys	corresponding	to	a	specific	X	is	called	a	conditional	distribution	of	Y	because	it	is	the	distribution	of	Y	scores	for	those	cases	that	meet	a	certain	condition	with	respect	to	X.	These	are	analogous	to	Figure	8.2.	You	will	also	see	that	the	program	has
calculated	the	noncentrality	parameter	(d),	the	critical	value	of	t	that	you	would	need	given	the	degrees	of	freedom	available,	and	finally	the	power	in	our	case	is	.860.	Why	is	kappa	noticeably	less	than	the	percentage	of	agreement?	I	find	it	a	little	fussy	about	reading	data	files,	but	otherwise	it	works	well.	For	computational	purposes	a	simple
expression	for	the	covariance	is	given	by	S1X	2	X2	1Y	2	Y2	5	covXY	5	N21	SXSY	N	N21	SXY	2	260	Chapter	9	Correlation	and	Regression	For	the	full	data	set	represented	in	abbreviated	form	in	Table	9.2,	the	covariance	is	10353.66	2	covXY	5	9.5	1	2278	2	1	479.668	2	107	106	5	10353.66	2	10211.997	5	1.336	106	The	Pearson	Product-Moment
Correlation	Coefficient	(r)	What	we	said	about	the	covariance	might	suggest	that	we	could	use	it	as	a	measure	of	the	degree	of	relationship	between	two	variables.	So	what	changes	can	you	expect?	It	is	also	due	largely	to	the	fact	that	men	are,	on	average,	taller	and	heavier	than	women.	Thus,	for	example,	a	standardized	score	of	0.75	is	a	score	that	is
0.75	standard	deviation	above	the	mean;	a	standardized	score	of	20.43	is	a	score	that	is	0.43	standard	deviation	below	the	mean.	I	do	not	expect	every	instructor	to	agree	with	me,	and	in	fact	I	hope	that	some	will	not.	In	practice,	this	task	is	not	as	difficult	as	it	might	seem,	especially	when	you	realize	that	a	rough	approximation	is	far	better	than	no
approximation	at	all.	The	test	had	a	mean	of	48	and	a	standard	deviation	of	7.	It	would	appear	that	family	therapy	has	made	an	important	contribution	to	the	treatment	of	anorexia	in	this	experiment.	In	this	case	the	coefficient	of	variation	for	the	second	measure	is	about	half	as	large	as	for	the	first.	Section	8.6	8.6	Power	Calculations	for	Matched-
Sample	t	241	Power	Calculations	for	Matched-Sample	t	When	we	want	to	test	the	difference	between	two	matched	samples,	the	problem	becomes	a	bit	more	difficult	and	an	additional	parameter	must	be	considered.	I	imagine	that	all	of	us	would	be	willing	to	agree	that	the	null	hypothesis	of	equal	population	means	in	the	two	conditions	is	highly
unlikely	to	be	true.	If	the	points	fell	exactly	on	the	line,	the	correlation	would	be	11.00.	t5	1	X1	2	X2	2	2	1	m1	2	m2	2	sX	2X	1	5	2	1	X1	2	X2	2	2	1	m1	2	m2	2	s22	s21	1	n2	Å	n1	Because	the	null	hypothesis	is	generally	the	hypothesis	that	m1	2	m2	5	0,	we	will	drop	that	term	from	the	equation	and	write	t5	1	X1	2	X2	2	1	X1	2	X2	2	5	sX	2X	s22	s21	1	2	1	n2
Å	n1	Pooling	Variances	Although	the	equation	for	t	that	we	have	just	developed	is	appropriate	when	the	sample	sizes	are	equal,	it	may	require	some	modification	when	the	sample	sizes	are	unequal.	Aronson	reasoned	that	simply	telling	white	students	that	Asians	did	better	on	math	tests	would	arouse	feelings	of	stereotype	threat	and	diminish	the
students’	performance.	We	have	just	used	it	as	an	example	of	one,	and	there	is	no	doubt	that,	to	a	physicist,	the	difference	between	62º	F	and	64º	F	is	exactly	the	same	as	the	difference	between	92º	F	and	94º	F.	As	you	should	recall,	a	variance	is	a	sum	of	squared	deviations	from	the	mean	(generally	known	as	a	sum	of	squares)	divided	by	the	degrees
of	freedom.	46	0	.	If	you	think	about	it	for	a	moment,	it	should	be	apparent	that	two	scatter	diagrams	could	have	the	same	regression	line	1	b*1	5	b*2	2	but	different	degrees	of	scatter	around	that	line	(hence	r1	2	r2).	The	data	in	Table	7.7	have	been	constructed	to	have	nearly	the	same	means	and	standard	deviations	as	Aronson’s	data.	The
assumption	is	required	regardless	of	whether	n1	and	n2	are	equal.	We	use	(N	2	1)	as	a	divisor	for	the	sample	variance	because,	as	we	will	see	shortly,	it	leaves	us	with	a	sample	variance	that	is	a	better	estimate	of	the	corresponding	population	variance.	(Recall	that	adding	or	subtracting	a	constant—here,	the	treatment	effect—to	210	Chapter	7
Hypothesis	Tests	Applied	to	Means	weighted	average	or	from	a	set	of	scores	has	no	effect	on	its	variance.)	Because	the	population	variances	are	assumed	to	be	equal,	this	common	variance	can	be	represented	by	the	symbol	s2,	without	a	subscript.	The	minimum	expected	count	is	22.72.	We	can	obtain	a	better	idea	of	what	this	relationship	is	by
looking	at	a	scatterplot	of	the	two	variables	and	the	regression	line	for	predicting	symptoms	(Y)	on	the	basis	of	stress	(X).	Could	there	be	a	case	in	which	we	Exercises	249	would	be	more	likely	to	reject	a	true	H0	than	to	reject	a	false	one?	For	example,	the	subject	responded	in	50/100	of	a	second	5	times	and	in	51/100	of	a	second	12	times.	1.12	Give
three	examples	of	measurement	data.	Why	is	a	matched-sample	test	appropriate?	Notice	that	this	answer	agrees	well	with	the	median,	which	we	found	to	be	59.5.	The	mean	and	the	median	will	be	close	whenever	the	distribution	is	nearly	symmetric	(as	defined	on	page	27).	Recall	that	we	defined	the	risk	of	a	heart	attack	in	the	aspirin	group	as	the
number	having	a	heart	attack	divided	by	the	total	number	of	people	in	that	group	(e.g.,	104/11,037	5	0.0094	5	.94%).	In	some	cases	that	is	probably	appropriate,	but	in	other	cases	it	leaves	the	reader	short.	There	is	not	universal	agreement	that	r2	is	our	best	measure	of	the	contribution	of	one	variable	to	the	prediction	of	another,	although	that	is
certainly	the	most	popular	measure.	When	the	sample	sizes	are	equal,	it	makes	absolutely	no	difference	whether	or	not	you	pool	variances;	the	answer	will	be	the	same.	Now	we	go	to	the	data	we	actually	have.	Even	laying	aside	the	argument	about	differences	in	the	10th	decimal	place,	it	just	seems	unlikely	that	people	who	differ	appreciably	in	terms
of	their	attitudes	toward	homosexuality	would	show	exactly	the	same	mean	level	of	arousal	to	erotic	videos.	If	you	see	a	plot	that	looks	like	a	mirror	image	(vertically)	of	one	of	my	plots	that	simply	means	they	have	plotted	the	observed	values	on	the	X	axis	instead	of	the	expected	ones.	In	terms	of	the	experimental	variables,	homophobic	subjects	show
greater	arousal	to	a	homosexual	video	than	do	nonhomophobic	subjects.	However,	when	we	break	the	data	down	by	departments,	we	see	that	in	three	of	those	departments	women	were	admitted	at	a	higher	rate,	and	in	the	remaining	two	the	differences	in	favor	of	men	were	quite	small.	What	is	the	error	in	logic	of	the	person	you	disagreed	with	in
(a)?	We	would	expect	that	95%	confidence	limits	would	encompass	m	95	times	out	of	100.	What	is	most	important	is	to	assume	that	the	sampling	distribution	of	the	mean	(Figure	12.3)	is	nearly	normal.	But	often	we	have	a	2	3	2	table	that	is	replicated	over	some	other	variable.	The	story	had	considerable	national	prominence	and	raised	the	question	of
whether	the	income	disparity	for	adult	women	relative	to	adult	men	may	actually	have	its	start	very	early	in	life.	In	fact,	Sackett,	Deeks,	and	Altman	(1996)	argued	strongly	for	the	risk	ratio	on	just	those	grounds—	they	feel	that	odds	ratios,	while	accurate,	are	misleading.8	When	we	say	that	the	odds	of	a	heart	attack	in	that	condition	are	.0174,	we	are
saying	that	the	odds	of	having	a	heart	attack	are	1.7%	of	the	odds	of	not	having	a	heart	attack.	Do	these	data	indicate	that	the	intervention	was	successful	in	terms	of	the	quality-of-life	measure?	In	all	cases,	some	sort	of	instrument	(in	its	broadest	sense)	has	been	used	to	measure	something,	and	we	are	interested	in	“how	much”	of	some	property	a
particular	object	represents.	This	also	was	apparent	from	the	stem-and-leaf	display,	although	not	so	clearly.	On	the	contrary,	they	have	only	begun.	In	a	retrospective	study,	where	we	find	a	group	of	people	with	heart	attacks	and	of	another	group	of	people	without	heart	attacks,	and	look	back	to	see	if	they	took	aspirin,	we	can’t	really	calculate	risk.
(Some	of	you	may	have	had	that	experience.)	Katz,	Lautenschlager,	Blackburn,	and	Harris	(1990)	examined	that	question	by	asking	some	students	to	read	a	passage	and	then	answer	a	series	of	multiple-choice	questions.	In	this	case	the	interquartile	range	for	Set	4	would	be	0.58	and	the	interquartile	range	for	Set	32	would	be	only	0.11.	That	sounds
pretty	convincing,	but	as	Hoenig	and	Heisey	(2001)	point	out,	there	is	a	false	premise	here.	Although	you	should	know	that	the	test	exists,	most	people	do	not	recommend	its	use.	In	some	ways	my	responsibility	is	to	try	to	anticipate	where	we	are	going	and	give	the	reader	a	basis	for	moving	in	that	direction.	Though	the	test	does	not	produce	a	chi-
square	statistic,	it	does	produce	a	p	value.	William	S.	One	of	the	best	papers	that	I	have	read	on	this	subject	is	Cumming	(2008).	Perhaps	a	more	dramatic	way	to	see	why	we	need	to	include	nonoccurrences	can	be	shown	by	assuming	that	17	out	of	2,000	rural	students	and	11	out	of	20	urban	students	preferred	DST.	We	want	to	determine	if
significantly	more	rural	students	than	urban	students	are	in	favor	of	DST.	We	will	assume	that	s	remains	unchanged	and	that	we	are	expecting	a	2.03-unit	difference	between	the	means.	Thus,	when	we	have	a	single	predictor	variable,	one	interpretation	of	the	correlation	coefficient	is	equal	to	what	the	slope	would	be	if	the	variables	were
standardized.	On	examination,	it	turned	out	that	the	two	most	extreme	scores	were	attributable	to	errors	in	data	entry	and	were	readily	correctable.	He	presented	358	people	with	a	mock	rape	trial.	Run	the	chi-square	test.	Although	the	analysis	of	variance	is	still	a	dominant	technique,	followed	closely	by	multiple	regression,	many	other	topics	have
worked	their	way	onto	the	list.	It	would	be	worthwhile	to	examine	the	scoring	process	to	see	whether	there	is	a	reason	why	scores	often	tended	to	fall	in	bunches.	If	you	repeat	my	calculations	and	arrive	at	a	similar,	though	different,	answer,	that	is	sufficient.	Confidence	Limits	on	r	We	can	move	from	the	preceding	discussion	to	easily	establish
confidence	limits	on	r	by	solving	that	equation	for	r	instead	of	z.	Most	people	can	understand	what	that	statement	means.	You	should	know	its	weaknesses.	On	the	contrary,	the	data	reveal	a	considerable	illusion	under	this	condition.	So	if	the	average	height	in	this	population	is	7.0'	(μ	5	7.0'),	we	would	expect	a	sample	of,	say,	10	players	to	have	an
average	height	of	approximately	7.0'	as	well,	although	it	probably	would	not	be	exactly	equal	to	7.0'.	Family	income	is	associated	(in	a	correlational	sense)	with	a	host	of	other	variables	(e.g.,	attitudes	toward	education,	number	of	books	in	the	home,	access	to	a	variety	of	environments)	and	there	is	no	reason	to	expect	all	of	these	to	change	merely
because	income	changes.	104	...	7.33	In	Exercise	7.19	we	saw	pairs	of	observations	on	sexual	satisfaction	for	husbands	and	wives.	Chapter	6	Categorical	Data	and	Chi-Square	6.37	Fidalgo	(2005)	presented	data	on	the	relationship	between	bullying	in	the	work	force	(Yes/	No)	and	gender	(Male/Female)	of	the	bully.	2.46	Create	a	boxplot	for	the	data	in
Exercise	2.4.	2.47	Create	a	boxplot	for	the	variable	ADDSC	in	Appendix	Data	Set.	The	Mean	Of	the	three	principal	measures	of	central	tendency,	the	mean	is	by	far	the	most	common.	The	book	is	suitable	for	either	a	one-term	or	a	full-year	course,	and	I	have	used	it	successfully	for	both.	(Recall	that	for	the	regression	model	we	assumed	only	normality
of	Y	in	the	arrays	of	X—what	we	now	know	as	conditional	normality	of	Y.	In	the	two	preceding	examples,	I	chose	situations	in	which	each	person	in	the	study	contributed	two	scores.	These	concepts	are	closely	related,	and	often	confused,	but	they	are	basically	very	simple.	Exercises	169	6.3	In	a	classic	study	by	Clark	and	Clark	(1939),	African
American	children	were	shown	black	dolls	and	white	dolls	and	were	asked	to	select	the	one	with	which	they	wished	to	play.	This	highlights	the	arbitrary	nature	of	ratios	when	dealing	with	interval	scales.)	Ratio	Scales	ratio	scale	A	ratio	scale	is	one	that	has	a	true	zero	point.	(It	doesn’t	even	matter	what	two	numbers	we	use	as	values	for	coding,	so
long	as	one	condition	always	gets	one	value	and	the	other	always	gets	a	different	[but	consistent]	value.)	An	easier	way	to	calculate	f	for	these	data	is	by	the	relation	f5	x2	ÅN	For	the	Aspirin	data	in	Table	6.7,	x2	=	25.014	and	f	5	"25.014/22,071	5	.034.	Although	the	variance	is	an	exceptionally	important	concept	and	one	of	the	most	commonly	used
statistics,	it	does	not	have	the	direct	intuitive	interpretation	we	would	like.	Specifically,	the	interquartile	range	discards	too	much	of	the	data.	Ignore	the	values	in	parentheses	for	the	moment.	The	eleven	students	who	scored	in	the	lowest	quartile	reported	a	mean	estimate	that	placed	them	in	the	68th	percentile.	Data	with	the	same	sample
characteristics	as	the	data	obtained	by	Katz	et	al.,	are	given	in	Table	9.6.	The	variable	Score	represents	the	percentage	of	items	answered	correctly	when	the	student	has	not	seen	the	passage,	and	the	variable	SATV	is	the	student’s	verbal	SAT	score	from	his	or	her	college	application.	Section	9.10	Confidence	Limits	on	Yˆ	275	Although	the	standard
error	of	estimate	is	useful	as	an	overall	measure	of	error,	it	is	not	a	good	estimate	of	the	error	associated	with	any	single	prediction.	Addition	of	a	constant:	Old	Data	4,	8,	12	New	X	8	2	s	16	s	4	Data	7,	11,	15	X	11	s2	16	s	4	Section	2.12	The	Effect	of	Linear	Transformations	on	Data	53	Multiplication	by	a	constant:	Old	Data	4,	8,	12	New	X	8	2	s	16	s	4
Data	12,	24,	36	X	24	s2	144	s	12	Centering	centering	It	is	becoming	more	and	more	common	to	see	the	word	centering	used	in	conjunction	with	data.	54	0	.	This	data	table,	however,	does	not	take	into	account	the	negative	responses,	which	Lewis	and	Burke	(1949)	call	nonoccurrences.	Because	the	variables	(sample	means)	are	independent,	the
variance	of	the	difference	of	these	two	variables	is	the	sum	of	their	variances.	This	leaves	us	with	d^	5	X1	2	X2	90.49	2	83.23	7.26	5	5	5	1.45	sX1	5.02	5.02	I	have	put	a	“hat”	over	the	d	to	indicate	that	we	are	calculating	an	estimate	of	d,	and	I	have	put	the	standard	deviation	of	the	pretreatment	scores	in	the	denominator.	Out	of	582	smokers,	139
(24%)	had	died.	There	is	a	common	belief	that	people	who	lead	faster	paced	lives	are	more	susceptible	to	heart	disease	and	other	forms	of	fatal	illness.	What	do	you	think	might	happen	if	I	used	them	as	well?	The	question	of	relationships	between	variables	will	be	postponed	until	Chapters	9,	10,	15,	and	16.	Of	the	500	students	who	had	received
training,	43	reported	that	they	had	subsequently	been	abused.	62	.0	60	0	.	We	assume	that	whatever	the	relationship	between	X	and	Y,	it	is	a	linear	one—meaning	that	the	line	that	best	fits	the	data	is	a	straight	one.	However,	we	could	solve	the	problem	this	way	only	because	Tom	Achenbach’s	normative	samples	are	so	large	that	it	is	very	reasonable
to	act	as	if	m	5	50	and	s	5	10.	He	was	ingenious	when	it	came	to	measuring	the	“pace	of	life.”	He	surreptitiously	used	a	stopwatch	to	record	the	time	that	it	took	a	bank	clerk	to	make	change	for	a	$20	bill,	the	time	it	took	an	average	person	to	walk	60	feet,	and	the	speed	at	which	people	spoke.	Because	the	test	of	this	null	hypothesis	involves	the
difference	between	independent	sample	means,	it	is	important	that	we	digress	for	a	moment	and	examine	the	sampling	distribution	of	differences	between	means.	7.10	Compute	95%	confidence	limits	on	m	for	the	data	in	Exercise	7.8.	7.11	Everitt,	in	Hand	et	al.,	1994,	reported	on	several	different	therapies	as	treatments	for	anorexia.	Dev	=	.86	Mean
=	2.46	N	=	88.00	2	0	.75	1.25	1.00	1.75	1.50	2.25	2.75	3.25	3.75	2.00	2.50	3.00	3.50	4.00	Grade	Point	Average	©	Cengage	Learning	2013	4	Histogram	for	grade	point	average	2.39	Use	SPSS	to	superimpose	a	normal	distribution	on	top	of	the	histogram	in	the	previous	exercise.	Also	because	of	this	skewness,	the	resulting	value	of	t	is	likely	to	be
larger	than	the	value	of	z	that	we	would	have	obtained	had	s	been	known	and	used.4	4	You	can	demonstrate	for	yourself	what	happens	as	we	vary	the	sample	size	by	using	an	R	program	named	SampDistVar.R	on	the	book’s	Web	site.	In	the	denominator	we	reduce	the	total	number	of	judgments	by	that	same	amount.	My	point	is	that	you	don’t	know
what	one-tailed	hypothesis	SPSS	is	testing,	and	I	suggest	not	paying	attention	to	that	result	in	SPSS.	225	What	is	the	null	hypothesis?	The	distribution	on	the	right	represents	the	sampling	distribution	of	the	mean	that	we	would	have	if	H0	were	false	and	the	true	population	mean	were	equal	to	m1.	Suppose	we	have	a	population	for	which	we	somehow
know	the	mean	(μ);	for	instance,	the	heights	of	all	basketball	players	in	the	NBA.	This	will	add	the	upper	and	lower	limits	of	each	case	for	each	type	of	interval	to	your	data	file.	Death	Penalty	1	2	3	4	5	6	Race	Victim	Yes	No	White	Black	White	Black	2	1	2	1	60	181	15	21	White	Black	White	Black	White	Black	White	Black	6	2	9	2	9	4	17	4	7	9	3	4	0	3	0	0
©	Cengage	Learning	2013	Seriousness	Calculate	the	odds	ratio	of	a	death	sentence	with	white	versus	black	victims.	Our	correlation	coefficient	told	us	that	such	a	relationship	existed,	but	it	is	easier	to	appreciate	just	what	it	means	when	you	see	it	presented	graphically.	The	stem-and-leaf	display	did	not	show	the	position	of	the	outliers	nearly	as
graphically	as	does	the	boxplot.	With	the	very	high	computational	speed	of	even	a	standard	laptop,	we	can	avoid	certain	of	these	assumptions	about	the	population.	In	Chapter	7	we	saw	a	brief	mention	of	the	F	statistic,	about	which	we	will	have	much	more	to	say	in	Chapters	11–16.	In	the	lower	left	of	Figure	9.9	we	see	the	logarithm	of	distance
plotted	against	the	rank	distance,	and	we	should	be	very	impressed	with	our	choice	of	variable.	Frequency	Frequency	Breaks	at	72.5,	77.5,	82.5,	etc.	The	majority	of	the	adolescents	in	our	sample	exhibit	no	behavior	Table	6.13	Agreement	data	between	two	judges	Judge	I	Judge	II	No	Problem	No	Problem	Internalizing	Externalizing	Total	15	(10.67)	1	0
16	Internalizing	Externalizing	Total	2	3	(1.20)	1	6	3	2	3	(1.07)	8	20	6	4	30	©	Cengage	Learning	2013	kappa	(k)	Section	6.13	Writing	up	the	Results	167	problems,	and	both	judges	are	(correctly)	biased	toward	a	classification	of	No	Problem	and	away	from	the	other	classifications.	Because	these	are	actual	data,	it	was	possible	to	go	back	to	hospital
records	and	look	more	closely	at	the	four	extreme	cases.	Lenth	(2001)	has	argued	convincingly	that	the	use	of	conventions	such	as	Cohen’s	is	dangerous.	Having	dealt	with	the	selection	of	subjects	and	their	assignment	to	treatment	groups,	it	is	time	to	consider	how	we	treat	each	group	and	how	we	will	characterize	the	data	that	will	result.	Finally,
what	if	you	combined	the	Never	and	Fairly	Often	categories	and	the	Very	Often	and	Almost	Always	categories?	(Discussions	of	“Type	A	personality”	come	to	mind.)	Levine	(1990)	published	data	on	the	“pace	of	life”	and	age-adjusted	death	rates	from	ischemic	heart	disease.	Here	we	really	do	have	a	problem,	because	if	your	first	measurement	is
elevated,	your	second	and	third	measurements	probably	are	also.	(For	the	example	we	just	looked	at,	d	5	(9.64	–	6.58)/3.10	5.987,	which	simply	says	that	the	means	under	H1	differ	by	near	one	standard	deviation.	The	t	test	for	differences	between	two	independent	regression	coefficients	is	directly	analogous	to	the	test	of	the	difference	between	two
independent	means.	Frequency	distributions,	on	the	other	hand,	retain	the	values	of	the	individual	observations,	but	they	can	be	difficult	to	use	when	they	do	not	summarize	the	data	sufficiently.	An	outlier	could	represent	an	error	in	measurement,	in	data	recording,	or	in	data	entry,	or	it	could	represent	a	legitimate	value	that	just	happens	to	be
extreme.	Plot	the	distribution	as	given.	For	larger	tables	its	interpretation	is	similar	to	that	for	f.	When	the	sample	sizes	are	unequal,	however,	pooling	can	make	quite	a	difference.	Apply	the	Mantel-Haenszel	test	to	these	data.	s2p	5	1	n1	2	1	2	s21	1	1	n2	2	1	2	s22	10	1	3.172	2	1	11	1	3.032	2	5	n1	1	n2	2	2	11	1	12	2	2	10	1	10.0489	2	1	11	1	9.1809	2
201.4789	5	5	9.5942	21	21	Finally,	we	can	calculate	t	using	the	pooled	variance	estimate:	5	t5	1	X1	2	X2	2	s2p	Å	n1	1	s2p	n2	5	1	9.64	2	6.58	2	9.5942	9.5942	1	Å	11	12	5	3.06	"1.6717	5	3.06	5	2.37	1.2929	For	this	example	we	have	n1	1	n2	2	2	5	21	degrees	of	freedom.	It	is	probably	an	artifact	of	the	way	raw	scores	are	converted	to	scale	scores,	but	it
is	worth	checking.	Reading	the	help	files	would	be	a	much	more	sensible	way	to	go.)	A	help	page	created	by	the	7	As	of	the	time	of	this	writing,	the	previous	version	was	still	available	at	their	site,	and	you	might	wish	to	start	with	that	because	it	has	fewer	choices,	which	I	think	makes	it	easier	to	use.	Therefore,	two	misses	out	of	25	seems	reasonable.
Everitt	(in	Hand,	1994)	reported	pre-	and	post-treatment	weights	for	29	girls	receiving	cognitive-behavior	therapy	for	anorexia.	She	was	surprised	to	discover	that	the	11	girls	who	responded	reported	an	average	allowance	of	$2.63	per	week,	whereas	the	7	boys	reported	an	average	of	$3.18,	21%	more	than	for	the	girls.	Because	the	line	fits	perfectly,
Section	9.6	adjusted	correlation	coefficient	(radj)	The	Regression	Line	261	the	correlation	will	be	1.00,	even	though	the	points	were	chosen	at	random.	(We	use	N	2	1	as	the	denominator	of	the	formula	for	the	sample	variance	precisely	because	we	want	to	generate	an	unbiased	estimate.)	By	and	large,	unbiased	estimators	are	like	unbiased	people—
they	are	nicer	to	work	with	than	biased	ones.	Because	we	want	to	study	the	ability	of	subjects	to	deal	with	stress	and	maintain	high	self-esteem	under	different	kinds	of	treatments,	and	because	the	response	to	stress	is	a	function	of	many	variables,	a	critical	aspect	of	planning	the	study	involves	selecting	the	variables	to	be	studied.	In	most	applications
of	regression	in	psychology,	we	are	not	particularly	interested	in	making	an	actual	prediction.	There	are	a	number	of	things	here	to	point	out.	Similarly,	the	point	that	cuts	off	the	upper	25%	of	the	distribution	is	called	the	third	quartile	and	is	denoted	Q3.	To	look	at	the	calculation	of	power	we	need	to	have	some	idea	what	the	mean	and	standard
deviation	of	the	populations	of	control	and	threatened	respondents	would	be.	The	abscissa,	or	horizontal	axis,	represents	different	possible	values	of	X,	while	the	ordinate,	or	vertical	axis,	is	referred	to	as	the	density	and	is	related	to	(but	not	the	same	as)	the	frequency	or	probability	of	occurrence	of	X.	We	looked	at	the	work	on	stereotype	threat	by
Aronson	et	al.	But	SPSS	is	examining	the	difference	between	1.463	and	an	illusion	mean	of	1.00	(no	illusion),	and	its	confidence	limits	are	on	this	difference.	We	can	no	longer	turn	out	students	who	are	prepared	to	conduct	high-quality	research	without	including	discussion	of	these	issues.	That	would	be	the	sampling	distribution	of	t.”	Well,	what	if	we
don’t	have	a	normally	distributed	population,	but	instead	had	one	with	a	nonnormal	distribution	like	that	in	Table	7.1.	Suppose	that	I	had	a	huge	population	that	was	shaped	exactly	like	the	(nonnormal)	distribution	in	Table	7.1.	In	other	words	it	is	higher	in	the	shoulders	than	the	normal	distribution.	Thus,	for	an	infinitely	large	number	of	degrees	of
freedom,	t	will	be	normally	distributed	and	equivalent	to	z.	If	we	give	1,000	people	aspirin	and	withhold	it	from	1,000	others,	we	can	look	at	these	people	ten	years	down	the	road	and	calculate	the	risk	(and	risk	ratio)	of	heart	attacks.	A	far	better	approach	is	to	use	what	are	called	Q-Q	plots	(quantile-quantile	plots).	To	define	the	covariance
mathematically,	we	can	write	covXY	5	4	g	1X	2	X2	1Y	2	Y2	N21	A	copy	of	the	complete	data	set	is	available	on	this	book’s	Web	site	in	the	file	named	Table	9-3.dat.	We	can	also	see	that	the	distributions	are	reasonably	symmetric	(the	boxes	are	roughly	centered	on	the	medians,	and	there	are	a	few	outliers,	all	of	which	are	long	reaction	times).	2.1	Any
of	you	who	have	listened	to	children	tell	stories	will	recognize	that,	unlike	adults,	they	tend	to	recall	stories	as	a	sequence	of	actions	rather	than	as	an	overall	plot.	Before	elaborating	on	the	normal	distribution,	however,	it	is	worth	a	short	digression	to	explain	just	why	we	are	so	interested	in	distributions	in	general,	not	just	the	normal	distribution.
For	example,	the	Auditory	Verbal	Learning	test	(Geffen,	Moar,	O’Hanlon,	Clark,	and	Geffen	(1990))	has	norms	based	on	153	cases,	but	Gender	and	Age	have	an	important	influence	on	the	scores	(ages	ranged	from	16	to	86),	and	when	you	break	the	norms	against	those	variables	the	modal	sample	size	is	10.	Because	Symptoms	is	on	an	arbitrary	scale
anyway,	there	is	nothing	to	lose	by	taking	a	log	transformation.	[Hint:	To	do	this	problem	you	will	have	to	ignore	or	delete	those	cases	in	Group	3	(the	Divorced	group).	That	may	be	a	popular	way	of	setting	bets	on	race	horses,	but	it	leaves	me	dissatisfied.	You	take	90	rats	and	offer	them	a	choice	of	three	bowls	of	food	that	differ	in	the	amount	of
quinine	that	has	been	added.	254	Chapter	9	Correlation	and	Regression	74	73	Life	Expectancy	(males)	Adjusted	Infant	Mortality	10	5	0	–5	72	71	70	69	68	67	–10	10	12	14	16	18	Physicians	per	10,000	Population	(a)	Infant	Mortality	as	a	Function	of	Number	of	Physicians	20	66	0	500	1000	1500	Per	Capita	Health	Expenditure	($)	(b)	Life	Expectancy	as
a	Function	of	Health	Care	Expenditures	30	25	20	200	300	400	500	Solar	Radiation	600	(c)	Cancer	Rate	as	a	Function	of	Solar	Radiation	Figure	9.1	correlation	(r)	Three	scatter	diagrams	and	they	represent	our	best	prediction	of	Yi	for	a	given	value	of	Xi,	for	the	ith	subject	or	observation.	In	other	words,	we	want	to	use	our	existing	data	to	solve	for	the
values	of	a	and	b	such	that	the	regression	line	(the	values	of	Y^	for	different	values	of	X)	will	come	as	close	as	possible	to	the	actual	obtained	values	of	Y.	A	common	example	is	the	Fahrenheit	scale	of	temperature,	where	a	10-point	difference	has	the	same	meaning	anywhere	along	the	scale.	We	can’t	test	the	experimental	hypothesis	directly,	however.
Computer	simulation	is	not	a	big	deal.)2	It	is	apparent	that	the	distribution	of	means,	although	not	exactly	normal,	is	at	least	peaked	in	the	center	and	trails	off	toward	the	extremes.	The	other	two	extreme	scores	were	caused	by	physical	problems	of	the	infants.	6.7	Dependent	or	Repeated	Measures	The	previous	section	stated	that	the	standard	chi-
square	test	of	a	contingency	table	assumes	that	data	are	independent.	But	there	have	been	a	number	of	people	who	have	made	the	point	that	a	“p”	value	isn’t	everything,	and	it	doesn’t	tell	us	everything.	Correlation	coefficients	range	between	1	and	–1.	192	Chapter	7	Hypothesis	Tests	Applied	to	Means	For	these	data,	n	5	10,	X	5	1.463,	and	s	5	0.341.
Then	Boys	.20	.203	225	r	r9	N	.203	2	.320	z5	1	1	1	Å	225	2	3	287	2	3	Girls	.31	.320	287	5	2.117	".008	5	2.117	5	21.32	.089	Because	zobt	5	21.32	is	less	than	z.025	5	21.96,	we	fail	to	reject	H0	and	conclude,	that	with	a	two-tailed	test	at	a	5	.05,	we	have	no	reason	to	doubt	that	the	correlation	between	Social	Intelligence	and	Perceived	Popularity	is	the
same	for	males	as	it	is	for	females.	From	this	discussion	it	should	be	apparent	that	r2	is	easier	to	interpret	as	a	measure	of	correlation	than	is	r,	because	it	represents	the	degree	to	which	the	variability	in	one	measure	is	attributable	to	variability	in	the	other	measure.	(Hint:	This	is	easily	done	from	the	pulldown	menus	in	the	graphics	procedure.)	62
Chapter	2	Describing	and	Exploring	Data	2.40	Calculate	the	range,	variance,	and	standard	deviation	for	the	data	in	Exercise	2.1.	2.41	Calculate	the	range,	variance,	and	standard	deviation	for	the	data	in	Exercise	2.4.	2.42	Compare	the	answers	to	Exercises	2.40	and	2.41.	The	term	bimodal	is	used	to	refer	to	any	distribution	that	has	two	predominant
peaks,	whether	or	not	those	peaks	are	of	exactly	the	same	height.	1.3	If	the	student	body	of	your	college	or	university	were	considered	a	sample,	as	in	Exercise	1.2,	would	this	sample	be	random	or	nonrandom?	Achiev.	We	will	use	the	example	with	which	we	started	this	chapter,	where	we	have	recorded	the	reaction	times	of	response	to	the	question
of	whether	a	specific	digit	was	presented	in	a	previous	slide,	as	a	function	of	the	number	of	stimuli	on	that	slide.	The	resulting	t	was	2.37,	and	was	significant	at	p	<	.05,	showing	that	stereotype	threat	significantly	reduced	the	performance	of	those	subjects	to	whom	it	was	applied.	To	describe	ways	of	estimating	the	magnitude	of	any	differences	that
appear.	The	heavily	shaded	right	tail	of	the	H0	distribution	represents	a,	the	probability	of	a	Type	I	error,	assuming	that	we	are	using	a	one-tailed	test	(otherwise	it	represents	a/2).	To	put	that	a	little	more	precisely,	we	can	superimpose	the	normal	distribution	by	calculating	only	the	mean	and	standard	deviation	(to	be	discussed	later	in	this	chapter)
from	the	data.	6.32	Zuckerman,	Hodgins,	Zuckerman,	and	Rosenthal	(1993)	surveyed	over	500	people	and	asked	a	number	of	questions	on	statistical	issues.	Taking	the	mean	and	standard	deviation	of	10	scores	and	treating	them	as	population	parameters	seems	a	little	silly.	One	group	read	the	relevant	passage	and	answered	the	questions.	This	scale
was	first	administered	to	all	infants	in	the	study	when	they	were	6	months	old.	All	that	remains	is	to	estimate	s	from	other	data.	In	each	group,	animals	were	classed	as	high	or	low	in	affiliation,	measured	by	the	amount	of	time	they	spent	in	close	physical	proximity	to	other	animals.	Would	the	data	from	Mireault’s	study	support	this	hypothesis?	Two
extremely	good	papers	that	are	accessible	and	provide	useful	methods	are	by	Cohen	(1992a,	1992b).	We	have	two	separate	data	sets	rather	than	one	large	one	because	we	do	not	want	our	results	to	be	contaminated	by	normal	16	There	is	surprising	disagreement	concerning	the	best	approximation	for	the	standard	error	of	b.	Some	have	argued	that	if
you	repeated	the	experiment	exactly	you	would	likely	find	different	marginal	totals	and	have	asked	why	those	additional	tables	should	not	be	included	in	the	calculation.	©	Cengage	Learning	2013	32	Section	2.7	median	location	Measures	of	Central	Tendency	33	numbers	are	arranged	in	numerical	order	(3,	5,	7,	8,	15),	the	middle	score	would	be	7,
and	it	would	be	called	the	median.	93	0	.	Then	we	repeat	this	process	10,000	times.	Their	mean	is	8.	This	is	in	line	with	the	results	of	our	t	test,	which	rejected	H0	:	b*	5	0.	Notice	that	in	writing	this	paragraph	I	have	not	used	the	phrase	“Type	I	error,”	because	that	refers	to	rejecting	a	true	null,	and	I	have	already	said	that	the	null	can’t	possibly	be
true.	2	–.05	.10	–.01	.04	.20*	.13	3	–.05	.31*	©	Cengage	Learning	2013	Table	9.7	Hypothesis	Testing	4	.08	.19*	.57*	.33*	(*	p	<	.05)	Correlations	for	boys	are	below	the	diagonal	and	for	girls	are	above	the	diagonal.	A	number	of	measures	could	be	used,	and	they	will	be	discussed	in	turn,	starting	with	the	simplest.	Some	of	the	raw	data	are	given	in
Figure	2.7.	On	the	left	side	of	the	figure	is	a	portion	of	the	data	(data	from	students	who	spend	between	40	and	80	minutes	per	week	playing	games)	and	on	the	right	is	the	complete	stem-and-leaf	display	that	results.	Fortunately,	all	of	these	transformations	fall	within	a	set	called	linear	transformations,	in	which	we	multiply	each	X	by	some	constant
(possibly	1)	and	add	a	constant	(possibly	0):	Xnew	5	bXold	1	a	where	a	and	b	are	our	constants.	262	Chapter	9	Correlation	and	Regression	5.0	4.6	4.4	4.2	0	10	20	30	Stress	Figure	9.3	40	50	60	©	Cengage	Learning	2013	InSymptoms	4.8	Scatterplot	of	loge(Symptoms)	as	a	function	of	Stress	As	you	may	remember	from	high	school,	the	equation	of	a
straight	line	is	an	equation	of	the	form	Y	5	bX	1	a.	What,	if	anything,	does	your	answer	to	this	question	indicate	about	your	answer	to	Exercise	8.10?	3.17	What	is	the	75th	percentile	for	GPA	in	Appendix	Data	Set?	Why	doesn’t	that	explanation	account	for	the	huge	overestimation	of	the	poor	scorers?	0.9222	0.9236	0.9251	0.9265	0.9279	0.9292	0.9306
0.9319	0.9332	...	The	variance	of	this	distribution	of	differences	is	given	by	what	is	commonly	called	the	variance	sum	law,	a	limited	form	of	which	states	The	variance	of	a	sum	or	difference	of	two	independent	variables	is	equal	to	the	sum	of	their	variances.15	We	know	from	the	central	limit	theorem	that	the	variance	of	the	distribution	of	X1	is	s21	/n1
and	the	variance	of	the	distribution	of	X2	is	s22	/n2.	The	Mean	mean	The	most	common	measure	of	central	tendency,	and	one	that	really	needs	little	explanation,	is	the	mean,	or	what	people	generally	have	in	mind	when	they	use	the	word	average.	Our	estimate	tells	us	that,	on	average,	the	girls	involved	in	family	therapy	gained	nearly	one-and-a-half
standard	deviations	of	pretreatment	weights	over	the	course	of	therapy.	We	have	only	one	case,	and	do	not	think	of	it	coming	from	some	putative	population.	To	be	interpretable,	they	first	must	be	organized	in	some	sort	of	logical	order.	We	will	use	an	effect	size	measure	based	on	Cohen’s	d.	This	leads	to	the	following	prediction	interval	on	Y^	:	CI	1	Y
2	5	Y^	61	ta/2	2	1	srY	#	X	2	This	equation	will	lead	to	elliptical	confidence	limits	around	the	regression	line,	which	are	narrowest	for	X	5	X	and	become	wider	as	|X	–X|	increases.	There	are	also	interval	estimates,	which	are	attempts	to	set	limits	that	have	a	high	probability	of	encompassing	the	true	(population)	value	of	the	mean	[the	mean	(m)	of	a
whole	population	of	observations].	Someone	who	has	a	score	of	20	is	presumed	to	have	experienced	more	stress	than	someone	with	a	score	of	15,	and	the	latter	in	turn	is	presumed	to	have	experienced	more	stress	than	someone	with	a	score	of	10.	Then	we	have	t5	D20	D20	sD	5	sD	!n	where	D	and	sD	are	the	mean	and	the	standard	deviation	of	the
difference	scores	and	n	is	the	number	of	difference	scores	(i.e.,	the	number	of	pairs,	not	the	number	of	raw	scores).	When	r	2	0,	the	sampling	distribution	of	r	is	not	approximately	normal	(it	becomes	more	and	more	skewed	as	r	1	6	1.00),	and	its	standard	error	is	not	easily	estimated.	For	the	death-sentence	study	the	risk	ratio	was	11.6%/6.1%	5	1.90,
which	is	virtually	the	same	as	the	ratio	we	found	with	aspirin.	This	would	give	us	an	estimated	effect	size	(d)	of	8/11	5	.73.	And	it	will	come	to	the	same	answer.	Thus,	we	can	say	that	95%	of	the	time	a	child’s	score	sampled	at	random	will	fall	between	1.96	standard	deviations	above	the	mean	and	1.96	standard	deviations	below	the	mean.	Then
calculate	a	d-family	measure	of	effect	size	for	that	difference.	(The	actual	probability	is	.04875.)	With	this	result,	Aronson	could	conclude	that	he	has	found	a	significant	effect	of	stereotype	threat,	and	he	would	be	correct.	A	two-tailed	t-test	on	weight	gain	was	statistically	significant	(t(16)	5	4.18,	p	,	.05),	revealing	that	on	average	the	girls	did	gain
weight	over	the	course	of	therapy.	7.21	Using	any	available	software,	create	a	scatterplot	and	calculate	the	correlation	between	husband’s	and	wife’s	sexual	satisfaction	in	Exercise	7.19.	Thus,	we	could	look	at	sample	means	and	variances	from	other	studies	and	make	an	informed	guess	at	the	values	we	might	expect	for	m1	2	m0	and	for	s.	This	is
obscured	when	you	sum	across	departments.	6.21	Calculate	and	interpret	Cramér’s	V	and	useful	odds	ratios	for	the	results	in	Exercise	6.20.	For	this	edition	I	would	like	to	thank	Deborah	A.	(Notice	that	we	use	the	standard	deviation	of	pre-treatment	weights	rather	than	the	standard	deviation	of	the	difference	scores,	which	is	what	we	used	to
calculate	t	and	confidence	intervals.	Section	6.4	An	Additional	Example—A	4	3	2	Design	149	Table	6.6	Adult	sexual	abuse	related	to	prior	childhood	sexual	abuse	Number	of	Child	Abuse	Categories	Checked	No	Yes	Total	0	1	2	3-4	Total	512	(494.49)	227	(230.65)	59	(64.65)	18	(26.21)	816	54	(71.51)	37	(33.35)	15	(9.35)	12	(3.79)	118	566	264	74	30	934
©	Cengage	Learning	2013	Abused	as	Adult	The	calculation	of	chi-square	for	the	data	on	sexual	abuse	follows.	Use	of	special	conventions.	Because	we	are	concerned	in	this	chapter	with	sample	means,	we	need	to	know	something	about	the	sampling	distribution	of	the	mean.	We	next	turn	the	question	around	and	ask	how	many	subjects	would	be
needed	for	power	5	.80.	J.	This	tendency	was	not	apparent	from	the	unorganized	data	shown	in	Table	2.1.	©	Cengage	Learning	2013	Table	2.1	Plotting	Data	Chapter	2	Describing	and	Exploring	Data	Table	2.2	2.2	Frequency	distribution	of	reaction	times	Reaction	Time,	in	100ths	of	a	Second	Frequency	36	37	38	39	40	41	42	43	44	45	46	47	48	49	50	51
52	53	54	55	56	57	58	59	60	61	62	63	64	65	66	67	68	69	70	1	1	2	3	4	3	3	5	5	6	11	9	4	5	5	12	10	8	6	7	10	7	12	11	12	11	14	10	7	8	8	14	2	7	1	Reaction	Time,	in	100ths	of	a	Second	Frequency	71	72	73	74	75	76	77	78	79	80	81	82	83	84	85	86	87	88	89	90	91	92	93	94	95	96	97	98	99	...	If	kappa	is	low	enough	for	us	to	even	question	its	significance,	the	lack
of	agreement	among	our	judges	is	a	serious	problem.	In	the	case	of	matched	samples	there	is	a	slight	complication	as	we	will	see	shortly.	If	we	coded	Aspirin	as	1	for	Yes	and	2	for	No,	and	coded	Heart	Attack	as	1	for	Yes	and	2	for	No,	and	then	correlated	the	two	variables	(see	Chapters	9	and	10),	the	result	would	be	phi.	The	area	taken	up	by	each
segment	is	directly	proportional	to	the	percentage	of	individuals	in	that	segment.	Now	the	investigators	wish	to	induce	lesions	in	certain	areas	in	the	rabbits’	amygdalae	and	then	demonstrate	poorer	avoidance	conditioning	in	these	animals	(i.e.,	show	that	the	rabbits	will	repeat	a	punished	response	sooner).	7.15	Calculate	the	95%	confidence	limits	for
m	for	the	data	in	Exercise	7.14.	Fortunately,	a	much	simpler	procedure	exists.	(If	all	of	the	assumptions	that	we	will	discuss	shortly	are	met,	the	expected	value	of	the	Y	scores	associated	with	each	specific	value	of	X	would	lie	on	the	regression	line.)	In	our	case,	we	know	the	relevant	value	of	X	and	the	regression	equation,	and	our	best	prediction
would	be	Y^	.	For	girls	who	started	out	weighing,	on	average,	83	pounds,	that	is	a	substantial	gain.	If	only	a	small	percentage	of	our	resampled	means	exceed	104.125,	we	can	reject	the	null	hypothesis	because	a	mean	of	104.125	would	rarely	occur	if	the	population	mean	truly	was	100.	As	Hoenig	and	Heisey	(2001)	argue,	rather	than	focus	our
energies	on	calculating	retrospective	power	to	try	to	learn	more	about	what	our	results	have	to	reveal,	we	are	better	off	putting	that	effort	into	calculating	confidence	limits	on	the	parameter(s)	or	the	effect	size(s).	The	United	States	has	the	second	highest	rate	of	expenditure	but	ranks	near	the	bottom	in	life	expectancy.	(Rosenthal	(1979)	named	this
the	“file	drawer	problem”	because	that	is	where	the	nonsignificant	and	nonpublished	studies	reside.)	Lane	and	Dunlap	(1978)	ran	a	simple	sampling	study	with	the	true	effect	size	set	at	.25	and	a	difference	between	means	of	4	points	(standard	deviation	5	16).	S.	They	form	the	leaves—the	horizontal	elements—of	our	display.3	3	It	is	not	always	true
that	the	tens’	digits	form	the	stem	and	the	units’	digits	the	leaves.	We	begin	by	defining	d	5	r1	2	r0	5	r1	2	0	5	r1	where	r1	is	the	correlation	in	the	population	defined	by	H1—in	this	case,	.30.	Assuming	for	the	moment	that	we	can	estimate	r,	the	rest	of	the	procedure	is	the	same	as	that	for	the	one-sample	t.	In	most	situations	in	which	we	test	a
hypothesis	about	a	population	mean,	we	don’t	have	any	knowledge	about	the	variance	of	that	population.	Confidence	Limits	Versus	Tests	of	Significance	At	least	in	the	behavioral	sciences,	most	textbooks,	courses,	and	published	research	have	focused	on	tests	of	significance,	and	paid	scant	attention	to	confidence	limits.	To	check	for	rater	reliability,
they	asked	two	raters	to	rate	each	adolescent.	It	is	readily	translated	as	“add	up,	or	sum,	what	follows.”	Thus,	g	Xi	is	read	“sum	the	Xis.”	To	be	perfectly	correct,	the	notaN	tion	for	summing	all	N	values	of	X	is	g	i51	Xi,	which	translates	to	“sum	all	of	the	X	is	from	i	5	1	to	i	5	N.”	In	practice,	we	seldom	need	to	specify	what	is	to	be	done	this	precisely,
and	in	most	cases	all	subscripts	are	dropped	and	the	notation	for	the	sum	of	the	Xi	is	simply	g	X.	Ordinal	Scales	ordinal	scale	The	simplest	true	scale	is	an	ordinal	scale,	which	orders	people,	objects,	or	events	along	some	continuum.	The	scatterplot	is	shown	in	Figure	9.3,	where	the	best-fitting	line	for	predicting	Y	on	the	basis	of	X	has	been
superimposed.	Just	a	little	editorial	comment.)	2.28	More	recent	data	on	AIDS/HIV	world-wide	can	be	found	at	/EpiReport/2006/2006_EpiUpdate_en.pdf.	Key	Terms	Chi-square	(x2)	(Introduction)	Double	blind	study	(6.3)	Cohort	study	(6.11)	Pearson’s	chi-square	(Introduction)	Yates’	correction	for	continuity	(6.3)	Randomized	clinical	trial	(6.11)	Chi-
square	distribution	(x	)	(6.1)	Conditional	test	(6.3)	Retrospective	study	(6.11)	Gamma	function	(6.1)	Fixed	and	Random	margins	(6.3)	Case-control	design	(6.11)	Chi-square	test	(6.2)	Small	expected	frequency	(6.4)	Risk	(6.11)	Goodness-of-fit	test	(6.2)	Nonoccurrences	(6.6)	Risk	difference	(6.11)	Observed	frequencies	(6.2)	McNemar’s	Test	(6.7)	Risk
ratio	(6.11)	Expected	frequencies	(6.2)	Likelihood	ratios	(6.9)	Relative	risk	(6.11)	Tabled	distribution	of	x	(6.2)	Mantel-Haenszel	test	(6.10)	Odds	ratio	(6.11)	Degrees	of	freedom	(df	)	(6.2)	Cochran-Mantel-Haenszel	(CMH)	(6.10)	Odds	(6.11)	Contingency	table	(6.3)	Simpson’s	Paradox	(6.10)	Phi	(f)	(6.11)	Cell	(6.3)	d-family	(6.11)	Cramér’s	V	(6.11)
Marginal	totals	(6.3)	r-family	(6.11)	Kappa	(k)	(6.12)	Row	total	(6.3)	Measures	of	association	(6.11)	Percentage	of	agreement	(6.12)	Column	total	(6.3)	Prospective	study	(6.11)	2	2	Exercises	6.1	The	chairperson	of	a	psychology	department	suspects	that	some	of	her	faculty	are	more	popular	with	students	than	are	others.	g	1	X	1	Y	2	5	gX	1	gY.	We
frequently	begin	an	experiment	with	two	groups	of	subjects	who	are	equivalent	and	then	do	something	to	one	(or	both)	group(s)	that	will	raise	or	lower	the	scores	by	an	amount	equal	to	the	effect	of	the	experimental	treatment.	In	the	example	of	homophobia,	the	units	of	measurement	were	largely	arbitrary,	and	a	7.5	difference	had	no	intrinsic



meaning	to	us.	All	the	experimenters	are	told	that	subjects	will	be	given	caffeine	before	the	experiment,	but	one-half	of	the	experimenters	are	told	that	we	expect	caffeine	to	lead	to	good	performance	and	one-half	are	told	that	we	expect	it	to	lead	to	poor	performance.	If	this	sum	is	less	than	a,	we	reject	the	null	hypothesis	that	the	two	variables	are
independent,	and	conclude	that	there	is	a	statistically	significant	relationship	between	the	two	variables	that	make	up	our	contingency	table.	(Notice	that	“Two”	and	“Three”	both	start	with	“t,”	“Four”	and	“Five”	both	start	with	an	“f,”	and	“Six”	and	“Seven”	both	start	with	an	“s.”)	If	we	apply	this	scheme	to	the	data	on	reaction	times,	we	obtain	the
results	shown	in	Figure	2.8.	In	deciding	on	the	number	of	stems	to	use,	the	problem	is	similar	to	selecting	the	number	of	categories	in	a	histogram.	These	sample	sizes	would	yield	nh	5	24.64.	The	square	root	of	this	is	3.202,	which	agrees	with	the	t	we	have	just	computed	for	this	test.)	As	a	second	example,	if	we	go	back	to	our	data	on	stress	and
psychological	symptoms	in	Table	9.2,	and	the	accompanying	text,	we	find	r	5	.506	and	N	5	107.	For	now	it	is	sufficient	to	20	20	15	15	10	5	10	5	0	0	75	80	85	90	95	Total	length	(cm)	Figure	2.3	75	80	85	90	95	100	Total	length	(cm)	©	Cengage	Learning	2013	Breaks	at	75,	80,	85,	etc.	The	risk	ratio	climbed	to	2.13	and	4.2	as	severity	of	childhood	abuse
increased.	This	is	what	we	mean	when	we	say	that	large	deviations	are	disproportionately	represented.	(This	is	not	the	case	in	Latin	America,	the	United	States,	or	South	and	Southeast	Asia,	where	the	corresponding	percentage	is	approximately	20%,	but	we	will	focus	on	the	data	at	hand.)	From	Figure	3.1	you	can	see	that	67%	of	people	with	HIV
contracted	it	from	injected	drug	use	(IDU),	4%	of	the	cases	involved	sexual	contact	between	men	(MSM),	5%	of	cases	were	among	commercial	sex	workers	(CSW),	6%	of	cases	were	among	clients	of	commercial	sex	workers	(CSW-cl),	and	17%	of	cases	were	unclassified	or	from	other	sources.	Cohen,	however,	discussed	the	problem	clearly	and	lucidly
in	several	publications.2	Cohen	(1988)	presents	a	thorough	and	rigorous	treatment	of	the	material.	Sternberg	measured	the	time,	in	hundredths	of	a	second,	that	the	subject	took	to	respond.	She	wanted	to	test	whether	the	change	in	the	intervention	group	was	greater	than	the	change	in	the	control	group.	Among	adults	of	the	same	general	build,
weight	is	a	ratio	scale	of	how	much	they	weigh,	but	probably	at	best	an	ordinal	scale	of	physical	fitness	or	health.	It	could	actually	be	that	mH	,	mN,	but	that	we	draw	the	opposite	conclusion	by	deciding	that	the	nonhomophobic	participants	are	more	aroused.	Every	once	in	a	while	this	same	rat	will	inexplicably	stop	halfway	down,	scratch	himself,
poke	his	nose	at	the	photocells,	and	lie	down	to	sleep.	That	sentence	may	sound	circular,	but	we	really	should	pay	attention	to	unequal	variances.	Thus,	the	definition	of	a	population	depends	on	what	you	are	interested	in	studying.	(But	there	are	fights	among	the	experts	as	to	which	package	is	best.)	Many	examples	of	SPSS	printout	will	appear	in	this
book.	Thus,	b5	covXY	1.336	5	5	0.0086	s2X	12.4922	a	5	Y	2	bX	5	4.483	2	1	0.0086	2	1	21.290	2	5	4.300	Y^	5	bX	1	a	5	0.0086	1	X	2	1	4.300	We	have	already	seen	the	scatter	diagram	with	the	regression	line	for	Y	on	X	superimposed	in	Figure	9.3.	This	is	the	equation	of	that	line.7	A	word	about	actually	plotting	the	regression	line	is	in	order	here.
Likelihood	ratio	tests	are	heavily	used	in	log-linear	models	for	analyzing	contingency	tables	because	of	their	additive	properties.	What	does	Cramér’s	V	offer?	3.10	We	have	sent	out	everyone	in	a	large	introductory	course	to	check	whether	people	use	seat	belts.	There	is	considerable	confusion	in	the	naming	of	measures,	and	for	clarification	on	that
score	I	refer	the	reader	to	Kline	(2004).	2.44	In	Exercise	2.4,	what	percentage	of	the	scores	fall	within	plus	or	minus	two	standard	deviations	from	the	mean?	The	Q-Q	plots	in	Table	9.2	illustrate	that	both	variables	are	close	to	normally	distributed.	From	the	sampling	distribution	of	t	in	Appendix	t,	t.025	(62)	>	2.003	(with	linear	interpolation).	A	t	test
on	H0	:	m	5	1.00	is	given	by	t5	5	X2m	X2m	s	sX	5	!n	1.463	2	1.000	0.463	5	0.341	0.108	"10	5	4.29	From	Appendix	t,	with	10	–	1	5	9	df	for	a	two-tailed	test	at	a	5	.05,	the	critical	value	of	t.025	1	9	2	5	2.262.	Gain	Chapter	6	Categorical	Data	and	Chi-Square	Chi-Square	Tests	Pearson	Chi-Square	Likelihood	Ratio	N	of	Valid	Cases	Value	df	Asymp.	Then	the
99%	confidence	interval	is	CI.99	5	X	6	t.01/2	1	sX	2	5	1.463	6	3.250	1	0.108	2	5	1.112	#	m	#	1.814	But	What	Is	a	Confidence	Interval?	This	would	be	(Y	2	X)/X.	How	comfortable	are	you	with	the	t-test	analysis,	and	what	might	you	do	instead?	Bradley	et	al.	In	this	chapter	we	have	repeatedly	referred	to	an	example	on	stress	and	psychological
symptoms.	To	the	extent	that	the	sample	is	not	random,	our	estimates	may	or	may	not	be	meaningful,	because	the	sample	may	or	may	not	accurately	reflect	the	entire	population.	In	this	chapter	we	will	begin	examining	questions	concerning	relationships	between	variables.	Of	those	16,	Judge	II	agreed	that	15	had	no	problems,	but	also	classed	1	of
them	as	exhibiting	internalizing	problems	and	0	as	exhibiting	externalizing	problems.	This	might	also	suggest	that	we	check	our	scoring	procedures	to	make	sure	we	are	not	systematically	overscoring	our	subjects.	To	be	more	specific,	we	can	say	that	when	H0	is	true	and	when	we	have	homogeneity	of	variance,	then,	pooling	the	variances,	the	ratio	t5
heterogeneous	variances	1	X1	2	X2	2	s2p	s2p	1	n2	Å	n1	is	distributed	as	t	on	n1	+	n2	–	2	df.	At	first	glance	this	question	might	seem	to	have	an	obvious	answer—of	course	we	should.	The	problem	with	variances	is	that	they	are	not	additive	unless	they	are	based	on	the	same	df.	Note	that	this	is	quite	different	from	(	g	X)2,	which	tells	us	to	sum	the	Xs
and	then	square	the	result.	Many	experimenters	find	this	characteristic	to	be	useful	in	studies	in	which	extreme	scores	occasionally	occur	but	have	no	particular	significance.	Don’t	worry	about	it.	A	score	that	used	to	be	60	is	now	1.	In	the	example	we	have	been	using,	the	sample	size	is	reasonably	large	(N	5	107).	That	is	what	we	do	with	the
coefficient	of	variation	(CV).11	We	will	define	that	coefficient	as	simply	the	standard	deviation	divided	by	the	mean:	CV	5	sX	Standard	deviation	5	3	100	Mean	X	(We	multiply	by	100	to	express	the	result	as	a	percentage.)	To	return	to	our	memory-task	example,	for	the	first	measure,	CV	5	(3.5/15)	3	100	5	23.3.	Here	the	standard	deviation	is
approximately	23%	of	the	mean.	You	would	have	lost	the	pairing	of	observations	with	patients	and	that	is	a	serious	loss.	The	same	holds	for	confidence	limits	on	the	differences.	Finally,	we	see	that	we	have	four	outliers;	an	outlier	is	defined	here	as	any	value	more	extreme	than	the	whiskers	(and	therefore	more	extreme	than	the	adjacent	values).	We
can	create	a	test	of	our	null	hypothesis	by	beginning	with	the	standard	formula	for	z	and	then	substitute	the	mean	and	standard	error	in	place	of	a	score	and	standard	deviation.	Are	they	really	distinctive?	We	would	just	evaluate	t'	against	that	sampling	distribution.	Kaufman	and	Rock	hypothesized	that	this	illusion	could	be	explained	on	the	basis	of
the	greater	apparent	distance	of	the	moon	when	it	is	at	the	horizon.	paper	referred	to	in	the	previous	question	hypothesized	that	faculty	were	less	accurate	than	students	because	they	have	a	tendency	to	give	negative	responses	to	such	questions.	A	test	of	the	significance	of	the	illusion	with	eyes	level	can	be	obtained	by	the	methods	discussed	in	the
previous	section,	and	the	illusion	is	in	fact	statistically	significant.)	Effect	Size	In	Chapter	6	we	looked	at	effect	size	measures	as	a	way	of	understanding	the	magnitude	of	the	effect	that	we	see	in	an	experiment—as	opposed	to	simply	the	statistical	significance.	Let’s	take	a	nice	example	from	a	paper	by	Sauerland,	Lefering,	Bayer-Sandow,	and
Neugebauer	(2003)	in	the	Journal	of	the	British	Society	for	Surgery	of	the	Hand.	Figure	3.2	is	a	redrawing	of	Figure	3.1	in	the	form	of	a	bar	chart.	The	major	assumption	that	underlies	both	the	linear-regression	and	bivariatenormal	models	and	all	our	interpretations	is	that	of	linearity	of	regression.	From	Appendix	z	this	would	be	a	value	of	–2.33.
However,	the	pattern	that	you	see	there	should	make	you	a	bit	nervous	about	declaring	the	relationship	to	be	logarithmic,	and	this	is	verified	by	plotting	the	residuals	from	this	regression	against	rank	distance,	as	has	been	done	in	the	lower	right.	But	Department	A	is	clearly	an	outlier.	The	only	difference	is	that	here	it	is	expressed	in	terms	of
population	means	rather	than	sample	means.	6.9	Use	the	data	in	Exercise	6.8	to	demonstrate	how	chi-square	varies	as	a	function	of	sample	size.	2.21	Sternberg	ran	his	original	study	(the	one	that	is	replicated	in	Table	2.1)	to	investigate	whether	people	process	information	simultaneously	or	sequentially.	Odds	Ratios	in	2	3	K	Tables	When	we	have	a
simple	2	3	2	table	the	calculation	of	the	odds	ratio	(or	the	risk	ratio)	is	straightforward.	(2-tailed)	.002	Mean	Difference	.46300	95%	Confidence	Interval	of	the	Difference	Lower	Upper	.2193	.7067	SPSS	for	one-sample	t-test	and	confidence	limits	in	which	we	have	two	matched	samples	(often	called	repeated	measures,	when	the	same	subjects	respond
on	two	occasions,	or	related	samples,	correlated	samples,	paired	samples,	or	dependent	samples)	and	wish	to	perform	a	test	on	the	difference	between	their	two	means.	They	obtained,	among	other	findings,	the	following	correlations:	WRAT	WISC-R	McCarthy	WRAT	WISC-R	McCarthy	1.00	.80	.72	1.00	.89	1.00	Note	that	the	WISC-R	and	the	McCarthy
are	highly	correlated	but	that	the	WISC-R	correlates	somewhat	more	highly	with	the	WRAT	(reading)	than	does	the	McCarthy.	If	people	process	information	sequentially,	the	time	to	come	to	a	decision	would	increase	with	the	number	of	digits	in	the	comparison.	The	upper	inner	fence	is	7,	and	because	we	have	a	7	in	our	data,	that	will	be	the	higher
adjacent	value.	In	some	ways	this	edition	represents	a	break	from	past	editions.	Perhaps	a	better	source	for	getting	started	is	a	paper	by	Arnholt	(2007),	although	the	main	content	deals	with	material	that	we	will	not	see	until	later.	How	might	Beth	go	about	“random	sampling”?	The	most	obvious	conclusion	from	this	figure	is	that	as	the	number	of
stimuli	in	the	original	increases,	reaction	times	also	increase,	as	does	the	dispersion.	To	a	person	sitting	in	a	room	at	62º	F,	a	jump	to	64º	F	would	be	distinctly	noticeable	(and	welcome).	.)	is	possible.	This	is	a	result	of	the	fact	that	the	procedure	is	applicable	for	multiple	predictors.	7.48	Now	run	separate	t	tests	to	compare	Mireault’s	Group	1	versus
Group	2,	Group	1	versus	Group	3,	and	Group	2	versus	Group	3	on	the	Global	Symptom	Index.	This	is	a	conservative	position	and	I	don’t	feel	overly	guilty	when	I	violate	it.	The	sample	mean	(X),	as	you	already	know,	is	an	unbiased	estimate	of	m.	30	40	50	100	`	0.683	0.681	0.679	0.677	0.674	0.854	0.851	0.849	0.845	0.842	1.055	1.050	1.047	1.042
1.036	1.310	1.303	1.299	1.290	1.282	1.697	1.684	1.676	1.660	1.645	2.042	2.021	2.009	1.984	1.960	2.457	2.423	2.403	2.364	2.326	2.750	2.704	2.678	2.626	2.576	3.646	3.551	3.496	3.390	3.291	Source:	The	entries	in	this	table	were	computed	by	the	author.	If	you	examine	the	formula	for	kappa,	you	can	see	the	correction	that	is	being	applied.	From
Figure	2.16	you	can	see	that	the	three	alternative	measures,	the	second	two	of	which	are	nonlinear	transformations	of	X	and	Y,	appear	to	have	quite	different	distributions.	If	we	can	assume	homogeneity	of	variance	there	is	no	difficulty,	and	the	techniques	discussed	in	this	section	are	not	needed.	Before	we	consider	any	statistical	test,	and	ideally
even	before	the	data	are	collected,	we	must	specify	several	features	of	the	test.	Thus,	her	data	were:	Innate	ability:	2.50	2.00	1.25	3.33	1.43	Time-filling	task:	0.91	1.67	1.11	1.43	1.11	Analyze	and	interpret	these	data	with	the	appropriate	t	test.	And	anyone	who	is	excited	because	a	test-retest	reliability	coefficient	is	statistically	significant	hasn’t	really
thought	about	what	they	are	doing.	Venables	(2000)	pointed	out	that	such	a	test	“gives	naive	users	a	cozy	feeling	220	Chapter	7	Hypothesis	Tests	Applied	to	Means	of	protection	that	perhaps	their	test	makes	sense	even	if	the	variances	happen	to	come	out	wildly	different.”	His	point	is	that	we	are	often	so	satisfied	with	not	having	to	worry	about	the
fact	that	the	variances	are	different	that	we	often	don’t	worry	about	the	fact	that	variances	are	different.	However,	keep	in	mind	that	the	two	tests	also	differ	substantially	in	their	means,	and	this	difference	must	be	considered.	The	other	found	a	significant	t	of	the	same	magnitude	using	45	subjects	per	group.	In	this	edition	I	intend	to	bring	in	a
number	of	10	Chapter	1	Basic	Concepts	additional	topics	that	students	need	to	understand,	and	I	can’t	really	do	that	without	removing	some	of	the	older	material.	The	good	thing	is	that	we	have	now	covered	most	of	the	theoretical	issues	behind	power	calculations,	and	indeed	most	of	what	will	follow	is	just	an	extension	of	what	we	already	know.	This
particular	code	says	that	|4*|1	represents	41,	not	4.1	or	410.	It	is	important	to	emphasize	again	that	the	sign	of	the	correlation	merely	reflects	the	direction	of	the	relationship	and,	possibly,	the	arbitrary	nature	of	the	scale.	For	example,	the	expected	frequency	of	both	judges	assigning	a	classification	of	No	Problem,	assuming	that	they	are	operating	at
random,	is	(20	3	16)/30	5	10.67.	The	reverse	also	holds—two	different	regression	lines	could	fit	their	respective	sets	of	data	equally	well.	What	is	wrong	with	this	approach?	This	assumption	will	become	important	when	we	apply	tests	of	significance	using	s2Y	#	X.	Thus,	the	answer	to	our	original	question	is	0.1587.	Because	Figure	7.9	represents	the
difference	between	two	sampling	distributions	of	the	mean,	and	because	we	know	that	the	sampling	distribution	of	means	is	at	least	approximately	normal	for	reasonable	sample	sizes,	the	distribution	in	Figure	7.9	must	itself	be	at	least	approximately	normal.	(That	is	where	the	N	2	2	came	from	in	this	equation.)	We	could	draw	a	parallel	between	the
adjusted	r	and	the	way	we	calculate	a	sample	variance.	Therefore	the	SPSS	limits	are	1.00	less	than	my	limits.	They	used	tables	ranging	in	size	from	2	3	2	to	4	3	4	and	found	that	for	those	applications	likely	to	arise	in	practice,	the	actual	percentage	of	Type	I	errors	rarely	exceeds	.06,	even	for	total	sample	sizes	as	small	as	10,	unless	the	row	or	column
marginal	totals	are	drastically	skewed.	A	group	of	educators	has	put	together	a	course	designed	to	teach	high-school	students	how	to	manage	stress	and	the	effect	of	stress	management	on	self-esteem.	This	means	that	the	respondent	could	have	been	correct	between	0	and	10	trials.	Although	many	attempts	to	formulate	a	general	policy	have	been
made,	the	fact	remains	that	no	two	textbooks	use	exactly	the	same	notation.	Thus	New	score	5	New	SD	*	(z)	1	New	mean,	where	z	represents	the	z	score	corresponding	to	the	individual’s	raw	score.	Assume	that	the	standard	deviation	will	stay	the	same	at	3.10.	5	3.03	n2	5	12	©	Cengage	Learning	2013	216	First	we	need	to	specify	the	null	hypothesis,
the	significance	level,	and	whether	we	will	use	a	one-	or	a	two-tailed	test.	2.16	Using	the	data	from	Exercise	2.14,	a.	Basically,	standardized	scores	are	simply	transformed	observations	that	are	measured	in	standard	deviation	units.	2.23	One	frequent	assumption	in	statistical	analyses	is	that	observations	are	independent	of	one	another.	Never	2nd	4th
2nd	&	4th	5th	2nd	&	5th	4th	&	5th	2nd,	4th,	&	5th	22	187	2	17	1	11	3	9	2	16	4	7	3	8	4	6	©	Cengage	Learning	2013	a.	Fortunately,	all	the	important	information	about	the	sampling	distribution	of	the	mean	can	be	summed	up	in	one	very	important	theorem:	the	central	limit	theorem.	I	was	involved	in	a	very	similar	project	a	number	of	years	ago,	so	this
example	is	far	from	hypothetical.	Changes	in	the	8th	edition	This	eighth	edition	contains	several	new,	or	expanded,	features	that	make	the	book	more	appealing	to	the	student	and	more	relevant	to	the	actual	process	of	methodology	and	data	analysis:	•	I	have	continued	to	respond	to	the	issue	faced	by	the	American	Psychological	Association’s
committee	on	null	hypothesis	testing,	and	have	included	even	more	material	on	effect	size	and	magnitude	of	effect.	The	Sampling	Distribution	of	s2	Because	the	t	test	uses	s2	as	an	estimate	of	s2,	it	is	important	that	we	first	look	at	the	sampling	distribution	of	s2.	What	percentage	of	students	would	you	expect	to	have	a	score	of	600	or	less?	In	the	first
place	most	small	samples	will	pass	the	test	even	when	they	are	decidedly	nonnormal.	Although	the	test	of	significance	answered	our	basic	question,	it	would	be	useful	to	compute	confidence	limits	on	m.	100,	what	value	of	the	mean	under	H1	would	result	in	power	being	equal	to	the	probability	of	a	Type	II	error?	If	we	can	assume	that	a	variable	is	at
least	approximately	normally	distributed,	then	the	techniques	that	are	discussed	in	this	chapter	allow	us	to	make	a	number	of	inferences	(either	exact	or	approximate)	about	values	of	that	variable.	Would	it	represent	an	underlying	incongruency	between	males	and	females?	Note	also	that	SPSS	prints	the	difference	between	the	means	and	the
standard	error	of	that	difference,	both	of	which	we	have	seen	in	our	own	calculations.	But	that	is	changing.	Now	let	us	go	back	to	the	formulae	for	the	population	and	sample	variances	and	see	why	we	lost	one	degree	of	freedom	in	calculating	the	sample	variances.	The	means	are	shown	below.	Although	you	might	reasonably	expect	that	we	would
divide	by	N,	we	actually	divide	by	(N	2	1).	Although	this	does	not	prove	the	argument	that	the	tests	are	equally	effective	in	predicting	third-grade	children’s	performance	on	the	reading	scale	of	the	WRAT,	because	you	cannot	prove	the	null	hypothesis,	it	is	consistent	with	that	argument	and	thus	supports	it.	How	do	you	think	that	you	do	it?
Fortunately,	the	solution	was	provided	by	R.A.	Fisher.	The	definition	given	here,	in	which	the	median	is	defined	as	a	point	on	a	distribution	of	numbers,	is	the	one	most	critics	prefer.	In	other	words	I	calculated	limits	around	1.463,	whereas	SPSS	calculated	limits	around	(1.463	–	1.00	5	0.463).	This	relationship	is	obscured	in	the	combined	data	because
men,	regardless	of	cholesterol	level,	have	an	elevated	level	of	cardiovascular	disease	compared	to	women.	Throughout	this	book	I	will	occasionally	refer	to	Web	pages	that	I	have	written	that	contain	R	code	for	carrying	out	important	calculations,	and	they	can	easily	be	pasted	into	R.	For	the	data	in	Figure	9.10,	the	correlation	will	be	relatively	low,	not
r	0.65	r	0.43	4.0	2.0	1.0	0	200	300	Figure	9.10	400	500	600	Test	Score	700	800	©	Cengage	Learning	2013	3.0	GPA	range	restrictions	Hypothetical	data	illustrating	the	effect	of	restricted	range	292	Chapter	9	Correlation	and	Regression	because	the	test	is	worthless,	but	because	the	range	has	been	restricted.	1.18	Give	two	examples	of	studies	in
which	our	primary	interest	is	in	looking	at	relationships	between	variables.	Instead,	we	will	denote	the	answer	as	t	and	evaluate	it	using	tables	of	t,	which	are	different	from	tables	of	z.	And	we	want	to	test	that	our	sample	came	from	a	population	of	normal	children.	Thus,	a	value	of	covXY	5	1.336,	for	example,	might	reflect	a	high	degree	of	correlation
when	the	standard	deviations	are	small,	but	a	low	degree	of	correlation	when	the	standard	deviations	are	high.	N	N21	calculate	the	square	root	of	the	answer	for	part	(b).	Holway	and	Boring	proposed	that	this	difference	in	the	elevation	of	the	eyes	was	the	cause	of	the	illusion.	There	is	an	obvious	problem	with	this	test.	If	two	adjacent	times	occur
with	equal	(and	greatest)	frequency,	a	common	convention	is	to	take	an	average	of	the	two	values	and	call	that	the	mode.	Now	we	will	literally	sum	these	bumps	vertically.	Notice	in	this	distribution	that	there	are	too	many	scores	in	the	center	and	too	many	scores	in	the	tails.4	It	is	important	to	recognize	that	quite	large	samples	of	data	are	needed
before	we	can	have	a	good	idea	about	the	shape	of	a	distribution,	especially	its	kurtosis.	Moreover,	the	shape	of	the	display	looks	just	like	a	sideways	histogram,	giving	you	all	of	the	benefits	of	that	method	of	graphing	data	as	well.	First,	it	doesn’t	happen	very	often.	z5	X2m	s	becomes	X2m	sX	z5	which	can	also	be	written	as	z5	Then	z5	X2m	s	"n	55.71
2	50	5.71	X2m	5	5	5	7.36	s	10	0.776	"n	"166	We	cannot	use	the	table	of	the	normal	distribution	simply	because	it	does	not	go	that	high.	We	can	then	display	boxplots	of	lnSymptoms	for	each	quintile	of	the	Stress	variable.	An	example	using	R	to	perform	the	test	is	available	in	the	R	files	on	the	Web	site	for	this	book.)	Exhibit	6.1b	contains	several
statistics	we	have	not	yet	discussed.	This	is	closer	to	the	way	the	study’s	authors	analyzed	their	data.	Because	we	are	interested	in	means	or	differences	between	means,	we	are	interested	in	the	sampling	distribution	of	the	mean.	The	three	statistics	in	Exhibit	6.1c	(phi,	Cramér’s	V,	and	the	contingency	coefficient)	will	also	be	discussed	later	in	this
chapter,	as	will	the	odds	ratio	shown	in	Exhibit	6.1d.	2	3	2	Tables	are	Special	Cases	There	are	some	unique	features	of	the	treatment	of	2	3	2	tables,	and	the	example	that	we	have	been	working	with	offers	a	good	opportunity	to	explore	them.	The	calculations	for	all	the	terms	we	have	just	defined	are	shown	in	Table	2.8.	Inner	fences	and	adjacent
values	can	cause	some	confusion.	Degrees	of	Freedom	I	have	mentioned	that	the	t	distribution	is	a	function	of	the	degrees	of	freedom	(df).	She	took	a	class	of	70	children	and	recorded	the	incidence	of	help-seeking	before	and	after	an	intervention	that	was	designed	to	increase	students’	help-seeking	behavior.	Next	we	need	to	calculate	the	pooled
variance	estimate.	A	graphic	demonstration	of	confidence	limits	is	shown	in	Figure	7.6.	To	generate	this	figure,	I	drew	25	samples	of	n	5	4	from	a	population	with	a	mean	(m)	of	5.	The	publisher	reserves	the	right	to	remove	content	from	this	title	at	any	time	if	subsequent	rights	restrictions	require	it.	Notice	the	four	statistics	labeled	s2Y	#	1,	s2Y	#	2,
s2Y	#	3,	and	s2Y	#	4.	Because	the	value	of	tobt	far	exceeds	ta/2,	we	will	reject	H0	(at	a	5	.05)	and	conclude	that	there	is	a	difference	between	the	means	of	the	populations	from	which	our	observations	were	drawn.	Those	authors	found,	as	did	Everitt,	that	family	therapy	was	significantly	more	successful	with	a	low	rate	of	remission.	Notice	also	that
the	confidence	intervals	vary	in	width.	(This	is	not	a	good	way	to	compare	the	three	group	means,	but	it	is	being	done	here	because	it	leads	to	more	appropriate	analyses	in	Chapter	12.)	7.49	Present	meaningful	effect	sizes	estimate(s)	for	the	matched	pairs	data	in	Exercise	7.25.	This	primarily	involves	random	sampling	from	the	population	and	leads
to	what	is	called	external	validity.	The	earlier	example	of	the	moon	illusion	is	a	case	in	point.	These	can	be	very	powerful	techniques	that	do	not	require	unreasonable	assumptions	about	the	populations	from	which	you	have	sampled.	A	second	important	advantage	of	the	odds	ratio	is	that	taking	the	natural	log	of	the	odds	ratio	[ln(OR)]	gives	us	a
statistic	that	is	extremely	useful	in	a	variety	of	situations.	Measures	of	Variability	37	SOURCE:	Developed	by	the	National	Center	for	Health	Statistics	in	collaboration	with	National	Center	for	Chronic	Disease	Prevention	and	Health	Promotion	(2000).	Even	if	we	could	somehow	make	that	distribution	look	better,	we	would	still	have	to	question	whether
those	missed	responses	belong	in	the	data	we	analyze.	The	definitional	formula	for	the	sample	variance	was	given	as	g	1X	2	X22	s2X	5	N21	A	more	practical	computational	formula	is	gX2	2	s2X	5	1	gX22	N21	N	Section	2.8	Measures	of	Variability	43	Similarly,	for	the	sample	standard	deviation	sX	5	g	1X	2	X22	Å	N21	1	gX	2	2	gX2	2	5	ã	N	N21	Recently,
people	whose	opinions	I	respect	have	suggested	that	I	should	remove	such	formulae	as	these	from	the	book	because	people	rarely	calculate	variances	by	hand	anymore.	These	are	some	of	the	same	people	who	keep	reminding	us	that	confidence	limits	are	at	least	as	informative	as	knowing	that	the	difference	Section	8.9	The	Use	of	G*Power	to	Simplify
Calculations	243	is	significant,	and	they	tell	as	a	great	deal	more.	The	denominator	represents	the	variance	of	the	numerator.	The	real	lower	limit	of	an	interval	is	the	smallest	value	that	would	be	classed	as	falling	into	the	interval.	Section	8.1	231	The	Basic	Concept	of	Power	Before	I	explain	the	calculation	of	power	estimates,	we	can	examine	the
underlying	concept	by	looking	at	power	directly	by	using	resampling.	The	computation	of	the	Mantel-Haenszel	statistic	is	based	on	the	fact	that	for	any	2	3	2	table,	the	entry	in	any	one	cell,	given	the	marginal	totals,	determines	the	entry	in	every	other	cell.	It	is	based	on	reasonable	estimates	of	means,	variances,	correlations,	proportions,	and	so	on
that	we	believe	represent	the	parameters	for	our	population	or	populations.	9*	9t	9f	9s	93	High	Figure	2.8	Leaf	67	88999	0000111	22233333	44444555555	66666666666777777777	888899999	00000111111111111	222222222233333333	4444445555555	66666666667777777	88888888888899999999999	00000000000011111111111
222222222222223333333333	444444455555555	6666666677777777777777	889999999	01111	22222222333	44444455	666677	88899	00011	2333	5	67	8	0	4455	8	104;	10;	125	©	Cengage	Learning	2013	26	Stem-and-leaf	display	for	reaction	time	data	Stem-and-leaf	displays	can	be	particularly	useful	for	comparing	two	different	distributions.	We
could	do	the	same	thing	with	something	like	the	Beck	Depression	Inventory	or	the	Wechsler	IQ,	whose	norms	are	also	based	on	huge	samples.	Gosset	(1876–1937)	Student’s	t	distribution	than	it	should	be.	Next	we	draw	lines	(whiskers)	from	the	quartiles	out	to	the	adjacent	values.	Virtually	all	common	statistical	software	prints	out	Fisher’s	Exact	Test
results	along	with	Pearson’s	chi-square	and	related	test	statistics.	To	solve	for	the	standard	error	of	the	difference	between	means	we	need	the	correlation	between	the	two	sets	of	exam	scores,	but	here	we	are	in	luck.	We	are	likely	to	underestimate	s	and	thus	calculate	an	inappropriately	large	z.)	Similarly,	there	has	been	a	large	increase	in	recent
years	with	single	case	studies,	and	such	studies	take	a	very	long	time	to	build	up	norms	with	large	samples.	Leaving	the	critical	variables	aside	for	a	moment,	let’s	look	at	the	distribution	of	students.	(Maybe	men	would	rate	“a	couple	of	times	a	month”	as	“Very	Often”	while	women	would	rate	“a	couple	of	times	a	month”	as	“Fairly	Often.”)	How	would
this	affect	your	conclusions?	This	illustrates	the	comments	made	earlier	on	the	addition	of	areas.	This	would	equal	(	g	X)25	(45	1	42	1	35	1	23	1	52)2	5	(197)2	5	38,809.	Weinberg	and	Gladen	(1986)	examined	the	effects	of	smoking	and	the	ease	with	which	women	become	pregnant.	5*	5.	The	importance	of	these	facts	will	become	clear	shortly.	These
limits	enclose	what	is	called	a	confidence	interval.10	In	Chapter	3,	we	saw	how	to	set	“probable	limits”	on	an	observation.	We	are	going	to	come	back	to	this	problem	in	Chapter	12.	When	we	are	concerned	with	relationships,	however,	the	independent	variable	(X)	usually	has	many	quantitative	levels	and	the	experimenter	is	interested	in	showing	that
the	dependent	variable	is	some	function	of	the	independent	variable.	We	take	the	equation	for	t,	insert	the	critical	value	of	t	for	16	df,	and	solve	for	m.	You	do	lose	a	few	degrees	of	freedom	that	way,	but	you	will	probably	still	come	out	ahead.	This	serves	as	an	introduction	to	mixed	models	without	attempting	to	take	on	a	whole	new	field	at	once.	The
data	clearly	show	that	coronary	heart	disease	is	highest	in	those	countries	with	the	highest	cigarette	consumption.	The	critical	value	of	t	is	t21,	.05	5	2.08,	so	we	can	reject	the	null	hypothesis	at	a	5	.05.	Most	of	the	time	both	parents	will	complete	the	form.	For	the	data	in	Table	2.6	the	median	location	is	(38	1	1)/2	5	19.5,	and	the	median	is	3.	What	is
important	is	that	by	identifying	just	what	that	relationship	is	©	Cengage	Learning	2013	2	Residual	Log	Distance	3	290	Chapter	9	Correlation	and	Regression	we	can	add	to	or	confirm	theory.	The	first	three	are	not	particularly	important	to	us	in	this	book,	so	I	will	skip	them.	(Some	things	in	statistics	change	fairly	rapidly,	but	other	topics	hang	around
forever.)	The	Assumption	of	Independence	At	the	beginning	of	this	chapter,	we	assumed	that	observations	were	independent	of	one	another.	Some	seem	to	be	anxious	all	of	the	time	no	matter	what	happens,	and	others	just	take	things	as	they	come	and	do	not	worry	about	anything.	The	test	that	we	will	use	is	often	called	McNemar’s	test	(McNemar,
1947)	and	reduces	to	a	simple	one-way	goodness-of-fit	chi-square	where	the	data	are	those	from	the	two	offdiagonal	cells	and	the	expected	frequencies	are	each	half	of	the	number	of	children	changing.	Alternative	nonparametric	approaches,	including	“resampling	statistics”	are	discussed	elsewhere	in	this	book.	(Even	had	the	difference	been	slightly
greater,	and	thus	significant,	the	confidence	interval	shows	that	we	still	do	not	have	a	very	good	idea	of	the	magnitude	of	the	difference	between	the	population	means.)	Retrospective	power	can	be	a	useful	tool	when	evaluating	studies	in	the	literature,	as	in	a	meta-analysis,	or	planning	future	work.	(This	is	the	main	reason	we	have	t	tests,	which	are
the	main	focus	of	this	chapter.)	However,	in	a	limited	number	of	situations	we	do	know	s.	You	may	recall	that	I	earlier	sneaked	in	the	divisor	of	N	21	instead	of	N	for	the	calculation	of	the	variance	and	standard	deviation.	For	a	bivariate	normal	distribution,	both	the	conditional	and	the	marginal	distributions	will	be	normally	distributed.	Although	I	tend
to	side	with	the	latter	group,	it	is	important	that	you	have	some	familiarity	with	the	general	issue.	(The	fact	that	r	≠	0	when	the	variables	are	not	independent	was	what	forced	us	to	treat	the	related	sample	case	separately.)	Chapter	7	Hypothesis	Tests	Applied	to	Means	X1	X2	X	11	X	21	X	11	−	X	21	X	12	X	22	X	12	−	X	22	X	13	X	23	X	13	−	X	23	Mean	X
1∞	μ1	X	2∞	μ2	X	1∞	−	X	2∞	μ	1	−	μ2	Variance	σ12	n1	σ22	n2	σ12	σ2	+	2	n1	n2	σ1	√	n1	σ2	√	n2	S.D.	©	Cengage	Learning	2013	208	σ12	σ2	+	2	n1	n2	σ	12	n1	μ1	–	μ2	X1	–	X	2	Figure	7.9	+	σ	22	n2	©	Cengage	Learning	2013	Figure	7.8	Schematic	set	of	means	and	mean	differences	when	sampling	from	two	populations	Sampling	distribution	of	mean
differences	variables	is	itself	normally	distributed.	This	will	mean	that	the	t	formula	is	more	likely	than	not	to	produce	a	larger	answer	(in	absolute	terms)	than	we	would	have	obtained	if	we	had	solved	for	z	using	the	true	but	unknown	value	of	s2	itself.	Thus,	m1	5	105,	m0	5	100,	and	s	5	15.	No	part	of	this	work	covered	by	the	copyright	herein	may	be
reproduced,	transmitted,	stored,	or	used	in	any	form	or	by	any	means	graphic,	electronic,	or	mechanical,	including	but	not	limited	to	photocopying,	recording,	scanning,	digitizing,	taping,	Web	distribution,	information	networks,	or	information	storage	and	retrieval	systems,	except	as	permitted	under	Section	107	or	108	of	the	1976	United	States
Copyright	Act,	without	the	prior	written	permission	of	the	publisher.	In	designing	our	experiment	on	the	effect	of	stress	on	self-esteem,	we	acknowledged	that	it	was	not	possible	to	measure	the	entire	population,	and	therefore	we	drew	samples	from	that	population.	This	suggests	that	if	we	use	a	behavioral	checklist,	such	as	the	anxious/depressed
subscale	of	Achenbach’s	Youth	Self-Report	Inventory	(YSR),	we	would	expect	elevated	scores	from	a	sample	of	children	whose	parents	suffer	from	depression.	Galbreath	For	product	information	and	technology	assistance,	contact	us	at	Cengage	Learning	Customer	&	Sales	Support,	1-800-354-9706.	Each	used	a	t	test	for	two	independent	groups.	In
general,	and	when	practical,	it	is	best	to	use	natural	breaks	in	the	number	system	(e.g.,	029,	10219,	.	That	program	also	computes	actual	power,	which	in	this	case	is	.8601.	102).	Thus,	by	using	the	appropriate	table,	we	can	make	probability	statements	in	answer	to	a	variety	of	questions.	Confidence	Limits	on	Effect	Sizes	Just	as	we	can	set	confidence
limits	on	means	and	differences	between	means,	so	can	we	set	them	on	effect	sizes.	That	means	I	have	only	about	a	50/50	chance	of	obtaining	a	significant	difference	myself.	The	quality-of-life	score	was	5.03	after	the	intervention	with	a	standard	deviation	of	1.01.	Then	we	might	find	that	the	score	cutting	off	the	lowest	1%	of	our	sample	was	–2.8
instead	of	–2.33.	They	are	things	that	you	need	to	know	about,	but	the	variance,	and	the	standard	deviation	to	follow,	will	take	up	most	of	our	attention.	1.8	Give	three	examples	of	discrete	variables.	The	residuals	show	you	that	there	is	obviously	something	going	on	because	they	follow	a	very	neat	pattern.	You	probably	can’t	think	of	many	situations	in
which	you	would	like	to	do	that,	and	neither	can	I.	The	measure	we	will	consider	in	this	section,	the	sample	variance	(s2),	represents	a	different	approach	to	the	problem	of	the	deviations	themselves	averaging	to	zero.	This	variability	in	smoking	regardless	of	age	at	death	is	measured	by	SSX	5	g	1	X	2	X	2	2.	Consider	how	much	different	the
interpretation	of	the	two	tables	would	be.	As	with	most	distinctions,	the	one	between	measurement	and	categorical	data	can	be	pushed	too	far.	Out	of	4,016	men	in	the	Normal	Testosterone	group,	10.0%	had	a	record	of	adult	delinquency.	One	erroneous	method	of	testing	this	would	be	to	set	up	the	following	data	table	on	the	number	of	students
favoring	DST:	Observed	Expected	nonoccurrences	Rural	Urban	Total	17	14	11	14	28	28	We	could	then	compute	x2	5	1.29	and	fail	to	reject	H0.	They	then	classified	these	same	children	again	when	they	later	were	in	fourth	and	fifth	grades.	t	Section	7.4	Table	7.3	Data	from	Everitt	on	Weight	Gain	1	2	3	4	Before	83.8	83.3	86.0	After	95.2	94.3	91.5	Diff
11.4	11.0	5.5	5	6	7	8	9	10	82.5	86.7	79.6	91.9	100.3	76.7	76.9	94.2	73.4	80.5	76.8	101.6	94.9	75.2	9.4	13.6	22.9	20.1	7.4	21.5	25.3	11	12	13	14	15	16	17	Mean	St.	Dev	Before	81.6	82.1	77.6	83.5	89.9	86.0	87.3	83.23	5.02	After	77.8	95.5	90.7	92.5	93.8	91.7	98.0	90.49	8.48	Diff	23.8	13.4	13.1	9.0	3.9	5.7	10.7	7.26	7.16	Weight	Gain	for	Anorexia	Data	20
10	0	–10	–20	75	80	85	90	Weight	Before	Treatment	(in	pounds)	Gain	=	–0.91*Before	+	14.82	(r	=	–.06)	95	©	Cengage	Learning	2013	Weight	Gain	(in	pounds)	ID	199	Figure	7.7	Relationship	of	weight	before	and	after	family	therapy,	for	a	group	of	17	anorexic	girls	One	of	the	first	things	we	should	do,	although	it	takes	us	away	from	t	tests	for	a
moment,	is	to	plot	the	relationship	between	Before	Treatment	weight	and	weight	gain,	looking	to	see	if	there	is,	in	fact,	a	relationship,	and	how	linear	that	relationship	is.	This	method	would	weight	the	two	samples	equally,	however,	when	in	fact	we	know	that	the	variance	of	means	is	proportional	not	to	n,	but	to	1/n.	We	then	form	a	ratio	of	the	two
chance-corrected	values.	One	year	I	had	the	grades	shown	in	the	following	boxplots.	The	reverse	would	be	expected	in	the	case	of	a	strong	negative	relationship.	When	we	plot	the	data,	we	often	plot	the	points	as	if	they	all	fell	at	the	midpoints	of	their	respective	intervals.	Diagram	this	distribution,	assuming	that	the	counts	are	normally	distributed.
Section	1.2	Descriptive	and	Inferential	Statistics	5	respect	to	high,	medium,	and	low	anxiety,	we	had	assigned	them	each	a	score	based	on	some	more-or-less	continuous	scale	of	anxiety,	we	would	be	dealing	with	measurement	data,	and	the	data	would	consist	of	scores	for	each	subject	on	that	variable.	Note	that	there	is	a	fair	amount	of	variability	in
each	variable.	Adjacent	values	are	those	actual	values	in	the	data	that	are	no	more	extreme	(no	farther	from	the	median)	than	the	inner	fences.	(Incidentally,	chance	performance	would	have	produced	a	mean	of	20	with	a	standard	deviation	of	4.	Which	should	he	use?	The	Standard	Deviation	as	a	Measure	of	Error	As	mentioned	earlier,	the	data	plotted
in	Figure	9.3	represent	the	log	of	the	number	of	symptoms	shown	by	students	(Y)	as	a	function	of	the	number	of	stressful	life	events	(X).	There	are	a	number	of	technical	aspects	behind	such	plots,	for	example,	the	shape	of	the	bumps	and	the	bandwidth	used	to	create	them,	but	you	now	have	the	basic	information	that	will	allow	you	to	understand	and
work	with	such	plots.	Note	also	that	the	confidence	limits	are	asymmetrically	distributed	around	r	because	the	sampling	distribution	of	r	is	skewed.	6*	6.	How	would	a	health	psychologist	go	about	studying	the	health	effects	of	likely	changes	in	the	incidence	of	smoking	among	Chinese	women?	When	I	tried	to	use	the	reactiontime	data,	I	found	that	the
stem	for	50	(i.e.,	5)	had	88	leaves	opposite	it,	which	was	a	little	silly.	The	method	that	I	will	use	makes	clear	the	concepts	involved	in	power	calculations,	and	if	you	wish	more	precise	answers	you	can	download	very	good,	free,	software.	The	outliers	are	indicated	by	their	identification	number,	which	here	is	the	same	as	the	number	of	the	trial	on
which	the	stimulus	was	presented.	In	addition,	until	recently,	many	textbooks	avoided	the	problem	altogether,	and	those	books	that	did	discuss	power	did	so	in	ways	that	were	not	easily	understood	by	the	average	reader.	How	could	she	have	gone	about	her	task?	Because	we	want	to	work	at	the	two-tailed	.05	level,	we	will	want	to	know	what	value	of
t	cuts	off	5/2	5	2.5%	in	each	tail.	Error	Mean	35	29	24.0000	16.5034	12.2013	11.7966	2.0624	2.1906	Levene’s	Test	for	Equality	of	Variances	Equal	variances	assumed	Equal	variances	not	assumed	t-Test	for	Equality	of	Means	95%	Confidence	Interval	of	the	Difference	F	Sig.	If	we	think	of	the	sampling	distribution	of	x2,	we	can	argue	that	x2	is	a
onetailed	test	because	we	reject	H0	only	when	our	value	of	x2	lies	in	the	extreme	right	tail	of	the	distribution.	We	will	also	assume	that	the	populations	are	normally	distributed.	As	I	mentioned	in	Chapter	1,	and	will	come	back	to	repeatedly	throughout	the	book,	a	major	goal	of	taking	the	mean	of	a	sample	is	to	estimate	the	mean	of	the	population
from	which	that	sample	was	taken.	First	we	will	investigate	the	power	of	an	experiment	with	25	observations	in	each	of	two	groups.	0.4918	0.4920	0.4922	0.4925	0.4927	0.4929	0.4931	0.4932	0.4934	0.4936	0.4938	0.6736	0.6772	0.6808	0.6844	0.6879	0.6915	...	Here	we	will	go	back	to	that	work	but	focus	on	direct	calculation.	One	problem	with	a	risk
difference	is	that	its	magnitude	depends	on	the	overall	level	of	risk.	This	chapter	also	shows	how	the	normal	distribution	can	be	used	to	draw	inferences	about	observations.	That	is	a	very	good	question,	and	it	has	some	good	answers.	Severity	of	abuse	was	taken	as	the	number	of	categories	of	abuse	to	which	the	participants	responded.	We	can	no
longer	turn	out	students	who	are	prepared	to	conduct	highquality	research	without	including	discussion	of	these	issues.	In	practice,	the	use	of	subscripts	is	often	a	distraction,	and	they	are	generally	omitted	if	no	confusion	will	result.	This	description	has	already	brought	out	several	concepts	that	need	further	elaboration;	namely,	a	population,	a
sample,	a	random	sample,	and	random	assignment.	Consider	the	three	scatter	diagrams	in	Figure	9.1.	Figure	9.1a	is	plotted	from	data	reported	by	St.	Leger,	Cochrane,	and	Moore	(1978)	on	the	relationship	between	infant	mortality,	adjusted	for	gross	national	product,	and	the	number	of	physicians	per	10,000	population.1	Notice	the	fascinating	result
that	infant	mortality	increases	with	the	number	of	physicians.	1.5	What	You	Should	Know	about	this	Edition	In	some	ways	this	edition	represents	a	break	from	past	editions.	An	alternative	approach	would	be	to	create	what	is	called	a	kernel	density	plot.	This	use	of	retrospective	power,	which	is,	in	effect,	the	a	priori	power	of	our	next	experiment,	is
relatively	noncontroversial.	For	the	near	future	the	traditional	approaches	will	maintain	their	status,	if	only	because	they	are	what	people	have	been	taught	Exercises	11	how	to	use.	If	it	is	true	that	X	and	Y	are	related,	then	it	must	also	be	true	that	Y	varies	with	X—that	is,	that	the	slope	is	nonzero.	We	already	knew	this	for	the	95%	confidence	interval
because	we	had	rejected	that	null	hypothesis	when	we	ran	our	t	test	at	that	significance	level.	Thus	s2X1	2X2	5	s2X1	1	s2X2	5	s21	s22	1	n1	n2	Having	found	the	mean	and	the	variance	of	a	set	of	differences	between	means,	we	know	most	of	what	we	need	to	know.	The	logic	for	setting	these	confidence	limits	is	exactly	the	same	as	it	was	for	the	one-
sample	case.	6.39	Appleton,	French,	and	Vanderpump	(1996)	present	data	that	would	appear	to	show	that	smoking	is	good	for	you.	We	have	a	pretty	good	idea	that	the	reliability	of	that	exam	will	be	somewhere	around	.92.	4.	But	the	distinction	between	biased	and	unbiased	estimators	is	important,	and	we	generally	(though	not	always)	look	for
unbiased	estimators.	2.37	The	accompanying	output	applies	to	the	data	on	ADDSC	and	GPA	described	in	Appendix:	Data	Set.	I	did	this	to	highlight	the	presence	of	extreme	values,	as	well	as	to	conserve	space.	m2.	Figure	2.13	plots	these	sets	of	data	as	standard	histograms.	The	simple	answer	is	that	I	probably	don’t	care.	(Good	(1999)	has	reported
that	one	of	the	speakers	who	followed	Fisher	referred	to	Fisher’s	presentation	as	“the	braying	of	the	Golden	Ass.”	Statistical	debates	at	that	time	were	far	from	boring,	and	no	doubt	Fisher	had	something	equally	kind	to	say	about	that	speaker.)	Without	going	into	details,	Fisher’s	proposal	was	to	take	all	possible	2	3	2	tables	that	could	be	formed	from
the	fixed	set	of	marginal	totals.	There	it	is	far	more	meaningful	to	speak	of	the	horizon	moon	appearing	approximately	half-again	as	large	as	the	zenith	moon,	and	I	see	no	advantage,	18	Hedges	(1982)	was	the	one	who	first	recommended	stating	this	formula	in	terms	of	statistics	with	the	pooled	estimate	of	the	standard	deviation	substituted	for	the
population	value.	A	t	value	of	2.45	in	and	of	itself	is	not	particularly	meaningful	unless	we	can	evaluate	it	against	the	sampling	distribution	of	t.	Therefore,	before	we	can	answer	questions	about	the	probability	that	an	individual	will	get	a	score	above	some	particular	value,	we	must	first	transform	the	distribution	in	Figure	3.6	(or	at	least	specific	points
along	it)	to	a	standard	normal	distribution.	Then	anything	that	is	true	of	zi	is	also	true	of	Xi,	and	z	and	X	are	comparable	variables.	Suppose	that	we	wrote	an	equation	to	predict	sexual	attractiveness	from	height.	In	other	words	we	calculate	the	probability	of	the	data	given	the	null,	and	if	that	probability	is	very	low,	we	reject	the	null.	t	df	Sig.	(We
could	use	numerical	codes	for	the	first	two	columns	if	we	preferred,	so	long	as	we	are	consistent.)	In	addition	you	need	to	specify	that	the	column	labeled	Freq	contains	the	cell	frequencies.	ID	12	hours	10	minutes	1	2	3	4	5	6	7	8	9	10.0	6.5	8.0	12.0	5.0	11.5	5.0	3.5	7.5	6.5	14.0	13.5	18.0	14.5	9.0	18.0	42.0	7.5	ID	12	hours	10	minutes	11	12	13	14	15	16
17	18	4.7	8.0	7.0	17.0	8.8	17.0	15.0	4.4	25.0	12.0	52.0	20.0	16.0	15.0	11.5	2.5	10	5.8	6.0	19	2.0	2.0	©	Cengage	Learning	2013	7.16	Hoaglin,	Mosteller,	and	Tukey	(1983)	present	data	on	blood	levels	of	beta-endorphin	as	a	function	of	stress.	9.12	Hypothesis	Testing	We	have	seen	how	to	calculate	r	as	an	estimate	of	the	relationship	between	two
variables	and	how	to	calculate	the	slope	(b)	as	a	measure	of	the	rate	of	change	of	Y	as	a	function	of	X.	Distribution	of	Differences	Between	Means	sampling	distribution	of	differences	between	means	variance	sum	law	When	we	are	interested	in	testing	for	a	difference	between	the	mean	of	one	population	(m1)	and	the	mean	of	a	second	population	(m2),
we	will	be	testing	a	null	hypothesis	of	the	form	H0	:	m1	2	m2	5	0	or,	equivalently,	m1	5	m2.	If	you	start	with	a	normal	distribution	and	move	scores	from	both	the	center	and	the	tails	into	the	shoulders,	the	curve	becomes	flatter	and	is	called	platykurtic.	Notice	that	in	Figure	2.8	I	did	not	list	the	extreme	values	as	I	did	in	the	others.	The	Accuracy	of
Prediction	The	fact	that	we	can	fit	a	regression	line	to	a	set	of	data	does	not	mean	that	our	problems	are	solved.	It	is	easy	to	go	from	speaking	about	areas	to	speaking	about	probabilities.	In	his	case	he	collected	data	from	36	cities,	varying	in	size	and	2	A	recent	study	(Lappe,	Davies,	Travers-Gustafson,	and	Heaney	(2006))	has	shown	a	relationship
between	Vitamin	D	levels	and	lower	rates	of	several	types	of	cancer.	Somehow	we	need	to	account	for	the	greater	opportunity	for	large	deviations	in	the	second	case	when	we	compare	the	variability	of	our	two	measures.	It	is	one	thing	to	use	a	d-family	measure	like	the	risk	ratio	and	declare	that	the	risk	of	having	a	heart	attack	if	you	don’t	take
aspirin	are	1.82	times	higher	than	the	risk	of	having	a	heart	attack	if	you	do	take	aspirin.	Suppose	further	that	we	are	foolish	enough	to	calculate	sample	variances	as	g	1X	2	X22	N	(Note	the	denominator.)	If	we	take	the	average	of	these	sample	variances,	we	find	Average	degrees	of	freedom	(df)	1	N	2	1	2	s2	g	1X	2	X22	g	1X	2	X22	5	Ec	d	5	N	N	N
where	E[	]	is	read	as	“the	expected	value	of	(whatever	is	in	brackets).”	Thus	the	average	value	of	g	1	X	2	X	2	2	/N	is	not	s2.	Instead	of	going	into	how	to	determine	what	is	a	more	extreme	outcome,	I	will	avoid	that	complication	by	simply	telling	you	to	decide	in	advance	whether	you	want	a	oneor	a	two-tailed	test	(I	strongly	recommend	two-tailed	tests)
and	then	report	the	values	given	by	standard	statistical	software.	As	a	result	of	Gosset’s	work,	all	we	have	to	do	is	substitute	s2,	denote	the	answer	as	t,	and	evaluate	t	with	respect	to	its	own	distribution,	much	as	we	evaluated	z	with	respect	to	the	normal	distribution.	0.)	A	legitimate	t	test	can	be	formed	from	the	ratio	t5	r"N	2	2	"1	2	r2	Section	9.12
Hypothesis	Testing	281	which	is	distributed	as	t	on	N	–	2	df.14	Returning	to	the	example	in	Exhibit	9.1,	r	5	.532	and	N	5	28.	Thus,	the	mean	of	the	43rd	sample,	if	we	drew	that	many,	would	be	denoted	by	X43.)	This	mean	would	probably	also	be	reasonably	close	to	μ,	but	again	46	Chapter	2	Describing	and	Exploring	Data	expected	value	we	would	not
expect	it	to	be	exactly	equal	to	μ	or	to	X1.	Consider	the	two	distributions	in	Figure	8.2.	The	distribution	to	the	left	(labeled	H0)	represents	the	sampling	distribution	of	the	mean	when	the	null	hypothesis	is	true	and	m	5	m0.	(Note:	You	don’t	have	the	difference	scores,	but	assume	that	the	standard	deviation	of	difference	scores	was	1.30.)	7.28	For	the
control	condition	of	the	experiment	in	Exercise	7.25	the	beginning	and	10-week	means	were	4.32	and	4.61	with	standard	deviations	of	0.98	and	1.13,	respectively.	Phi	(f)	and	Cramér’s	V	phi	(f)	In	the	case	of	2	3	2	tables,	a	correlation	coefficient	that	we	will	consider	in	Chapter	10	serves	as	a	good	measure	of	association.	what	do	you	call	what	you
calculated	in	part	(b)?	By	this	definition,	the	median	is	also	called	the	50th	percentile.5	For	example,	consider	the	numbers	(5,	8,	3,	7,	15).	This	should	be	an	abbreviated	version	of	what	you	would	write	in	a	research	article.	In	addition,	most	(e.g.,	95%)	fall	within	two	standard	deviations	of	the	mean.	By	definition,	then,	the	slope	is	often	a	meaningful
measure.	He	also	spent	two	separate	years	as	visiting	professor	at	two	universities	in	the	United	Kingdom.	The	data	are	shown	below.	The	raw	scores	from	an	IQ	test	are	routinely	transformed	to	a	distribution	with	a	mean	of	100	and	a	standard	deviation	of	15	(or	16	in	the	case	of	the	Binet).	2.33	A	group	of	15	rats	running	a	straight-alley	maze
required	the	following	number	of	trials	to	perform	at	a	predetermined	criterion	level:	Trials	required	to	reach	criterion:	Number	of	rats	(frequency):	18	19	20	21	22	23	24	1	0	4	3	3	3	1	Calculate	the	mean	and	median	of	the	required	number	of	trials	for	this	group.	The	one-tailed	probability	would	be	.005,	which	is	what	the	printout	gives.	Its
denominator	is	variously	given	as	sX"N,	sX"N	2	1,	sX"N	2	2.	Suppose	that	the	relationship	is	somewhat	curvilinear—perhaps	it	increases	nicely	for	a	while	and	then	levels	off.	Because	our	obtained	value	of	t	was	2.48,	we	will	conclude	that	homophobic	participants	are	more	aroused,	on	average,	than	nonhomophobic	participants.	What	is	the	value	of	d
if	the	size	of	his	sample	is	100?	A	numerical	example	is	the	set	of	numbers	assigned	to	football	players.	In	analyzing	measurement	data,	our	interest	can	focus	either	on	differences	between	groups	of	subjects	or	on	the	relationship	between	two	or	more	variables.	With	a	correlation	of	.20,	the	standard	error	of	our	estimate	is	reduced	by	only	2%	from
what	it	would	be	if	X	were	unknown.	That	is	as	it	should	be,	because	chi-square	does	not	take	the	ordering	of	the	rows	or	columns	into	account.	For	example,	if	you	would	prefer	to	see	the	older,	more	complete	version	of	the	chapter	on	multiple	comparison	tests	or	the	one	on	log-linear	models,	you	can	download	the	previous	version	from	my	Web	site.
If	we	know	that	a	particular	person	received	a	high	assessment	using	one	scoring	system,	it	is	likely	that	he	also	received	a	relatively	high	assessment	using	the	other	system.	In	fact	adult	abuse	increases	consistently	as	the	severity	of	childhood	abuse	increases.	Adjusted	r	correlation	coefficient	in	the	population	(r)	rho	Although	the	correlation	we
have	just	computed	is	the	one	we	normally	report,	it	is	not	an	unbiased	estimate	of	the	correlation	coefficient	in	the	population,	denoted	(r)	rho.	For	our	data	t5	D20	7.26	2	0	7.26	D20	5	5	5	5	4.18	sD	sD	7.16	1.74	!n	!17	Section	7.4	Hypothesis	Tests	Applied	to	Means—Two	Matched	Samples	201	Degrees	of	Freedom	The	degrees	of	freedom	for	the
matched-sample	case	are	exactly	the	same	as	they	were	for	the	one-sample	case.	what	are	Y1	and	Y10?	If	only	a	few	different	values	of	x2obt	are	possible,	then	the	x2	distribution,	which	is	continuous,	cannot	provide	a	reasonable	approximation	to	the	distribution	of	our	statistic,	which	is	discrete.	6.23	Compute	the	odds	ratio	for	Table	6.4.	What	does
this	ratio	add	to	your	understanding	of	the	phenomenon	being	studied?	Their	pooled	standard	deviation	was	approximately	3.10.	This	will	become	important	shortly.	How	would	that	hypothesis	differ	from	the	one	you	tested	in	Exercise	6.10?	This	will	not	get	us	very	far.	Certainly	I	can	find	two	correlations	that	are	significantly	different,	but	my
experience	has	been	that	if	I	restrict	myself	to	testing	relationships	that	might	have	theoretical	or	practical	interest,	it	is	usually	difficult	to	obtain	a	statistically	significant	difference.	Such	a	table	can	be	found	in	Appendix	z,	part	of	which	is	reproduced	in	Table	3.1.1	To	see	how	we	can	make	use	of	this	table,	consider	the	normal	distribution
represented	in	Figure	3.7.	This	might	represent	the	standardized	distribution	of	the	Behavior	Problem	scores	as	seen	in	Figure	3.6.	Suppose	we	want	to	know	how	much	of	the	area	under	the	curve	is	above	one	standard	deviation	from	the	mean,	if	the	total	area	under	the	curve	is	taken	to	be	1.00.	Of	all	the	possible	forms	that	distributions	can	take,
the	class	known	as	the	normal	distribution	is	the	most	important	for	our	purposes.	6.17	Suppose	we	asked	a	group	of	participants	whether	they	liked	Monday	Night	Football,	then	made	them	watch	a	game	and	asked	them	again.	In	an	earlier	section	we	discussed	the	use	of	trimmed	samples	to	generate	trimmed	means.	Dev	=	5.24	Mean	=	50.1	N	=
5000.00	200	0	.0	70	0	.	Data	on	three	infants	are	missing	for	this	particular	variable	and	are	represented	by	an	asterisk	(*).	The	F	distribution	appears	throughout	this	book,	and	virtually	all	of	the	statistics	covered	in	this	book	can	be	transformed	to	a	F.	I	have	included	the	lines	in	each	of	these	figures	because	they	help	to	clarify	the	relationships.
However,	most	statisticians	would	object	to	the	statement	of	a	confidence	limit	expressed	in	this	way.	First,	we	must	decide	which	is	the	dependent	variable	and	which	is	the	independent	variable.	The	MantelHaenszel	statistic	is	meaningful	whenever	you	simply	want	to	control	the	analysis	of	a	2	3	2	table	for	a	third	variable,	but	it	is	particularly
interesting	in	the	examination	of	the	YuleSimpson	paradox.	Howell	Professor	Howell	is	Emeritus	Professor	at	the	University	of	Vermont.	The	results	are	shown	in	Figure	7.5,	where	I	have	superimposed	the	theoretical	sampling	distribution	of	t	for	55	df	on	top	of	the	histogram	of	the	t	values	that	I	obtained.	Kernel	Density	Plots	80	60	40	20	Std.
Diagram	how	the	distribution	might	look.	Then	we	will	calculate	the	effective	sample	size	(the	sample	size	to	be	used	in	calculating	d)	as	nh	5	effective	sample	size	2	1	18	2	1	12	2	432	5	5	14.40	18	1	12	30	We	see	that	the	effective	sample	size	is	less	than	the	arithmetic	mean	of	the	two	individual	sample	sizes.	Suppose	we	asked	a	judge	with
considerable	clinical	experience	to	interview	30	adolescents	and	classify	them	as	exhibiting	(1)	no	behavior	problems,	(2)	internalizing	behavior	problems	(e.g.,	withdrawn),	and	(3)	externalizing	behavior	problems	(e.g.,	acting	out).	This	led	the	researchers	to	suspect	that	students	who	did	well	on	the	SAT	would	also	do	well	on	this	task,	because	they
both	involve	fundamental	test-taking	skills	such	as	eliminating	unlikely	alternatives.	The	only	change	concerns	the	way	in	which	this	standard	error	is	estimated.	Moreover,	it	makes	no	sense	to	apply	a	program	to	everyone	until	we	know	whether	it	is	a	useful	program.	From	Appendix	Power,	this	would	require	d	5	2.80.	We	will	use	a	well-known
example	here	involving	a	study	of	gender	discrimination	in	graduate	admissions	at	Berkeley	in	the	early	1970s.	Whatever	the	mean’s	faults,	this	accounts	in	large	part	for	its	widespread	application.	8.22	In	the	modification	of	Aronson’s	study	to	use	a	matched-sample	t	test,	I	always	gave	the	Control	condition	first,	followed	by	the	Threat	condition	in
the	next	week.	There	are	three	sections	of	introductory	psychology,	taught	at	10:00	a.m.,	11:00	a.m.,	and	12:00	p.m.	by	Professors	Anderson,	Klatsky,	and	Kamm.	6.36	The	following	data	come	from	Ramsey	and	Shafer	(1996)	but	were	originally	collected	in	conjunction	with	the	trial	of	McClesky	v.	What	are	the	dependent	and	independent	variables	in
this	study,	and	how	are	they	measured?	We	will	label	this	new	variable	lnSymptoms	because	most	work	in	mathematics	and	statistics	uses	“ln”	to	denote	loge.	Are	these	limits	consistent	with	your	conclusion	in	Exercise	7.14?	He	wrote,	“Finally,	it	must	be	emphasized	that	if	we	mindlessly	invoke	Cohen’s	rules	of	thumb,	contrary	to	his	strong
admonitions,	in	place	of	the	equally	mindless	consultation	of	p	value	cutoffs	such	as	.05	and	.01,	we	are	merely	electing	to	be	thoughtless	in	a	new	metric	(emphasis	added)”	(Thompson,	2000).	They	asked	two	groups	of	participants	to	take	a	difficult	math	exam.	6.27	In	the	study	described	in	Exercise	6.25,	11.5%	of	the	Normal	Testosterone	group	and
17.9%	of	the	High	Testosterone	group	had	a	history	of	childhood	delinquency.	From	our	formula	for	t	and	from	the	data,	we	have	t5	5	X2m	X2m	5	s	sX	!n	104.125	2	100	4.125	5	12.584	1.682	"56	5	2.45	This	value	will	be	a	member	of	the	t	distribution	on	56	–	1	5	55	df	if	the	null	hypothesis	is	true—that	is,	if	the	data	were	sampled	from	a	population
with	m	5	100.	(Statisticians	sometimes	call	z	a	pivotal	quantity	because	its	distribution	does	not	depend	on	the	values	of	μ	and	s2.	8	We	saw	essentially	this	in	Sections	8.1	and	8.5	where	I	calculated	power	for	the	replication	of	a	modified	version	of	Aronson	et	al.’s	results.	The	latter	approach	would	be	faster	and	more	efficient,	but	human	beings	don’t
always	do	things	in	the	fastest	and	most	efficient	manner.	Using	the	example	from	Exercise	3.3:	a.	But	there	is	a	difference	between	the	confidence	limits	we	calculated	by	hand	and	those	that	SPSS	produced	in	the	printout,	though	both	are	correct.	As	such,	it	has	meaning	in	some	situations	and	not	in	others,	primarily	depending	on	whether	or	not	X
5	0	has	meaning	and	is	near	or	within	the	range	of	values	of	X	used	to	derive	the	estimate	of	the	intercept.	Centering	is	most	often	used	in	regression,	which	is	discussed	later	in	the	book.	In	practice,	however,	we	treat	a	variable	as	continuous	whenever	it	can	take	on	many	different	values,	and	we	treat	it	as	discrete	whenever	it	can	take	on	only	a	few
different	values.	Williamson	(2008)	had	166	children	from	homes	in	which	at	least	one	parent	had	a	history	of	depression.	Thus,	the	sum	of	products	of	the	deviations	will	be	large	and	negative,	indicating	a	strong	negative	relationship.	We	have	already	met	this	requirement	briefly	in	discussing	corrections	for	continuity.	This	seems	to	be	convincing
evidence	that	males	are	admitted	at	substantially	higher	rates	than	females.	10	We	often	speak	of	“confidence	limits”	and	“confidence	interval”	as	if	they	were	synonymous.	An	interquartile	range	is	obtained	by	discarding	the	upper	25%	and	the	lower	25%	of	the	distribution	and	taking	the	range	of	what	remains.	His	ideas	are	reflected	here,	although
I’m	not	sure	that	he	would	be	satisfied	by	my	statements	on	kurtosis.	Reading	these	arguments	is	a	bit	like	going	to	a	faculty	meeting	when	there	is	nothing	terribly	important	on	the	agenda.	We	want	to	find	the	line	(the	set	of	Y^	s)	that	minimizes	such	errors.	The	ANOVA	table	is	a	test	of	the	null	hypothesis	that	the	correlation	is	.00	in	the	population.
(I	am	using	the	pooled	standard	deviation	here.)	We	see	that	d	is	estimated	independently	of	n,	simply	by	estimating	m1,	m0,	and	s.	If	we	were	interested	in	the	correlation	between	the	running	speed	of	mice	in	a	maze	(Y)	and	the	number	of	trials	to	reach	some	criterion	(X)	(both	common	measures	of	learning),	we	would	obtain	a	running-speed	score
and	a	trials-to-criterion	score	from	each	subject.	(I	present	an	approximation	in	Chapter	10,	Section	10.1.)	Software	is	available	for	the	purpose	of	constructing	exact	confidence	limits	(Cumming	and	Finch,	2001),	and	I	present	a	discussion	of	the	issue	in	a	supplementary	document	found	at	dhowell/methods8/Supplements/Confidence	Intervals	on
Effect	Size.pdf	That	document	also	provides	helpful	references	that	discuss	not	only	the	underlying	methods	but	also	the	importance	of	reporting	such	limits.	The	issue	is	a	practical	one.	I	will	come	back	to	this	problem	in	Chapter	10	and	show	you	one	approach.	These	methods	will	not	make	your	life	harder,	because	they	are	easy	to	understand.	This
distinction	is	basically	between	what	are	called	linear	regression	models	and	bivariate	normal	models.	However,	this	solution	should	be	chosen	only	when	the	other	alternatives	are	not	feasible.	To	that	end,	they	presented	students	with	computer-generated	pictures	of	faces.	This	points	out	the	advantage	of	using	two-tailed	tests,	because	we	would
have	expected	this	group	to	score	below	the	normative	mean.	Thus,	if	we	want	to	state	the	limits	encompassing	95%	of	the	population,	we	want	to	find	those	scores	that	are	1.96	standard	deviations	above	and	below	the	mean	of	the	population.	What	we	want	here	are	confidence	limits	on	m.	In	other	words,	we	can	conclude	that	differences	in	SAT	are
associated	with	differences	in	test	scores,	although	this	does	not	necessarily	imply	a	causal	association.	Hayes	and	Cai	(2007)	have	suggested	that	such	a	test	is	unnecessary	and	may	lead	us	astray.	A	Web	page	describing	how	to	calculate	kernel	density	plots	in	R	and	in	SPSS	is	available	at	dhowell/methods8	/Supplements/R-Programs/kernel-
density/kernel-density.html	and	a	program	in	R	is	available	at	the	book’s	Web	site	at	dhowell/methods8/Supplements	/R-Programs/R-Programs.html.	Remember	that	increases	in	power	are	generally	bought	by	increases	in	n	and,	at	high	levels	of	power,	the	cost	can	be	very	high.	The	reasoning	behind	the	switch	from	z	to	t	is	actually	related	to	the
sampling	distribution	of	the	sample	variance.	This	points	up	the	important	fact	that	it	is	the	underlying	variable	that	we	are	measuring	(e.g.,	comfort),	not	the	numbers	themselves,	that	is	important	in	defining	the	scale.	(The	mean	and	standard	deviation	could	be	any	values,	but	0	and	1	just	make	the	discussion	simpler.)	With	that	distribution	we	can
easily	calculate	what	value	would	cut	off,	for	example,	the	lowest	1%	of	the	distribution.	The	calculations	for	the	remaining	rows	are	computed	in	a	similar	manner.	The	distribution	shown	in	Figure	2.10(a)	came	from	what	we	will	later	refer	to	as	a	normal	distribution.	In	practice,	however,	our	t	statistic	can	reasonably	be	compared	to	the	t
distribution	whenever	the	sample	size	is	sufficiently	large	to	produce	a	nearly	normal	sampling	distribution	of	the	mean.	The	same	thing	holds	in	terms	of	areas,	in	the	sense	that	we	can	find	the	percentage	of	sexually	related	infections	by	adding	the	areas	devoted	to	CSW,	CSW-cl,	and	MSM.	We	then	convert	the	z	scores	to	the	particular	scoring
system	we	have	in	mind.	Wilkinson	(1994)	has	written	an	excellent	paper	on	this	and	related	problems.	The	mean	of	this	distribution	can	be	shown	to	equal	m1	2	m2.	We	can	then	focus	on	the	change	and	not	on	the	multiple	measurements	per	child.	(You	will	see	an	example	of	just	such	a	study	in	the	exercises	for	this	chapter.)	Here	each	individual
would	contribute	only	one	score,	but	the	couple	as	a	unit	would	contribute	a	pair	of	scores.	A	discussion	of	testing	a	hypothesis	when	s	is	known	provides	a	good	transition	from	what	we	already	know	about	the	normal	distribution	to	what	we	want	to	know	about	t	tests.	Fisher	(1921)	showed	that	if	we	transform	r	to	rr	5	1	0.5	2	loge	`	11r	`	12r	then	r9
is	approximately	normally	distributed	around	r9	(the	transformed	value	of	r)	with	standard	error	srr	5	1	"N	2	3	(Fisher	labeled	his	statistic	“z,”	but	“r9”	is	often	used	to	avoid	confusion	with	the	standard	normal	deviate.)	Because	we	know	the	standard	error,	we	can	now	test	the	null	hypothesis	that	r1	2	r2	5	0	by	converting	each	r	to	r9	and	solving	for
z5	rr1	2	rr2	1	1	1	Å	N1	2	3	N2	2	3	Note	that	our	test	statistic	is	z	rather	than	t,	because	our	standard	error	does	not	rely	on	statistics	computed	from	the	sample	(other	than	N)	and	is	therefore	a	parameter.	The	fact	that	two	independent	variables	are	not	statistically	independent	does	not	necessarily	mean	that	the	lack	of	independence	is	important	or
worthy	of	our	attention.	The	results	showed	that	the	Control	subjects	answered	a	mean	of	9.64	problems	correctly,	whereas	the	subjects	in	the	Threat	group	completed	only	a	mean	of	6.58	problems.	We	suspect	that	composites	of	32	faces	would	be	more	homogeneous,	and	thus	would	be	rated	more	similarly,	than	would	composites	of	four	faces.
Here,	large	positive	values	of	(X	–X)	most	likely	will	be	paired	with	large	negative	values	of	(Y	–Y),	and	vice	versa.	The	question	of	power	becomes	the	question	of	how	likely	we	are	to	find	a	value	of	the	noncentral	(shifted)	distribution	that	is	greater	than	the	critical	value	that	t	would	have	under	H0.	Why	or	why	not?	A	power	coefficient	of	.56	does	not
please	the	experimenter,	so	he	casts	around	for	a	way	to	increase	power.	Thus,	although	6	and	10	deviate	from	the	mean	by	1	and	5	units,	respectively,	their	relative	contributions	to	the	variance	are	1	and	25.	(In	the	language	of	Jones	and	Tukey	(2000)	discussed	earlier,	we	have	evidence	that	the	mean	of	stressed	children	is	above	that	of	other
children.)	The	test	of	one	sample	mean	against	a	known	population	mean,	which	we	have	just	performed,	is	based	on	the	assumption	that	the	sample	means	are	normally	distributed,	or	at	least	that	the	distribution	is	sufficiently	normal	that	we	will	be	only	negligibly	in	error	when	we	refer	to	the	tables	of	the	standard	normal	distribution.	We	also	know
that	with	38	df,	the	critical	value	of	ta(38)	5	2.024,	so	we	can	ask	how	many	of	these	10,000	t	values	are	significant	(i.e.,	are	greater	than	or	equal	to	2.024).	Figure	2.16	portrays	the	histograms	for	these	three	measures	based	on	the	same	data.	Thus,	if	the	manufacturer	replaces	a	30-pound	spare	tire	with	one	of	those	annoying	20pound	temporary
ones,	the	car	will	be	predicted	to	gain	0.1	mpg.	The	probability	of	No	Problem	for	Judge	II	would	be	estimated	as	20/30	5	.67.	Using	SPSS	to	Run	One-Sample	t	Tests	r	level	7.4	We	often	solve	statistical	problems	using	a	program	such	as	SPSS	to	compute	t	values.	If	the	data	are	much	more	likely	for	some	alternative	hypothesis	than	for	H0,	we	would
be	inclined	to	reject	H0.	There	are	other	forms	of	regression	besides	linear	regression,	but	we	will	not	discuss	them	here.)	As	mentioned	earlier,	whether	or	not	we	make	various	assumptions	depends	on	what	we	wish	to	do.	7.36	What	is	the	role	of	random	assignment	in	the	Everitt’s	anorexia	study	referred	to	in	Exercise	7.31,	and	under	what
conditions	might	we	find	it	difficult	to	carry	out	random	assignment?	However,	if	you	want	to	see	a	remarkable	example	of	how	plotting	data	can	reveal	important	information	you	would	not	otherwise	see,	the	video	at	is	very	impressive.)	Frequency	Distributions	frequency	distribution	As	a	first	step,	we	can	make	a	frequency	distribution	of	the	data	as
a	way	of	organizing	them	in	some	sort	of	logical	order.	If	so,	do	you	have	an	additional	hypothesis	to	explain	the	findings?	The	Mode	The	mode	is	the	most	commonly	occurring	score.	This	set	of	scores	will	be	referred	to	as	X.	On	the	surface	this	would	appear	to	be	a	clear	case	of	gender	discrimination.	Fortunately,	although	there	is	no	universal
agreement,	we	know	at	least	the	approximate	distribution	of	t'.	This	boxplot	is	identical	to	the	one	shown	in	Table	2.8	except	for	the	spacing	and	the	two	largest	values.	For	our	example,	let	r12	5	r13	5	r23	5	N5	correlation	between	the	WISC-R	and	the	WRAT	5	.80	correlation	between	the	McCarthy	and	the	WRAT	5	.72	correlation	between	the	WISC-R
and	the	McCarthy	5	.89	26	then	0	R	0	5	1	1	2	.802	2	.722	2	.892	2	1	1	2	2	1	.80	2	1	.72	2	1	.89	2	5	.075	t	5	1	.80	2	.72	2	1	25	2	1	1	1	.89	2	1	.80	1	.72	2	2	25	1	1	2	.89	2	3	2a	b	1	.075	2	1	ã	23	4	5	1.36	A	value	of	tobt	5	1.36	on	23	df	is	not	significant.	Section	9.6	normal	equations	The	Regression	Line	263	editions	of	this	book	or	in	Draper	and	Smith
(1981,	p.	.001	©	Cengage	Learning	2013	df	190	Chapter	7	Hypothesis	Tests	Applied	to	Means	Things	Are	Changing	bootstrapping	Contrary	to	what	most	people	expect,	statistical	procedures	do	in	fact	change	over	time.	3.8	A	certain	diagnostic	test	is	indicative	of	problems	only	if	a	child	scores	in	the	lowest	10%	of	those	taking	the	test	(the	10th
percentile).	Give	an	example	of	a	study	in	which	a.	The	issue	is	not	one	of	statistical	refinement	so	much	as	it	is	one	of	common	sense.	I	prefer	to	round	to	an	even	integer.	I	cannot	cover	all	of	this	material	to	the	depth	that	I	would	like,	but	at	least	I	can	get	you	started	and	point	you	to	relevant	sources.	Thus,	we	cannot	say,	for	example,	that	40º	F	is
half	as	hot	as	80º	F,	or	twice	as	hot	as	20º	F.	Figure	8.2	closely	resembles	Figure	8.1,	although	in	that	figure	I	did	not	superimpose	the	null	distribution.	The	chart	displays	the	source	of	AIDS/HIV	infection	for	people	in	Eastern	Europe	and	Central	Asia;	remarkably,	it	shows	that	in	this	region	of	the	world	the	great	majority	of	AIDS/HIV	cases	result
from	intravenous	drug	use.	Risk	uses	the	total	sample	size	and	is	thus	162	Chapter	6	Categorical	Data	and	Chi-Square	the	proportion	of	people	in	that	condition	who	experience	a	heart	attack.	The	correlation	coefficient,	which	we	will	see	in	Chapter	9,	is	not	pivotal	because	its	distribution	takes	on	different	shapes	depending	on	the	value	of	the
population	correlation.)	From	Exercise	2.34	we	know	that	subtracting	a	constant	from	each	score	in	a	set	of	scores	reduces	the	mean	of	the	set	by	that	constant.	Having	differentiated	between	correlation	and	regression,	we	will	now	proceed	to	treat	the	two	techniques	together,	because	they	are	so	closely	related.	If	you	calculate	the	percentage	of
applicants	admitted	by	each	department,	you	will	find	that	Departments	A,	B,	and	D	admit	over	50%	of	their	applicants,	and	those	are	also	the	departments	to	which	males	apply	in	large	numbers.	Although	we	would	like	to	think	that	this	means	the	program	was	successful,	keep	in	mind	the	possibility	that	this	could	just	be	normal	growth.	For
example,	the	distribution	of	time	spent	playing	electronic	games	is	roughly	bimodal	(see	Figure	2.7),	with	peaks	at	the	intervals	of	0–9	minutes	and	40–49	minutes.	(1996)	data	Group	Statistics	GROUP	Arousal	Homophobic	Nonhomophobic	N	Mean	Std.	And	centering	a	variable	on	some	point	(often,	but	not	exclusively,	the	mean)	has	no	effect	on	the
slope	or	the	correlation	coefficient.	But	it	can	be	extremely	useful	when	many	pieces	of	data	are	missing.	Decisions	take	time.	When	designing	experiments,	people	tend	to	ignore	the	very	important	fact	that	there	is	a	probability	(b)	of	another	kind	of	error,	Type	II	errors.	The	problem	with	this	measure,	however,	is	that	it	includes	the	sample	size	(in
the	computation	of	the	standard	error),	when	in	fact	we	will	usually	wish	to	solve	for	the	power	associated	with	a	given	n	or	else	for	that	value	of	n	required	for	a	given	level	of	power.	What	would	you	conclude,	ignoring	the	problem	of	small	expected	frequencies?	This	idea	goes	back	to	Cohen,	who	originally	formulated	the	problem	in	terms	of	a
statistic	(d),	where	d5	14	m	1	2	m2	s	In	the	language	favored	by	Jones	and	Tukey	(2000),	there	probably	is	a	small	difference	between	the	two	viewing	conditions,	but	we	don’t	have	enough	evidence	to	tell	us	the	sign	of	the	difference.	There	has	been	an	accelerated	change	in	the	direction	of	resampling,	and	many	computer	solutions	offer	the	user
options	such	as	“bootstrap,”	“simulate,”	and	“resample,”	all	of	which	rely	on	that	approach.	The	Effect	of	Range	Restrictions	A	common	problem	concerns	restrictions	on	the	range	over	which	X	and	Y	vary.	(When	we	looked	at	the	death-sentence	data,	the	probability	of	being	sentenced	to	death	was	11.6%	and	6.1%	for	a	risk	difference	of	5	percentage
points,	which	appears	to	be	a	much	greater	effect	than	the	0.75	percentage	point	difference	in	the	aspirin	study.	Standardized	Regression	Coefficients	standardized	regression	coefficient	b	(beta)	Although	we	rarely	work	with	standardized	data	(data	that	have	been	transformed	so	as	to	have	a	mean	of	zero	and	a	standard	deviation	of	one	on	each
variable),	it	is	worth	considering	what	b	would	represent	if	the	data	for	each	variable	were	standardized	separately.	In	contrast,	if	instead	of	sorting	people	with	1	Many	people	have	difficulty	remembering	which	is	the	dependent	variable	and	which	is	the	independent	variable.	The	easiest	way	to	do	this	is	to	define	the	quartile	location,	which	is
defined	as	Quartile	location	5	Median	location	1	1	2	If	the	median	location	is	a	fractional	value,	the	fraction	should	be	dropped	from	the	numerator	when	you	compute	the	quartile	location.	We	will	use	this	fact	to	produce	an	overall	curve	that	usually	fits	the	data	quite	well.	By	trimming	extreme	values	from	the	sample	our	estimate	of	the	population
mean	is	a	more	stable	estimate.	Errors	of	Prediction	as	a	Function	of	r	Now	that	we	have	obtained	an	expression	for	the	standard	error	of	estimate	in	terms	of	r,	it	is	instructive	to	consider	how	this	error	decreases	as	r	increases.	(The	subscript	is	used	to	differentiate	the	means	of	successive	samples.	gXY	2	gX	gY.	To	put	this	in	slightly	different	terms,
if	67%	of	the	area	of	the	pie	is	allocated	to	IDU,	then	the	probability	that	a	person	would	fall	in	that	segment	is	.67.	That	point	actually	falls	between	the	7	and	the	11.	If	you	smoke	you	will	die	at	68,	and	if	you	don’t	you	will	die	at	72.	The	sample	variance	(s2)	is	defined	as	it	is,	with	(N	2	1)	in	the	denominator,	specifically	because	of	the	advantages	that
accrue	when	s2	is	used	to	estimate	the	population	variance	(s2).	What	are	those	different	questions?	Here	we	will	replace	the	regression	model	assumptions	with	the	assumption	that	we	are	sampling	from	a	bivariate	normal	distribution.	Lenth’s	argument	is	really	an	attempt	at	making	the	investigator	more	responsible	for	his	or	her	decisions,	and	I
suspect	that	Cohen	would	have	wholeheartedly	agreed.	What	do	they	tell	you	about	the	partitioning	of	chi-square?	In	Section	8.3	we	obtained	d	by	taking	the	difference	between	m	under	H1	and	m	under	H0	and	dividing	by	s.	When	we	want	to	refer	to	a	single	score	without	specifying	which	one,	we	will	refer	to	Xi,	where	i	can	take	on	any	value
between	1	and	5.	This	will	give	us	10,000	t	values.	When	we	have	two	correlations	that	are	not	independent—as	these	are	not,	because	the	tests	were	based	on	the	same	26	children—we	must	take	into	account	this	lack	of	independence.	If	its	scale	is	arbitrary,	you	might	not	want	to	put	too	much	faith	in	the	coefficient.	Suppose	we	collect	data	and
calculate	the	probability	or	likelihood	of	the	data	occurring	given	that	the	null	hypothesis	is	true.	Assume	that	we	wish	to	replicate	this	experiment	with	20	subjects	in	each	group.	The	test	is	attributable	to	Marascuilo	&	Serlin	(1979).	We	have	17	difference	scores	in	this	example,	so	we	will	have	16	degrees	of	freedom.	The	data	for	the	Europeans
were	[10	8	9	5	10	11	7	8	2	7].	However,	if	another	kind	of	limit	makes	the	data	more	interpretable,	then	use	those	limits.	On	one	occasion	he	became	flustered	and	took	1.25	seconds	(125/100	of	a	second)	to	respond.	Ninety-five	percent	of	the	time	a	ring	of	specified	width	will	encircle	the	parameter;	5%	of	the	time,	it	will	miss.	This	second	cluster	of
points	was	obtained	primarily	from	trials	on	which	the	subject	missed	the	button	on	the	first	try.	(In	fact,	I	am	probably	asked	this	question	a	couple	of	times	per	year.)	One	case	arises	when	two	correlations	share	one	variable	in	common.	We	can	no	longer	declare	the	answer	to	be	a	z	score	and	evaluate	it	using	tables	of	z.	The	pretty	much	are,	except
that	the	limits	are	the	end	points	of	the	interval.	m2	The	alternative	hypothesis	is	bidirectional	(we	will	reject	H0	if	m1	,	m2	or	if	m1	.	What	is	the	problem	and	how	could	the	experiment	be	improved?	How	many	subjects	do	they	need	(overall)	if	they	are	to	have	power	5	.60?	7.8.	In	the	Kruger	and	Dunning	study	reported	in	the	previous	two	exercises,
the	mean	estimated	percentile	for	the	11	students	in	the	top	quartile	(their	actual	mean	percentile	5	86)	was	70	with	a	standard	deviation	of	14.92,	so	they	underestimated	their	abilities.	In	Chapter	7	we	discussed	effect	size	as	the	standardized	difference	between	two	means.	Consider	the	hypothetical	data	in	Figure	9.10.	Homophobia	and	Sexual
Arousal	Adams,	Wright,	&	Lohr	(1996)	were	interested	in	some	basic	psychoanalytic	theories	that	homophobia	may	be	unconsciously	related	to	the	anxiety	of	being	or	becoming	homosexual.	(There	has	been	considerable	research	on	this	topic	in	recent	years,	and	the	reduction	in	rates	of	certain	kinds	of	cancer	is	thought	to	be	related	to	the	body’s



production	of	vitamin	D,	which	is	increased	by	sunlight.2	An	excellent	article,	which	portrays	the	data	in	a	different	way,	can	be	found	in	a	study	by	Gardland	and	others	(2006).)	This	is	a	good	illustration	of	a	negative	relationship,	and	the	correlation	here	is	–.76.	Chapter	2	Describing	and	Exploring	Data	Table	2.6	Rated	attractiveness	of	composite
faces	Set	4	Picture	Set	32	Composite	of	4	faces	1	2	3	4	5	6	7	8	9	10	11	12	13	14	15	16	17	18	19	20	1.20	1.82	1.93	2.04	2.30	2.33	2.34	2.47	2.51	2.55	2.64	2.76	2.77	2.90	2.91	3.20	3.22	3.39	3.59	4.02	Picture	Composite	of	32	Faces	21	22	23	24	25	26	27	28	29	30	31	32	33	34	35	36	37	38	39	40	Mean	5	2.64	3.13	3.17	3.19	3.19	3.20	3.20	3.22	3.23	3.25
3.26	3.27	3.29	3.29	3.30	3.31	3.31	3.34	3.34	3.36	3.38	Mean	5	3.26	Range	range	The	range	is	a	measure	of	distance,	namely	the	distance	from	the	lowest	to	the	highest	score.	198	Chapter	7	Hypothesis	Tests	Applied	to	Means	One-Sample	Statistics	Ratio	N	Mean	Std.	Phrases	such	as	“accounted	for	by,”	“attributable	to,”	“predictable	from,”	and
“associated	with”	are	not	to	be	interpreted	as	statements	of	cause	and	effect.	Chapter	2	Describing	and	Exploring	Data	Raw	Data	Stem	36	37	38	38	39	39	39	40	40	40	40	41	41	41	42	42	42	43	43	43	43	43	44	44	44	44	44	45	45	45	45	45	45	46	46	46	46	46	46	46	46	46	46	46	47	47	47	47	47	47	47	47	47	48	48	48	48	49	49	49	49	49	50	50	50	50	50	51	51
51	51	51	51	51	51	51	51	51	51	52	52	52	52	52	52	52	52	52	52	53	53	53	53	53	53	53	53	54	54	54	54	54	54	55	55	55	55	55	55	55	...	In	line	with	our	previous	measure	of	error	(the	standard	deviation),	the	error	associated	with	the	present	prediction	will	again	be	a	function	of	the	deviations	of	Y	about	the	predicted	point,	but	in	this	case	the	predicted
point	is	Y^	rather	than	Y.	(We	know	its	shape,	its	mean,	and	its	standard	deviation.)	On	the	basis	of	this	information,	we	are	in	a	position	to	begin	testing	hypotheses	about	means.	We	did	so	by	setting	up	a	contingency	table	and	computing	x2	on	that	table.	In	those	cases,	hand	calculation	is	emphasized	even	though	examples	of	computer	solutions	are
also	given.	In	this	case,	the	Xs,	as	well	as	the	Ys,	vary	from	one	replication	to	another	and	thus	sampling	error	is	involved	in	both	variables.	58	0	.	Some	of	Tukey’s	innovations	have	made	their	way	into	the	mainstream	of	statistics	and	will	be	studied	in	subsequent	chapters;	some	have	not	caught	on	as	well.	If	you	were	a	subject	in	this	experiment,	the
fact	that	computer	averaging	of	many	faces	produces	similar	composites	would	be	reflected	in	the	fact	that	your	ratings	of	Set	32	would	not	show	much	variability—all	those	images	are	judged	to	be	essentially	alike.	1	Recently	journal	editors	have	been	more	aggressive	in	asking	for	information	on	power,	but	I	suspect	that	most	power	analyses	are
carried	out	after	the	experiment	is	completed	just	to	satisfy	the	demands	of	editors	and	reviewers.	With	reasonably	large	and	nearly	equal	samples,	a	conservative	approximation	can	be	obtained	by	letting	n	equal	the	smaller	of	n1	and	n2.	We	could	create	this	population	by	duplicating	each	score	in	our	sample	a	great	many	times,	and,	at	the	same
time,	adjusting	this	population	mean	so	that	it	equals	100,	the	mean	under	the	null	hypothesis.	This	is	the	time	when	AIDS	was	first	being	widely	recognized.	Langlois	and	Roggman	used	six	composite	photographs	per	set.	7.20	In	the	study	referred	to	in	Exercise	7.19,	what,	if	anything	does	your	answer	to	that	question	tell	us	about	whether	couples
are	sexually	compatible?	Those	cases	that	result	in	only	a	few	possible	values	of	x2obt,	however,	are	the	ones	with	small	expected	frequencies	in	one	or	more	cells.	How	would	you	interpret	it?	6*	6t	6f	6s	6.	This	process	was	repeated	over	many	randomly	organized	trials.	Table	6.11	The	effect	of	aspirin	on	the	incidence	of	heart	attacks	Outcome
Aspirin	Placebo	Heart	Attack	No	Heart	Attack	104	189	293	10,933	10,845	21,778	11,037	11,034	22,071	Effect	Sizes	161	©	Cengage	Learning	2013	Section	6.11	d-family:	Risks	and	Odds	risk	risk	difference	risk	ratio	relative	risk	Two	important	concepts	with	categorical	data,	especially	for	2	3	2	tables,	are	the	concepts	of	risks	and	odds.	The	criticisms
that	so	threatened	Stevens	have	largely	evaporated,	and	with	them	much	of	the	belief	that	measurement	scales	critically	influence	the	statistical	procedures	that	are	appropriate.	If	s2Y	#	X	is	to	have	any	practical	meaning,	it	must	be	representative	of	the	various	terms	of	which	it	is	an	average.	You	can	get	a	better	idea	of	the	difference	in	the
normality	of	the	sampling	distribution	when	n	=	5	and	n	=	30	by	looking	at	Figure	7.2c.	3.13	In	October	1981,	the	mean	and	the	standard	deviation	on	the	Graduate	Record	Exam	(GRE)	for	all	people	taking	the	exam	were	489	and	126,	respectively.	The	most	productive	10%	of	the	faculty	will	have	a	raise	equal	to	or	greater	than	$	.	It	turns	out	that	we
are	probably	better	off	always	using	separate	variances.	However,	you	can	get	a	good	idea	of	how	correlation	is	used	in	practice	by	looking	at	these	examples,	and	you	can	just	ignore	the	other	material	that	you	don’t	recognize.	Contrary	to	popular	opinion,	statistical	methods	are	constantly	evolving.	Another	group	answered	the	questions	without
having	read	the	passage	on	which	they	were	based—sort	of	like	taking	a	multiple-choice	test	on	Mongolian	history	without	having	taken	the	course.	Letting	students	self-select	into	groups	runs	similar	risks	and	is	generally	a	bad	idea	unless	that	is	the	nature	of	the	phenomenon	under	study.	I	have	discussed	r2	as	an	index	of	percentage	of	variation	for
a	particular	reason.	(I’m	the	impatient	type,	so	I	just	flail	around	trying	different	things	until	I	get	the	right	answer.	Such	a	chart	appears	in	Figure	2.12,	in	the	bottom	half	of	the	chart,	where	you	can	see	the	normal	range	of	girls’	weights	between	birth	and	36	months.	When	the	two	variables	are	perfectly	uncorrelated	(r	5	0.00)	covXY	will	be	zero.
Hraba	and	Grant	found	that	out	of	89	African	American	children,	28	chose	the	white	doll	and	61	chose	the	black	doll.	The	same	holds	for	the	difference	r1	2	r2.	Further	assume	that	all	necessary	assumptions	are	met.	For	example,	the	two	stimuli	might	look	like	this:	Comparison	Test	2	7	4	5	8	1	(Remember,	the	two	sets	of	stimuli	were	presented
sequentially,	not	simultaneously,	so	only	one	of	those	lines	was	visible	at	a	time.)	The	numeral	“5”	was	not	part	of	the	comparison	set,	and	the	subject	should	have	responded	by	pressing	the	negative	button.	An	example	of	such	a	distribution	is	shown	in	Table	2.3.	In	Table	2.3,	I	have	reported	the	upper	and	lower	boundaries	of	the	intervals	as	whole
integers,	for	the	simple	reason	that	it	makes	the	table	easier	to	read.	We	already	know	that	the	areas	in	which	we	are	interested	are	each	0.1587.	But	how	are	we	to	define	the	phrase	“bestfitting”?	(They	almost	certainly	suffer	from	some	random	error,	but	they	are	the	best	guesses	that	we	have	of	those	parameters.)	This	produces	d5	m1	2	m2	3.03
9.58	2	6.55	5	5	0.98	5	s	3.10	3.10	Perhaps	I	want	to	replicate	this	study	in	the	research	methods	class,	but	I	don’t	want	to	risk	looking	foolish	and	saying,	“Well,	it	should	have	worked.”	My	class	has	a	lot	of	students,	but	only	about	30	of	them	are	males,	and	they	are	not	evenly	distributed	across	the	lab	sections.	The	distributions	at	the	top	will
miraculously	appear.	One	part	(d)	depends	solely	on	parameters	of	the	populations,	whereas	the	other	depends	on	sample	size.	Recall	that	r	is	defined	as	covXY/sXsY	,	whereas	b	is	defined	as	covXY/s2X	.	Notice	also	the	extreme	value	of	125	hundredths.	Suppose	that	this	has	the	effect	of	allowing	us	to	evaluate	the	relationship	between	X	and	Y	for
only	those	values	of	X	that	are	greater	than	400.	(This	is	particularly	common	in	biomedical	research,	where	we	are	interesting	in	decreasing	cholesterol,	for	example,	by	a	certain	amount,	and	have	no	interest	in	smaller	changes.	These	are	extreme	values,	or	outliers,	and	are	set	off	in	this	way	to	highlight	their	existence.	We	will	substitute	these
values	in	the	formula	for	t,	but	this	time	we	will	solve	for	the	m	associated	with	this	value	of	t	instead	of	the	other	way	around.	However,	it	is	easy	to	show	that	for	a	given	effect	size	and	sample	size,	there	is	a	1	:	1	relationship	between	p	and	retrospective	power.	©	Cengage	Learning	2013	Table	7.	The	data	in	Figure	3.3	do	not	have	a	mean	and
standard	deviation	of	exactly	50	and	10.	First,	we	see	that	not	all	die	at	precisely	the	same	age.	The	two	assumptions	are	those	of	normality	of	the	sampling	distribution	of	differences	between	means	and	homogeneity	of	variance.	Do	children	and	adults	seem	to	recall	stories	in	the	same	way?	The	probability	is	.95	that	limits	obtained	in	this	way
encompass	the	true	value	of	r.	The	biggest	changes	have	come	about	due	to	the	incredible	speed	of	computer	software.	Or	we	might	look	at	the	relationship	between	the	race	of	the	defendant	(X)	and	the	severity	of	the	sentence	(Y	)	conditioned	on	the	severity	of	the	offense	(Z)—see	Exercise	6.41.	This	indicates	that,	even	though	we	have	done	an
excellent	job	of	fitting	the	data,	there	is	still	systematic	variation	in	the	residuals.	In	these	situations,	no	sampling	error	is	involved	in	X,	and	repeated	replications	of	the	experiment	will	involve	the	same	set	of	X	values.	Dr.	Freedenthal	was	interested	in	studying	help-seeking	behavior	in	children.	Using	the	asymptotic	standard	error	assuming	the	null
hypothesis.	It	may	even	depend	on	when	the	experimenter	gives	up	and	pokes	him	with	a	pencil.	They	all	have	one	thing	in	common,	and	that	is	the	fact	that	knowing	one	member	of	a	pair	of	scores	tells	you	something—	maybe	not	much,	but	something—about	the	other	member.	The	correlations	are	given	below	for	boys	and	girls	separately.	In
particular,	if	we	drew	many	samples	from	some	population,	the	sample	means	that	resulted	would	be	more	stable	(less	variable)	estimates	of	the	central	tendency	of	that	population	than	would	the	sample	medians	or	modes.	Suppose	further	that	we	obtained	the	following	data:	Males	Females	b	–0.40	–0.20	sY	#	X	2.10	2.30	s2X	2.50	2.80	N	101	101	It
is	apparent	that	for	our	data	the	regression	line	for	males	is	steeper	than	the	regression	line	for	females.	Finally,	from	the	boxplot	we	can	see	that	there	are	no	serious	outliers	we	need	to	worry	about,	which	makes	our	task	noticeably	easier.	14	12	10	8	6	Std.	636.62	31.599	12.924	8.610	6.869	5.959	5.408	5.041	4.781	4.587	...	They	can	range	from	a
relatively	small	set	of	numbers,	which	can	be	collected	easily,	to	a	large	but	finite	set	of	numbers,	which	would	be	impractical	to	collect	in	their	entirety.	The	weakness	is	that	the	test,	as	normally	applied,	is	nondirectional.	Thus,	the	first	quartile	cuts	off	the	lowest	25%,	the	second	quartile	cuts	off	the	lowest	50%,	and	the	third	quartile	cuts	off	the
lowest	75%.	Seventy-five	really	is	a	high	score.	50.	From	the	stem-and-leaf	display	you	could	completely	regenerate	the	raw	data	that	went	into	that	display.	If	the	actual	rate	is	well	below	expectation,	we	might	start	to	worry	about	the	patient’s	health	(see	Crawford,	Garthwaite,	Howell,	&	Venneri,	2003).	This	is	just	throwing	away	power.6	6
McClelland	(1997)	has	provided	a	strong	argument	that	when	we	have	more	than	two	groups	and	the	independent	variable	is	ordinal,	power	may	be	maximized	by	assigning	disproportionately	large	numbers	of	subjects	to	the	extreme	levels	of	the	independent	variable.	This	test	makes	intuitive	sense,	because	if	there	is	greater	variability	in	one	group,
the	absolute,	or	squared,	values	of	the	deviations	will	be	greater.	Except	in	the	extreme,	most	people,	including	statisticians,	are	unlikely	to	be	able	to	look	at	a	distribution	of	sample	data	and	tell	whether	it	is	platykurtic	or	leptokurtic	without	further	calculations.	Because	in	this	example	the	denominators	are	so	much	alike,	the	results	are	almost
indistinguishable.	Probably	the	most	common	is	to	require	that	all	expected	frequencies	should	be	at	least	five.	64	0	.	The	data	follow:	226	Chapter	7	Hypothesis	Tests	Applied	to	Means	Normal	8	4	6	3	1	4	4	6	4	2	Schizophrenic	2	1	1	3	2	7	2	1	3	1	Normal	2	1	1	4	3	3	2	6	3	4	Schizophrenic	0	2	4	2	3	3	0	1	2	2	©	Cengage	Learning	2013	a.	The	data	in
Table	6.9	show	the	breakdown	by	gender	in	six	large	departments	at	Berkeley.	A	Final	Example:	We	Aren't	Done	with	Therapeutic	Touch	In	the	last	chapter	we	discussed	an	example	involving	therapeutic	touch,	and	I	commented	that	I	felt	on	slightly	shaky	grounds	testing	the	null	hypothesis	with	chi-square	because	of	a	possible	lack	of	independence.
That	same	measure,	when	it	is	calculated	from	a	sample	of	data	that	we	have	collected,	is	called	a	statistic.	The	advantage	of	this	is	that	it	does	not	rely	on	the	assumptions	behind	chi-square	because	it	is	not	based	on	the	chi-square	distribution.	It	depends	on	convenience.	However,	there	is	no	reason	to	think	that	the	difference	in	prestige	between	a
commander	and	a	captain	is	the	same	as	that	between	a	captain	and	a	rear	admiral.	We	still	do	not	know	the	average	speed	of	a	simple	decision	reaction	time	nor	how	alike	or	dissimilar	are	the	reaction	times	for	individual	trials.	Section	2.3	Fitting	Smoothed	Lines	to	Data	23	Kernel	estimates	can	be	illustrated	graphically	by	taking	an	example	from
Everitt	&	Hothorn	(2006).	But	if	we	centered	heights	by	subtracting	the	mean	height	from	our	height	data,	the	intercept,	which	is	the	value	of	attractiveness	when	height	equals	0,	would	now	represent	the	predicted	attractiveness	for	someone	whose	height	was	at	the	mean,	and	that	is	a	much	more	informative	statistic.	Howell	Professor	Emeritus
University	of	Vermont	5/6/2011	About	the	Author	Courtesy	David	C.	61	0	.	calculate	gX.	7.5.	In	what	way	would	the	result	in	Exercise	7.2	differ	if	you	had	drawn	50	samples	of	size	15?	I	mention	them	here	specifically	to	show	that	we	can	compute	standardized	scores	regardless	of	whether	or	not	we	have	a	normal	distribution	(defined	in	Chapter	3).
From	the	formula	for	a	t	test	on	related	samples,	we	have	t5	5	D20	D20	5	sD	sD	!n	0.019	2	0	0.019	5	0.137	0.043	"10	5	0.44	From	Appendix	t,	we	find	that	t.025	1	9	2	5	2.262.	To	say	that	the	groups	differed	by	7.5	units	in	arousal	is	not	particularly	informative.	Examination	of	the	data	as	plotted	in	the	stem-and-leaf	display	reveals	that	the	distribution
is	positively	skewed	with	a	median	stay	of	3	days.	Chapter	2	Rx	Time	50	Figure	2.15	Boxplot	of	reaction	times	as	a	function	of	number	of	stimuli	in	the	original	set	of	stimuli	Section	2.11	Report:	RxTime	NStim	N	1	100	3	100	5	100	Total	300	Mean	53.27	60.65	66.86	60.26	Median	50.00	60.00	65.00	59.50	Percentiles,	Quartiles,	and	Deciles	Std.
Identifying	Extreme	Cases	In	Chapter	3	we	saw	that	we	can	use	the	properties	of	the	normal	distribution	to	identify	extreme	cases.	From	Appendix	Power,	for	d	5	1.65	with	a	5	.05	(two-tailed),	power	is	between	.36	and	.40.	If	our	purpose	is	simply	to	describe	data,	no	assumptions	are	necessary.	(They	are	reflective	of	data	from	all	101	graduate
departments.)	For	reasons	that	will	become	clear	shortly,	we	will	set	aside	for	now	the	data	from	the	largest	department	(Department	A).	Odds	are	not	probabilities,	as	can	be	shown	by	taking	the	odds	of	not	being	abused,	which	are	1.50—the	woman	is	1.5	times	more	likely	to	not	be	abused	than	to	be	abused.)	Just	as	we	can	form	a	risk	ratio	by
dividing	the	two	risks,	we	can	form	an	odds	ratio	by	dividing	the	two	odds.	For	a	given	sample	size,	there	are	often	a	limited	number	of	different	contingency	tables	that	you	could	obtain	and	thus	a	limited	number	of	different	values	of	chi-square.	It	is	fairly	easy	to	find	examples	for	those	programs	on	the	Internet.	Some	people	believe	that	they	can
“normalize”	(in	the	sense	of	producing	a	normal	distribution)	their	data	by	transforming	them	to	z.	6.13	In	a	study	of	eating	disorders	in	adolescents,	Gross	(1985)	asked	each	of	her	subjects	whether	they	would	prefer	to	gain	weight,	lose	weight,	or	maintain	their	present	weight.	The	part	of	the	sum	of	squares	of	Y	that	is	independent	of	X	[i.e.
SSresidual]	In	the	context	of	our	example,	we	are	talking	about	that	part	of	the	number	of	symptoms	people	exhibited	that	is	related	to	how	many	stressful	life	events	they	had	experienced,	and	that	part	that	is	related	to	other	things.	As	we	have	seen,	for	any	value	of	r,	the	sampling	distribution	of	r9	is	approximately	1	normally	distributed	around	r9
(the	transformed	value	of	r)	with	a	standard	error	of	"N	2	3.	A	Short	Review	First	we	need	a	quick	review	of	the	material	covered	in	Chapter	4.	As	an	illustration	of	the	use	of	the	likelihood	ratio	test	for	contingency	tables,	consider	the	data	found	in	the	death-sentence	study.	Our	error	rates	stay	closer	to	a	5	.05	if	we	do	that.	2.	This	is	what	we
generally	think	of	when	we	consider	statistical	power.	Kappa	is	often	referred	to	as	a	chance-corrected	measure	of	agreement.	A	research	assistant	ran	the	experiment	described	in	Exercise	8.8	without	first	carrying	out	any	power	calculations.	5*	5t	5f	5s	5.	(It	is	always	comforting	to	see	science	confirm	what	we	have	all	known	since	childhood,	but	in
this	case	the	results	also	indicate	that	Kaufman	and	Rock’s	experimental	apparatus	performed	as	it	should.)	For	those	who	like	technology,	a	probability	calculator	at	gives	the	two-tailed	probability	as	.001483.	I	did	so	because	it	was	easier	to	send	you	to	tables	of	normal	distribution.	In	the	past	multiple	comparison	procedures,	for	example,	were	the
subject	of	considerable	attention	with	many	competing	approaches.	Testing	the	Difference	Between	Two	Independent	bs	This	test	is	less	common	than	the	test	on	a	single	slope,	but	the	question	that	it	is	designed	to	ask	is	often	a	very	meaningful	one.	If	Holway	and	Boring	were	correct,	there	should	have	been	a	greater	illusion	(larger	ratio)	in	the
eyes-elevated	condition	than	in	the	eyes-level	condition,	although	the	moon	was	always	perceived	to	be	in	the	same	place,	the	zenith.	You	can	do	the	same	for	every	other	value	of	X.	For	example,	it	is	entirely	possible	that	a	study	comparing	family	therapy	with	cognitive	behavior	therapy	for	treatment	of	anorexia	could	come	out	with	similar	means	but
quite	different	variances	for	the	two	conditions.	I	am	not	as	fond	of	percentage	of	variation	measures	as	are	some	people,	because	I	don’t	think	that	most	of	us	can	take	much	meaning	from	such	measures.	I	would	suggest	that	whenever	your	sample	sizes	are	more	than	trivially	unequal	you	employ	the	Welch-Satterthwaite	approach.	I	won’t	argue	the
issue	here.	Those	conventions	that	do	exist	are	conflicting	and	have	only	minimal	claims	to	preference	over	one	another.	Over	22,000	physicians	were	administered	aspirin	or	a	placebo	over	a	number	of	years,	and	the	incidence	of	later	heart	attacks	was	recorded.	This	situation	is	diagrammed	in	Figure	3.8.	(Hint:	It	is	always	©	Cengage	Learning	2013
72	Section	3.3	Using	the	Tables	of	the	Standard	Normal	Distribution	73	0.5000	0.40	f	(X	)	0.20	0.3413	0.10	0.1587	0	–3	Figure	3.7	–2	–1	0	z	1	2	3	©	Cengage	Learning	2013	0.8413	0.30	Illustrative	areas	under	the	normal	distribution	0.40	0.20	0.10	0	–3.0	Figure	3.8	–2.0	–1.0	0	z	1.0	2.0	3.0	©	Cengage	Learning	2013	f	(X)	0.30	Area	between	1.0	and
2.0	standard	deviations	below	the	mean	wise	to	draw	simple	diagrams	such	as	Figure	3.8.	They	eliminate	many	errors	and	make	clear	the	area(s)	for	which	you	are	looking.)	From	Appendix	z	we	know	that	the	area	from	the	mean	to	z	5	–2.0	is	0.4772	and	from	the	mean	to	z	5	–1.0	is	0.3413.	Instead,	I’ll	use	a	hypothetical	set	of	data	in	which	we	record
the	amount	of	time	(in	minutes	per	week)	that	each	of	100	students	spends	playing	electronic	games.	The	stemand-leaf	displays	and	Q-Q	plots	for	the	stress	and	symptom	measures	are	shown	in	Table	9.2.	Before	we	consider	the	relationship	between	these	variables,	we	need	to	study	the	variables	individually.	(You	could	probably	skip	now	to	Chapter
10,	Section	10.4	and	be	able	to	follow	the	discussion.)	I	mention	it	here	because	it	comes	up	most	often	when	discussing	x2	even	though	it	is	largely	a	correlational	technique.	Gibson	and	Leitenberg	(2000)	collected	data	from	818	college	students,	and	recorded	whether	they	had	ever	received	such	training	and	whether	they	had	subsequently	been
abused.	A	higher	score	represents	more	behavior	problems.	But	there	are	many	situations,	especially	in	neuropsychology,	where	our	normative	sample	is	quite	small.	Assume	that	you	are	now	given	the	task	of	predicting	the	number	of	symptoms	that	will	be	Section	9.8	The	Accuracy	of	Prediction	267	shown	by	a	particular	individual,	but	that	you	have
no	knowledge	of	the	number	of	stressful	life	events	he	or	she	has	experienced.	0.8340	0.8365	0.8389	0.8413	0.8438	0.8461	0.8485	0.8508	0.8531	...	Logistic	regression	is	discussed	later	in	the	book.	I	mention	it	here	because	this	is	where	people	would	likely	look	for	the	answer.	For	the	case	of	heterogeneous	variances,	we	will	first	dispense	with
pooling	procedures	and	define	tr	5	1	X1	2	X2	2	s21	s22	1	n2	Å	n1	where	s21	and	s22	are	taken	to	be	heterogeneous	variances.	We	have	already	seen	that	SSresidual	5	SSY	1	1	2	r2	2	Expanding	and	rearranging,	we	have	SSresidual	5	SSY	2	SSY	1	r2	2	r2	5	SSY	2	SSresidual	SSY	In	this	equation,	SSY,	which	you	know	to	be	equal	to	g	1	Y	2	Y	2	2,	is	the
sum	of	squares	of	Y	and	represents	the	totals	of	1.	First,	it	is	easier	to	compare	categories,	because	the	only	thing	we	need	to	look	at	is	the	height	of	the	bar,	rather	than	trying	to	compare	the	lengths	of	two	different	arcs	in	different	orientations.	You	might	think	that	the	kind	of	scale	with	which	we	are	working	would	be	obvious.	The	important	point
here	is	that	for	practical	purposes	the	minimum	power	for	the	matched-sample	case	occurs	when	r	5	0	and	we	have	independent	samples.	Since	p	is	less	than	.05,	we	will	reject	the	null	hypothesis	and	conclude	that	the	variables	are	not	linearly	independent.	These	plots,	and	the	other	four	in	Figure	2.10,	are	based	on	samples	of	1,000	observations,
and	the	slight	irregularities	are	just	random	variability.	In	discussing	Figure	2.4,	I	said	that	the	data	are	roughly	normally	distributed	though	truncated	on	the	Sample	from	Normal	Distribution	Q-Q	Plot	for	Normal	Sample	14	Obtained	Quantiles	2	10	8	6	4	1	0	–1	2	–2	0	–3	–3	–2	–1	0	1	X	Values	2	–2	3	Sample	from	Nonnormal	Distribution	–1	0	1
Expected	Quantiles	2	Q-Q	Plot	for	Nonnormal	Sample	12	3	Obtained	Quantiles	10	8	6	4	2	1	0	2	–1	0	–1	Figure	3.10	0	1	X	Values	2	3	–2	–1	0	1	Expected	Quantiles	Histograms	and	Q-Q	plots	for	normal	and	nonnormal	data	2	©	Cengage	Learning	2013	Frequency	12	Frequency	76	Section	3.5	Assessing	Whether	Data	Are	Normally	Distributed	77	left.	It	is
very	tempting	to	say	that	the	probability	is	.95	that	the	interval	1.219	to	1.707	includes	the	true	mean	ratio	for	the	moon	illusion,	and	the	probability	is	.99	that	the	interval	1.112	to	1.814	includes	m.	The	data	are	given	below.	All	of	this	is	not	to	say	that	there	is	nothing	to	be	gained	by	using	a	regression	equation	as	the	basis	of	prediction,	only	that
the	predictions	should	be	interpreted	with	a	certain	degree	of	caution.	The	harmonic	mean	(Xh)	of	k	numbers	(X1,	X2,	…,	Xk)	is	defined	as	Xh	5	k	1	aX	i	Thus	for	two	samples	sizes	(n1	and	n2),	nh	5	2n1n2	2	5	1	1	n1	1	n2	1	n1	n2	We	can	then	use	nh	in	our	calculation	of	d.	44	0	.	If	so,	the	difference	is	most	likely	caused	by	rounding.	There	are	much
better	ways	to	present	data.	Std.	Fisher’s	Exact	Test	versus	Pearson’s	Chi	Square	We	now	have	at	least	two	statistical	tests	for	2	3	2	contingency	tables	and	will	soon	have	a	third—which	one	should	we	use?	If,	instead,	we	wanted	to	predict	the	mean	value	of	Y	for	those	with	X	scores	of	10,	our	estimate	of	the	standard	error	would	be	1	Xi	2	X	2	2	1	1	ss
Y	#	X	5	sY	#	X	1	N	2	1	2	s2X	ÅN	1	10	2	21.290	2	2	1	ss	Y	#	X	5	0.173	1	1	106	2	156.05	Å	107	5	0.173".017	5	0.022	And	the	confidence	interval	would	be	CI	1	Y	2	5	Y^	6	1	ta/2	2	1	srY	#	X	2	5	4.386	6	1.984	1	0.022	2	5	4.386	6	0.045	4.341	#	Y	#	4.431	In	Figure	9.8,	which	follows,	I	show	the	confidence	limits	around	the	line	itself,	labeled	as	the
confidence	interval	for	array	means;	I	also	show	the	prediction	interval	for	future	predictions.	Actually,	we	could	eliminate	any	percentage	we	wanted,	as	long	as	we	could	justify	that	number	to	ourselves	and	to	others.	It	not	only	provides	a	way	of	obtaining	the	standard	error	of	estimate,	but	also	leads	directly	into	even	more	important	matters.	68	0	.
This	is	especially	true	with	smaller	sample	sizes	where	minor	changes	in	the	location	or	width	of	the	interval	can	make	a	noticeable	difference	in	the	shape	of	the	distribution.	In	studies	in	medicine,	random	assignment	can	become	extremely	complex	due	to	the	nature	of	the	study,	and	there	are	sometimes	people	whose	job	is	simply	to	control	this
aspect	of	the	experiment.	(An	excellent	discussion	of	some	of	the	issues	can	be	found	in	Agresti	(2002),	pages	95–96.)	Fisher’s	Exact	Test	also	leads	to	controversy	because	of	the	issue	of	one-tailed	versus	two-tailed	tests	and	what	outcomes	would	constitute	a	“more	extreme”	result	in	the	opposite	tail.	But	problems	also	arise	when	you	look	at	the	one-
tailed	test	for	Fisher’s	Exact	Test.	In	this	table,	Judge	I	classified	16	adolescents	as	exhibiting	no	problems,	as	shown	by	the	total	in	column	1.	Well,	it	depends—it	certainly	did	with	respect	to	risk	difference.)	Another	way	to	compare	the	risks	is	to	form	a	risk	ratio,	also	called	relative	risk,	which	is	just	the	ratio	of	the	two	risks.	(In	fact	the
superimposed	normal	distribution	fits	the	data	quite	well.)	The	mean	and	standard	deviation	of	this	distribution	are	shown,	and	they	are	extremely	close	to	m	5	50	and	sX	5	s/	!n	5	28.87/	!5	5	12.91.	Methods	have	changed,	however,	and	most	calculations	are	now	done	by	computers.	When	you	calculate	the	actual	obtained	frequencies,	round	to	the
nearest	whole	person.)	a.	The	fact	that	the	sample	mean	is	generally	a	better	estimate	of	the	population	mean	than	is	the	mode	or	the	median	is	a	major	reason	that	it	is	so	widely	used.	However,	the	pie	chart	serves	a	useful	purpose	here.)	The	pie	chart	shown	in	Figure	3.1	is	taken	from	a	report	by	the	Joint	United	Nations	Program	on	AIDS/HIV	and
was	retrieved	from	/EpiReport/2006/2006_EpiUpdate_en.pdf	in	September	2007.	What	other	variables	might	need	to	be	considered	in	such	a	study?	I	encourage	users	to	explore	both	sites.	Such	an	argument	was	made	for	the	example	of	room	temperature,	where	the	scale	(interval	or	ordinal)	depended	on	whether	we	were	interested	in	measuring
some	physical	attribute	of	temperature	or	its	effect	on	people	(i.e.,	comfort).	Those	of	you	who	have	not	had	such	a	course	can	take	comfort	from	Section	3.2	The	Standard	Normal	Distribution	69	the	fact	that	tables	in	which	this	work	has	already	been	done	for	us	are	readily	available	or	by	use	of	which	we	can	easily	do	the	work	ourselves.	The	shape
of	the	distribution	is	unaffected	by	a	linear	transformation.	The	Variance	standard	deviation	sample	variance	(s2)	population	variance	The	measures	that	we	have	discussed	so	far	have	much	greater	appeal	to	statisticians	than	to	psychologists	and	their	like.	We	have	an	experimental	problem	here,	because	it	is	possible	that	©	Cengage	Learning	2013
ID	Hypothesis	Tests	Applied	to	Means—Two	Matched	Samples	200	Chapter	7	Hypothesis	Tests	Applied	to	Means	weight	gain	resulted	merely	from	the	passage	of	time,	and	that	therapy	had	nothing	to	do	with	it.	We	have	discussed	independence	of	observations	at	some	length,	and	I	argued	that	in	cases	where	all	of	the	data	come	from	the	same
respondent	independence	is	often	not	a	problem.	It	is	denoted	as	sY	#	X	to	indicate	that	it	is	the	standard	deviation	of	Y	predicted	from	X.	M2	5	5	1	0	SO11k	2	SE11k	0	2	12	2	2	2	a	n11kn21kn11kn12k	/n11k	1	n11k	2	1	2	1	0	686	2	681.93	0	2	12	2	2	1	4.07	2	.5	2	2	5	5	0.096	132.603	132.603	This	statistic	can	be	evaluated	as	a	chi-square	on	1	df,	and	its
probability	under	H0	is	.76.	As	far	as	I	am	concerned,	even	if	all	of	the	observations	came	from	one	subject,	the	observations	are	independent.	Larger	portion	Smaller	portion	0	z	Mean	to	z	Larger	Portion	Smaller	Portion	0.00	0.01	0.02	0.03	0.04	0.05	...	However,	we	only	rarely	calculate	a	population	variance;	we	almost	always	estimate	it	from	a
sample	variance.)	If	it	is	important	to	specify	more	precisely	the	variable	to	which	s2	refers,	we	can	subscript	it	with	a	letter	representing	the	variable.	Sum	the	Pearson	chi-squares	in	(b)	and	(c)	and	then	the	likelihood	ratio	chi-squares	in	(b)	and	(c),	and	compare	each	of	these	results	to	the	results	in	(a).	The	critical	value	for	x2	on	3	df	is	7.82,	so	we
can	reject	the	null	hypothesis	and	conclude	that	the	level	of	adult	sexual	abuse	is	related	to	childhood	sexual	abuse.	(1990)	compared	the	performance	on	SAT	items	of	a	group	of	17	students	who	were	answering	questions	about	a	passage	after	having	read	the	passage	with	the	performance	of	a	group	of	28	students	who	had	not	seen	the	passage.
Presumably	you	would	like	to	show	that	as	one	spouse’s	ratings	go	up,	so	do	the	other’s,	and	vice	versa.	The	distribution	will	approach	the	normal	distribution	as	n,	the	sample	size,	increases.1	This	is	one	of	the	most	important	theorems	in	statistics.	This	is	why	the	table	does	not	contain	negative	values	of	z—they	are	not	needed.	For	the	one-sample
case,	df	5	n	–	1;	the	one	degree	of	freedom	has	been	lost	because	we	used	the	sample	mean	in	calculating	s2.	0.9918	0.9920	0.9922	0.9925	0.9927	0.9929	0.9931	0.9932	0.9934	0.9936	0.9938	0.3264	0.3228	0.3192	0.3156	0.3121	0.3085	...	Figure	3.11	presents	a	Q-Q	plot	for	those	scores.	The	first	conclusion	is	that	a	p	value	is	not	a	very	good
indicator	of	what	will	happen	on	the	next	experiment.	2.14	In	a	hypothetical	experiment,	researchers	rated	10	Europeans	and	10	North	Americans	on	a	12-point	scale	of	musicality.	If	I	have	established	a	scale	that	purports	to	predict	academic	success,	but	it	correlates	only	r	5	.19	with	success,	that	test	is	not	going	to	be	very	useful	to	me.	How	does
this	result	expand	on	what	we	already	know	from	Exercise	6.25?	E.	Howell,	Aoki,	and	Rauh	(1993).)	Section	7.3	Testing	a	Sample	Mean	When	s	is	Unknown—The	One-Sample	t	Test	189	NOTE	Most	of	the	tests	that	we	will	examine	in	this	book	only	produce	positive	values	of	the	test	statistic—we	saw	that	with	the	chi-square	test	and	we	will	see	it
again	with	the	F	in	the	analysis	of	variance.	If	H0	states	that	m	5	m0	(some	specific	value	of	m)	and	if	H0	is	true,	then	t5	X	2	m0	s/	!n	will	also	be	distributed	around	zero.	Again	we	come	to	the	issue	of	finding	ways	to	present	information	to	our	readers	that	conveys	the	magnitude	of	the	difference	between	our	groups.	Why	might	this	be	a	troublesome
conclusion?	Therefore	the	power	of	this	experiment,	given	the	parameter	estimates	and	sample	size	is	.86,	which	is	the	percentage	of	outcomes	exceeding	the	critical	value.	The	data	are	plotted	in	Figure	9.2.	Pace	of	Life	and	Heart	Disease	30	r	=	0.365	25	20	15	Figure	9.2	Table	9.1	Pace	(X)	Heart	(Y)	Pace	(X)	Heart	(Y)	Pace	(X)	Heart	(Y)	Pace	(X)
Heart	(Y)	18	20	22	24	Pace	of	Life	26	28	Relationship	between	pace	of	life	and	age-adjusted	rate	of	heart	disease	Pace	of	life	and	death	rate	due	to	heart	disease	in	36	U.S.	cities	27.67	25.33	23.67	26.33	26.33	25.00	26.67	26.33	24.33	25.67	24	29	31	26	26	20	17	19	26	24	22.67	25.00	26.00	24.00	26.33	20.00	24.67	24.00	24.00	20.67	26	25	14	11	19	24
20	13	20	18	22.33	22.00	19.33	19.67	23.33	22.33	20.33	23.33	20.33	22.67	16	19	23	11	27	18	15	20	18	20.33	22.00	20.00	18.00	16.67	15.00	11	SX	5	822.333	SX	2	5	19,102.33	X	5	22.84	sX	5	3.015	14	19	15	SY	5	713	SY	2	5	15,073	Y	5	19.81	sY	5	5.214	18	16	SXY	5	16,487.67	N	5	36	covXY	5	5.74	21	©	Cengage	Learning	2013	16	©	Cengage	Learning
2013	Chapter	9	Incidence	of	Heart	Disease	256	Section	9.3	linear	relationship	curvilinear	relationship	9.3	The	Relationship	Between	Stress	and	Health	257	As	you	can	see	from	this	figure,	there	is	a	tendency	for	the	age-adjusted	incidence	of	heart	disease	to	be	higher	in	cities	where	the	pace	of	life	is	faster—where	people	speak	more	quickly,	walk
faster,	and	carry	out	simple	tasks	at	a	faster	rate.	The	data	are	in	percentages.	1.000	0.816	0.765	0.741	0.727	0.718	0.711	0.706	0.703	0.700	...	If,	on	the	other	hand,	two	nonadjacent	reaction	times	occur	with	equal	(or	nearly	equal)	frequency,	we	say	that	the	distribution	is	bimodal	and	would	most	likely	report	both	modes.	Standardization	deviation
scores	standard	scores	standardization	One	common	linear	transformation	often	employed	to	rescale	data	involves	subtracting	the	mean	from	each	observation.	The	sum	of	the	absolute	deviations	is	divided	by	N	(the	number	of	scores)	to	yield	an	average	(mean)	deviation:	m.a.d.	For	all	its	simplicity	and	intuitive	appeal,	the	mean	absolute	deviation
has	not	played	an	important	role	in	statistical	methods.	For	example,	as	we	will	see	shortly,	the	probability	of	receiving	a	death	sentence	is	about	5	percentage	points	higher	for	defendants	who	are	nonwhite.	These	formulae	are	algebraically	equivalent	to	the	ones	we	have	seen,	so	they	will	give	the	same	answers	but	with	much	less	effort.	25	0	.	And	if
the	intervention	had	no	effect	(in	other	words	if	the	null	hypothesis	is	true)	we	would	expect	about	as	many	to	change	from	“Yes”	to	“No”	as	from	“No”	to	“Yes.”	However,	if	the	intervention	was	effective	we	would	expect	many	more	children	to	move	from	“No”	to	“Yes”	than	to	move	in	the	other	direction.	We	want	to	infer	something	about	the
characteristics	of	the	population	(parameters)	from	what	we	know	about	the	characteristics	of	the	sample	(statistics).	The	overall	odds	ratio	is	just	the	ratio	of	the	sums	of	those	two	columns.	We	next	define	d	5	d"N	2	1	5	r1"N	2	1	For	a	sample	of	size	50,	d	5	.30"50	2	1	5	2.1	From	Appendix	Power,	for	d	5	2.1	and	a	5	.05	(two-tailed),	power	5	.56.	I	have
extended	the	use	of	graphical	displays	in	this	edition.	(SPSS	includes	this	statistic	for	all	2	3	2	tables,	though,	in	general,	the	test	is	appropriate,	with	modification,	to	larger	tables.)	Notice	that	Fisher’s	Exact	Test	is	not	actually	a	chi-square	test.	At	the	risk	of	teaching	bad	experimental	design	to	my	students	by	combining	two	different	classes	(at	least
it	gives	me	an	excuse	to	mention	that	this	could	be	a	problem),	I	will	add	in	those	students	and	expect	to	get	sample	sizes	of	28	and	22.	The	data	follow:	18	15	22	19	18	17	18	20	17	12	16	16	17	21	23	18	20	21	20	20	15	18	17	19	20	23	22	10	17	19	19	21	20	18	18	24	11	19	31	16	17	15	19	20	18	18	40	18	19	16	a.	How	large	an	n	does	she	need?	One	of
the	dependent	variables	used	in	this	study	was	the	Psychomotor	Development	Index	(PDI)	of	the	Bayley	Scales	of	Infant	Development.	In	addition,	anyone	looking	up	such	a	technique	would	logically	look	at	this	chapter	first.	Some	judges	will	miss	some	people,	and	some	will	count	others	twice,	so	we	don’t	expect	everyone	to	agree.	one	set	of	marginal
totals	is	fixed.	People	who	care	about	possums,	and	there	are	such	people,	might	draw	quite	different	conclusions	from	these	two	graphs	depending	on	the	breakpoints	you	use.	I	would	be	impressed,	however,	if	you	said	that	they	gained	nearly	one-and-a-half	standard	deviation	units	in	self-esteem.	In	this	chapter	we	will	generally	take	the	approach	of
Welkowitz,	Ewen,	and	Cohen	(2000)	and	work	with	a	method	that	gives	a	good	approximation	of	the	true	power	of	a	test.	The	State	of	Georgia	agreed	with	the	basic	fact,	but	argued	that	the	crimes	against	whites	tended	to	be	more	serious	crimes	than	those	committed	against	blacks,	and	thus	the	difference	in	sentencing	was	understandable.	In	1973
the	University	of	California	at	Berkeley	investigated	gender	discrimination	in	graduate	admissions	(Bickel,	Hammel,	and	O’Connell,	1975).	8.12	Two	graduate	students	recently	completed	their	dissertations.	They	are	not	involved	in	the	calculations	at	this	point.	The	exact	nature	of	this	relationship	is	shown	in	the	next	part	of	the	printout.	She	has
decided	that	the	mean	raise	is	to	be	$2,000,	the	standard	deviation	of	raises	is	to	be	$400,	and	the	distribution	is	to	be	normal.	9*	9.	Some	of	these	methods	are	frequency	distributions,	histograms,	and	stem-and-leaf	displays,	which	we	will	discuss	in	turn.	Below	these	statistics	you	see	the	correlation	between	Score	and	SATV,	which	is	.532.	SPSS	Inc.
She	could,	for	example,	set	a	at	.10,	thus	increasing	power	to	approximately	.50,	but	this	is	probably	unsatisfactory.	Often,	however,	there	is	no	meaningful	interpretation	of	the	intercept	other	than	a	mathematical	one.	What	is	the	odds	ratio	for	these	data,	and	what	does	it	tell	you?	In	the	other	case,	the	subject	was	forced	to	see	the	zenith	moon	with
eyes	raised.	a.	It	is	a	biased	estimator.	Across	the	two	samples,	therefore,	we	will	have	(n1	2	1)	1	(n2	2	1)	5	(n1	1	n2	2	2)	df.	It	has	the	distinct	advantage	of	applying	easily	to	problems	that	arise	in	the	analysis	of	variance,	and	it	is	not	noticeably	more	awkward	than	the	other	solutions.	6	You	would	think	that	someone	as	important	to	statistics	as
William	Sealy	Gosset	would	at	least	get	his	named	spelled	correctly.	The	reason	is	quite	simple.	Unless	I	specifically	say	otherwise,	all	tests	in	this	book	will	be	at	a	5	.05	(two-tailed),	so	it	is	the	positive	value	of	the	two-tailed	cutoff	that	I	will	report.	We	should	not	make	too	much	of	Cohen’s	levels,	he	certainly	did	not,	but	they	are	helpful	as	a	rough
guide.	These	tests	are	useful	in	psychological	measurement	because	they	have	a	common	frame	of	reference.	Below	that	select	“Post	hoc:	Compute	achieved	power—given	a,	sample	size,	and	effect	size.”	If	I	had	been	writing	this	software	I	would	not	have	used	the	phrase	“Post	hoc,”	because	it	is	not	necessarily	reflective	of	what	you	are	doing.
However,	averaging	across	32	people	usually	gives	results	that	are	very	“average.”	Noses	are	neither	too	long	nor	too	short;	ears	don’t	stick	out	too	far	nor	sit	too	close	to	the	head;	and	so	on.	Basically,	the	study	is	about	the	independent	variables,	and	the	results	of	the	study	(the	data)	are	the	dependent	variables.	Notice	that	her	hypothesis	treats	the
number	of	traumatic	events	as	an	ordered	variable,	which	is	something	that	chi-square	ignores.	(Some	computer	software	will	ask	you	to	provide	a	noncentrality	parameter.)	First,	we	know	that	t5	X2m	s/	!n	is	distributed	around	zero	regardless	of	the	truth	or	falsity	of	any	null	hypothesis,	as	long	as	m	is	the	true	mean	of	the	distribution	from	which	the
Xs	were	sampled.	Test	this	hypothesis	using	the	Mantel-Haenszel	procedure.	(For	SPSS	the	syntax	for	the	first	sample	would	be	COMPUTE	norm1	5	RV.NORMAL(0,1).	We	will	again	call	this	statistic	(d).	In	other	words	we	have	centered	the	distribution	on	0.	thought	that	“popular”	and	“liked”	would	be	the	same,	but	they	are	not.)	The	data	were
broken	down	by	gender	because	it	is	reasonable	to	think	that	these	variables	might	operate	different	in	boys	and	girls.	It	is	not	really	a	measure	of	effect	size,	like	the	previous	measures,	but	it	is	an	important	statistic	for	categorical	data,	especially	when	you	want	to	ask	about	the	agreement	between	judges.	These	lines	are	what	we	will	call	the
regression	lines	of	Y	predicted	on	X	(abbreviated	“Y	on	X”),	1	Negative	values	for	mortality	derive	from	the	fact	that	this	is	the	mortality	rate	adjusted	for	gross	national	product.	Tb	Approx.	(For	5’8”	males	like	myself,	it	is	somehow	comforting	to	think	of	all	those	bigger	guys	as	nature’s	mistakes.)	Although	we	no	longer	think	of	the	mean	as	nature’s
ideal,	this	is	a	useful	way	to	conceptualize	variability	around	the	mean.	Since	tobt	5	0.44	is	less	than	2.262,	we	will	fail	to	reject	H0	and	will	decide	that	we	have	no	evidence	to	suggest	that	the	illusion	©	Cengage	Learning	2013	202	Section	7.4	Hypothesis	Tests	Applied	to	Means—Two	Matched	Samples	203	is	affected	by	the	elevation	of	the	eyes.14
(In	fact,	these	data	also	include	a	second	test	of	Holway	and	Boring’s	hypothesis	because	they	would	have	predicted	that	there	would	not	be	an	illusion	if	subjects	viewed	the	zenith	moon	with	eyes	level.	One	of	the	assumptions	required	in	the	use	of	t	for	two	independent	samples	is	that	s21	5	s22	(i.e.,	the	samples	come	from	populations	with	equal
variances,	regardless	of	the	truth	or	falsity	of	H0).	10	The	American	Psychological	Association	prefers	to	abbreviate	the	standard	deviation	as	“SD,”	but	everyone	else	uses	“s.”	42	Chapter	2	Describing	and	Exploring	Data	For	convenience,	I	will	round	these	answers	to	0.66	and	0.07,	respectively.	What	is	the	power	of	the	test?	For	example,	hair	color
is	a	variable	because	it	is	a	property	of	an	object	(hair)	and	can	take	on	different	values	(brown,	yellow,	red,	gray,	etc.).	For	12	numbers,	the	median	location	5	(12	1	1)/2	5	6.5;	the	median	falls	between,	and	is	the	average	of,	the	sixth	and	seventh	numbers.	Thus	the	probability	of	contracting	HIV/AIDS	as	a	result	of	sexual	activity	if	you	live	in	Eastern
Europe	or	Central	Asia	is	the	probability	of	being	in	one	of	the	three	segments	associated	with	that	source,	which	we	can	get	by	summing	the	areas	(or	their	associated	probabilities).	This	puts	them	about	100	points	above	the	average	for	the	SAT.	In	this	table	the	slope	is	labeled	by	the	name	of	the	predictor	variable.	Your	instructor	or	the	appropriate
manual	will	explain	how	to	do	this	for	the	particular	software	that	you	are	using.]	7.47	It	is	commonly	reported	that	women	show	more	symptoms	of	anxiety	and	depression	than	men.	The	Kolmogorov-Smirnov	Test	KolmogorovSmirnov	test	3.6	The	best-known	statistical	test	for	normality	is	the	Kolmogorov-Smirnov	test,	which	is	available	within	SPSS
under	the	nonparametric	tests.	The	common	thread	through	all	of	this	is	that	we	want	some	measure	of	how	much	of	the	variation	in	a	dependent	variable	is	attributable	to	variation	in	an	independent	variable,	whether	that	independent	variable	is	categorical	or	continuous.	Depending	on	the	nature	of	the	data,	the	correlation	may	either	rise	or	fall	as
a	result	of	such	restriction,	although	most	commonly	r	is	reduced.	To	obtain	this	we	do	essentially	the	same	thing	we	did	with	the	one	sample	case.	For	Xnew	5	Xold	/b:	s2new	5	s2old	/b2	and	snew	5	sold	/b.	Figure	2.7	Stem	0	1	2	3	4	5	6	7	8	9	10	11	12	13	25	Leaf	00000000000233566678	2223555579	33577	22278999	01123346667899	24557899	37
1556689	34779	466	23677	3479	2557899	89	©	Cengage	Learning	2013	Raw	Data	Stem-and-Leaf	Displays	Stem-and-leaf	display	of	electronic	game	data	On	the	right	side	of	Figure	2.7	you	can	see	that	next	to	the	stem	entry	of	4	you	have	one	0,	two	1s,	a	2,	two	3s,	a	4,	three	6s,	a	7,	an	8,	and	two	9s.	Another	reason	for	trimming	a	sample	is	to	control
problems	in	skewness.	For	example,	I	have	argued	that	the	underlying	measurement	scale	is	not	as	important	as	some	have	suggested,	and	I	have	argued	for	a	particular	way	of	treating	analyses	of	variance	with	unequal	group	sizes	(unless	there	is	a	compelling	reason	to	do	otherwise).	In	the	ideal	world	of	the	test	constructor,	all	people	who	took	the
exam	would	then	be	sent	on	to	college	and	earn	a	GPA,	and	the	correlation	between	achievement	test	scores	and	GPAs	would	be	computed.	Many	people	have	investigated	the	effects	of	violating,	both	independently	and	jointly,	the	underlying	assumptions	of	t.	After	all,	the	controversies	within	statistics	are	part	of	what	makes	it	an	interesting
discipline.	The	traditional	view	has	been	that	you	run	a	test	for	homogeneity	of	variance.	There	are	several	variations	of	the	Mantel-Haenszel	statistic,	but	the	most	common	one	is	M2	5	1	0	SO11k	2	SE11k	0	2	12	2	2	gn11kn21kn11kn12k	/n211k	1	n11k	2	1	2	where	O11k	and	E11k	are	the	observed	and	expected	frequencies	in	the	upper	left	cell	of
each	of	the	k	2	3	2	tables	and	the	entries	in	the	denominator	are	the	marginal	totals	and	grand	total	of	each	of	the	k	2	3	2	tables.	The	important	goal	is	to	give	the	reader	an	appreciation	of	the	size	of	a	difference,	and	you	should	choose	that	measure	that	best	expresses	this	difference.	7.6	Heterogeneity	of	Variance:	the	Behrens–Fisher	Problem
homogeneity	of	variance	We	have	already	seen	that	one	of	the	assumptions	underlying	the	t	test	for	two	independent	samples	is	the	assumption	of	homogeneity	of	variance	(s21	5	s22	5	s2).	We	then	run	a	simple	one-sample	t	test	to	test	the	null	hypothesis	that	those	difference	scores	came	from	a	population	with	a	mean	of	0.	We	are	usually	much
more	interested	in	general	principles	than	in	individual	predictions.	For	our	purposes	retrospective	power	will	be	defined	as	246	Chapter	8	Power	power	that	is	calculated	after	an	experiment	has	been	completed,	based	on	the	results	of	that	particular	experiment.	Design	a	study	to	examine	postpartum	depression	and,	from	material	in	this	chapter,
tell	how	you	would	estimate	the	mean	increase	in	depression.	7.7.	Although	I	have	argued	against	one-tailed	tests	from	the	traditional	hypothesis	testing	view,	why	might	a	one-tailed	test	be	appropriate	for	the	question	asked	in	the	previous	exercise?	The	mean	(X)	is	the	sum	of	the	scores	divided	by	the	number	of	scores	and	is	usually	designated	X
(read	“X	bar”).7	It	is	defined	(using	the	summation	notation	given	on	page	30)	as:	aX	X5	N	where	g	X	is	the	sum	of	all	values	of	X,	and	N	is	the	number	of	X	values.	Applying	the	computational	formula	for	the	sample	variance	for	Set	4,	we	obtain	g	X2	2	s2X	5	1	gX	2	2	N	N21	52.892	1.202	1	1.822	1	c1	4.022	2	20	5	19	148.0241	2	5	19	52.892	20	5
0.4293	Note	that	the	answer	we	obtained	here	is	exactly	the	same	as	the	answer	we	obtained	by	the	definitional	formula.	From	Table	7.3	we	see	that	the	mean	difference	score	was	7.26,	and	the	standard	deviation	of	the	differences	was	7.16.	There	is	a	Solutions	Manual	for	the	students,	with	extensive	worked	solutions	to	oddnumbered	exercises
available	on	the	Web	through	the	book’s	site.	Furthermore,	this	overlap	is	a	function	of	both	the	distance	between	m0	and	m1	and	the	standard	error.	If	exactly	the	same	children	who	sought	help	in	the	fall	also	sought	it	in	the	spring,	and	none	of	the	other	children	did,	then	the	change	in	the	percentage	of	help-seeking	would	be	0	and	the	standard
error	(over	replications	of	the	experiment)	would	also	be	0.	He	can	use	only	one	of	these	groups.	The	obtained	value	of	t	was	4.29.	This	is	basically	what	we	did	when	we	considered	replicating	Aronson’s	study.	Consider	the	two	distributions	shown	in	Figure	2.10(a)	and	(b).	You	could	create	your	own	plot	showing	how	required	sample	size	changes
with	changes	in	effect	size,	but	I	will	leave	that	up	to	you.	And	I	will	even	supply	short	programs	that	you	can	use	to	do	the	sampling	yourself,	though	you	can	skip	them	if	you	choose.	21	0	.	radj	5	Å	12	1	1	2	.5292	2	1	106	2	5	.522	105	which	is	very	close	to	r	5	.529.	On	the	other	hand,	our	usual	standard	deviation	of	Y	1	sY	2	is	not	conditional	on	X
because	we	calculate	it	using	all	values	of	Y,	regardless	of	their	corresponding	X	values.	We	can	then	ask	what	percentage	of	those	means	was	greater	than	104.125,	the	mean	that	we	found	in	our	original	sample.	In	discussing	Adams	et	al.’s	study	of	homophobia	I	suggested	that	you	think	about	how	Jones	and	Tukey	would	have	approached	the	issue.
You	might	wonder	why	we	selected	power	5	.80;	with	this	degree	of	power,	we	still	run	a	20%	chance	of	making	a	Type	II	error.	This	is	yet	another	way	of	thinking	about	how	big	a	difference	a	treatment	produces.	6.16	It	would	be	possible	to	calculate	a	one-way	chi-square	test	on	the	data	in	row	2	of	the	table	in	Exercise	6.10.	It	represents	the
distribution	of	an	entire	population	of	Total	Behavior	Problem	scores	from	the	Achenbach	Youth	Self-Report	form,	of	which	the	data	in	Figures	3.3	and	3.4	are	a	sample.	Because	you	cannot	write	a	standard	equation	for	the	mode	or	the	median,	you	have	no	real	way	of	manipulating	those	statistics	using	standard	algebra.	The	theoretical	distribution	of
the	hypothetical	set	of	sample	means	obtained	by	drawing	an	infinite	number	of	samples	from	a	specified	population	can	be	shown	to	be	approximately	normal	under	a	wide	variety	of	conditions.	(We	have	here	a	somewhat	unusual	situation	where	the	null	hypothesis	posits	a	population	mean	other	than	0.	Thus,	the	quartiles	are	going	to	be	the	tenth
scores	from	the	bottom	and	from	the	top.	both	sets	of	marginal	totals	(row	and	column)	could	reasonably	be	considered	to	be	fixed.	For	the	nonnormal	data,	however,	the	plotted	points	depart	drastically	from	a	straight	line.	The	problem	is	that	one	person’s	sample	might	be	another	person’s	population.	One	of	the	simplest	of	these	methods	is	the
stem-and-leaf	display,	which	you	will	see	presented	by	most	major	statistical	software	packages.	The	solution	to	the	problem	yields	what	are	often	called	the	normal	equations:	a	5	Y	2	bX	b5	covXY	s2X	We	now	have	equations	for	a	and	b6	that	will	minimize	g	1	Y	2	Y^	2	2.	However,	thanks	to	the	Internet	the	material	will	largely	be	moved	rather	than
deleted.	Suppose	that	we	have	two	populations	labeled	X1	and	X2	with	means	m1	and	m2	and	variances	s21	and	s22.	Out	of	20	students	from	urban	areas,	only	11	are	in	favor	of	DST	on	a	permanent	basis.	Whenever	this	is	the	case,	we	say	that	the	samples	are	matched.	(If	you	prefer	risk	over	odds,	you	can	do	exactly	the	same	thing	by	taking	ratios
of	risks.)	Table	6.12	Adult	sexual	abuse	related	to	prior	childhood	sexual	abuse	Number	of	Child	Abuse	Categories	No	Yes	Total	Risk	Odds	0	1	2	3-4	Total	512	227	59	18	816	54	37	15	12	118	566	264	74	30	934	.095	.140	.203	.400	.126	.106	.163	.254	.667	.145	b,	where	OR	5	odds	ratio,	RR	5	relative	risk,	p1	is	the	1	2	p2	population	proportion	of	heart
attacks	in	one	group,	and	p2	is	the	population	proportion	of	heart	attacks	in	the	other	group.	8.9	The	Use	of	G*Power	to	Simplify	Calculations	A	program	named	G*Power	has	been	available	for	a	number	of	years,	and	they	have	recently	come	out	with	a	new	version.7	The	newer	version	is	a	bit	more	complicated	to	use,	but	it	is	excellent	and	worth	the
effort.	We	also	spoke	of	the	independence	of	variables	when	we	discussed	contingency	tables.	Suppose	that	we	ran	this	experiment	and	obtained	the	following	not-so-extreme	data.	Contents	8.1	8.2	8.3	8.4	8.5	8.6	8.7	8.8	8.9	8.10	8.11	The	Basic	Concept	of	Power	Factors	Affecting	the	Power	of	a	Test	Calculating	Power	the	Traditional	Way	Power
Calculations	for	the	One-Sample	t	Power	Calculations	for	Differences	Between	Two	Independent	Means	Power	Calculations	for	Matched-Sample	t	Turning	the	Tables	on	Power	Power	Considerations	in	More	Complex	Designs	The	Use	of	G*Power	to	Simplify	Calculations	Retrospective	Power	Writing	Up	the	Results	of	a	Power	Analysis	229	230	Chapter
8	power	Power	Most	applied	statistical	work	as	it	is	actually	carried	out	in	analyzing	experimental	results	is	primarily	concerned	with	minimizing	(or	at	least	controlling)	the	probability	of	a	Type	I	error	(a).	You	should	have	no	difficulty	with	either	of	these	sources,	or,	for	that	matter,	with	any	of	the	many	excellent	papers	Cohen	published	on	a	wide
variety	of	topics	not	necessarily	directly	related	to	this	particular	one.	But	then	we	couldn’t	just	use	5	as	the	stem,	because	it	would	not	distinguish	between	the	two	intervals.	6.20	A	more	complete	set	of	data	on	heart	attacks	and	aspirin,	from	which	Table	6.7	was	taken,	is	shown	below.	Multiplying	(or	dividing)	a	set	of	data	by	a	constant	multiplies
(or	divides)	the	mean	by	the	same	constant:	For	Xnew	5	bXold:	Xnew	5	bXold.	If	you	look	at	the	formula	for	the	standard	deviation,	you	will	see	that,	like	the	mean	absolute	deviation,	it	is	basically	a	measure	of	the	average	of	the	deviations	of	each	score	from	the	mean.	One	way	to	control	for	this	is	to	look	at	the	amount	of	weight	gained	by	the
cognitive	therapy	group	(n	5	29)	in	contrast	with	the	amount	gained	by	girls	in	the	Control	group	(n	5	26)	who	received	no	therapy.	The	general	form	of	the	sampling	distribution	of	mean	differences	is	presented	in	Figure	7.9.	The	final	point	to	be	made	about	this	distribution	concerns	its	shape.	Although	we	could	do	things	this	way,	there	is	a	shortcut
that	makes	life	easier.	Suppose	for	example	that	we	have	the	following	five	scores	on	the	length	of	time	(in	seconds)	that	third-grade	children	can	hold	their	breath:	[45,	42,	35,	23,	52].	Because	the	sum	of	the	deviations	about	the	sample	mean	3	g	1	X	2	X	2	4	is	always	zero,	only	n	–	1	of	the	deviations	are	free	to	vary	(the	nth	deviation	is	determined	if
the	sum	of	the	deviations	is	to	be	zero).	If	μ	and	s	are	known,	the	ordinate,	f(X),	for	any	value	of	X	can	be	obtained	simply	by	substituting	the	appropriate	values	for	μ,	s,	and	X	and	solving	the	equation.	Thus,	the	t	for	two	independent	samples	will	be	based	on	n1	1	n2	2	2	degrees	of	freedom.	Notice	that	the	limits	for	samples	12	and	14	do	not	include	m
5	5.	How	would	she	go	about	“random	assignment”?	The	data	follow.	Scoring	systems	such	as	the	one	used	on	Achenbach’s	Youth	Self-Report	checklist,	which	have	a	mean	set	Exercises	T	scores	79	at	50	and	a	standard	deviation	set	at	10,	are	called	T	scores	(the	T	is	always	capitalized).	The	regression	line	and	r	best	describe	the	data	at	hand,
without	the	necessity	of	any	assumptions	about	the	population	from	which	the	data	were	sampled.	(Achenbach’s	test	is	an	example.)	The	raw	scores	are	transformed	by	the	producer	of	the	test	and	reported	as	coming	from	a	distribution	with	a	mean	of	50	and	a	standard	deviation	of	10	(for	example).	We	frequently	refer	to	such	transformed	scores	as
standard	scores.	Thus,	for	a	stressed	participant	with	many	problems,	both	(X	–	X)	and	(Y	–	Y)	will	be	positive	and	their	product	will	be	positive.	b	Exhibit	6.1b	SPSS	output	on	death	sentence	data	Adapted	from	output	by	SPSS,	Inc.	6.31	When	we	look	at	the	variables	in	Mireault’s	data,	we	will	want	to	be	sure	that	there	are	not	systematic	differences
of	which	we	are	ignorant.	We	will	see	in	a	moment	that	we	usually	do	not	have	the	population	standard	deviation	and	have	to	estimate	it	from	the	sample	standard	deviation,	but	when	we	do	have	it	we	should	use	it.	They	also	do	quite	well	on	Katz’s	test,	getting	nearly	50%	of	the	items	correct.	If	you	are	not	comfortable,	how	might	you	handle	the
problem?	An	alternative	approach	that	avoids	both	of	these	criticisms	is	the	stem-and-leaf	display.	Given	the	amount	of	variability	that	we	see	in	our	data,	it	is	difficult	to	tell	whether	the	smoothed	plot	fits	significantly	better	than	a	straight	line,	but	it	is	reasonable	to	assume	that	symptoms	would	increase	with	the	level	of	stress,	but	that	this	increase
would	start	to	level	off	at	some	point.	(where	C	represents	any	arbitrary	constant)	d.	Editorial	Assistant:	Lauren	K.	We	also	notice	that	some	people	smoke	more	than	others.	0.0256	0.0250	0.0244	0.0239	0.0233	0.0228	0.0222	0.0217	0.0212	0.0207	0.0202	z	z	Mean	to	z	Larger	Portion	Smaller	Portion	0.45	0.46	0.47	0.48	0.49	0.50	...	The	notational
systems	commonly	used	range	from	the	very	complex	to	the	very	simple.	For	example,	measures	of	effect	size	are	far	more	important	than	they	were	then,	meta-analysis	has	grown	from	virtually	nothing	to	an	important	way	to	summarize	a	field,	and	the	treatment	of	missing	data	has	changed	significantly	thanks	to	the	introduction	of	linear	mixed
models	and	methods	of	data	imputation.	They	assigned	11	students	to	a	control	group	that	was	simply	asked	to	complete	a	difficult	mathematics	exam.	An	older	and	more	traditional	set	of	measures	sometimes	called	“measures	of	association”	look	at	the	correlation	between	two	variables.	I	have	replaced	this	chapter	with	material	on	both	meta-
analysis	and	single	subject	designs.	For	example,	there	were	seven	reaction	times	between	35/100	and	39/100	of	a	second.	A	similar	line	of	reasoning	will	apply	here,	where	we	attempt	to	set	confidence	limits	on	a	parameter.	The	data	can	be	downloaded	as	the	Add.dat	file	at	this	book’s	Web	site.	This	problem	is	especially	pertinent	in	the	area	of	test
construction,	because	here	criterion	measures	(Y	)	may	be	available	for	only	the	higher	values	of	X.	Such	scores	are	called	standard	scores,	and	the	process	is	referred	to	as	standardization.	Figure	2.9	shows	the	actual	distribution	of	numerical	grades	of	males	and	females	in	a	course	I	taught	on	experimental	methods	that	included	a	substantial
statistics	component.	Section	9.12	Hypothesis	Testing	283	differences	in	life	expectancy	between	males	and	females.	Stevens.3	Zumbo	and	Zimmerman	(2000)	have	discussed	measurement	scales	at	considerable	length	and	remind	us	that	Stevens’s	system	has	to	be	seen	in	its	historical	context.	Because	in	this	case	we	know	that	the	value	of	m	equals
5,	I	have	drawn	a	vertical	line	at	that	point.	Here	we	have	a	table	labeled	“Coefficients,”	and	this	table	gives	us	the	intercept	and	the	slope.	Clerical	Technician	Middle	Manager	Manager/	Executive	No	Yes	148	98	68	144	121	43	95	38	29	8	28	22	13	32	18	10	7	7	2	1	©	Cengage	Learning	2013	176	Do	we	have	evidence	that	there	is	a	relationship
between	bullying	on	the	job	and	gender	if	we	collapse	across	job	categories?	(The	common	example	to	illustrate	a	random	sample	is	to	speak	of	putting	names	in	a	hat	and	drawing	blindly.	The	address	of	the	book’s	Web	site	is	dhowell/methods8/,	and	an	additional	Web	site	with	more	extensive	coverage	is	available	at
/~dhowell/StatPages/StatHomePage.html,	(capitalization	in	this	address	is	critical).	They	asked	each	member	of	91	married	couples	to	rate	the	degree	to	which	they	agreed	with	“Sex	is	fun	for	me	and	my	partner”	on	a	four-point	scale	ranging	from	1,	“never	or	occasionally”,	to	4,	“almost	always.”	The	data	appear	below	(I	know	it’s	a	lot	of	data,	but
it’s	an	interesting	question):	224	Chapter	7	Hypothesis	Tests	Applied	to	Means	Wife	3	3	3	3	4	4	4	4	4	4	4	4	4	1	1	Husband	4	4	4	4	4	4	4	4	4	4	4	4	4	4	4	Wife	2	2	2	2	2	2	2	2	3	3	3	3	3	3	3	Husband	4	4	4	4	4	4	4	4	4	4	4	4	4	4	4	4	Wife	3	3	4	4	4	4	4	4	4	4	4	4	4	4	4	4	Start	out	by	running	a	match-sample	t	test	on	these	data.	If	we	are	looking	at	the	regression
of	income	on	years	of	schooling,	the	slope	will	tell	us	how	much	of	a	difference	in	income	would	be	associated	with	each	additional	year	of	school.	For	our	data,	the	interquartile	range	4	2	2	5	2.	Section	7.3	Testing	a	Sample	Mean	When	s	is	Unknown—The	One-Sample	t	Test	191	Distribution	of	Resampled	Values	0.4	0.2	0.1	0.0	–4	–2	0	t	2	4	©	Cengage
Learning	2013	Density	0.3	Figure	7.5	Empirical	sampling	distribution	of	t	for	low	birth-weight	example	with	theoretical	t	distribution	superimposed	The	Moon	Illusion	It	will	be	useful	to	consider	a	second	example,	this	one	taken	from	a	classic	paper	by	Kaufman	and	Rock	(1962)	on	the	moon	illusion.9	The	moon	illusion	has	fascinated	psychologists	for
years,	and	refers	to	the	fact	that	when	we	see	the	moon	near	the	horizon,	it	appears	to	be	considerably	larger	than	when	we	see	it	high	in	the	sky.	The	less	important	the	issue,	the	more	there	is	to	say	about	it.	73	0	.	We	will	discuss	correlation	thoroughly	in	Chapter	9,	but	I	will	discuss	these	measures	here	because	they	are	appropriate	at	this	time.
7.52	Write	a	short	paragraph	containing	the	information	necessary	to	describe	the	results	of	the	experiment	discussed	in	Exercise	7.31.	Dev	=	13.011	Mean	=	60.26	N	=	300	0	25	Figure	2.2	50	75	RxTime	100	125	Grouped	histogram	of	reaction	times	©	Cengage	Learning	2013	Chapter	2	Frequency	20	Section	2.3	Outliers	2.3	Fitting	Smoothed	Lines
to	Data	21	can	respond,	but	really	there	is	no	limit	on	how	slowly	he	can	respond.	Did	the	girls	in	this	group	gain	a	statistically	significant	amount	of	weight?	In	these	cases	we	assume	that	subjects	are	randomly	assigned	to	groups,	although	this	is	not	always	possible	(e.g.,	comparing	genders).	The	first	edition	of	this	book	was	written	in	1973–1974,
while	I	was	on	sabbatical	at	the	University	of	Durham,	England.	But	then	what?	The	calculations	are	also	exactly	the	same	except	that	we	use	the	difference	between	the	means	and	the	standard	error	of	differences	between	means	in	place	of	the	mean	and	the	standard	error	of	the	mean.	Remember	that	you	are	trying	to	make	the	data	meaningful—
don’t	try	to	follow	a	rigid	set	of	rules	made	up	by	someone	who	has	never	seen	your	problem.	He	tried	to	run	20	subjects	in	each	group,	but	he	accidentally	tipped	over	a	rack	of	cages	and	had	to	void	5	subjects	in	the	experimental	group.	The	result	is	that	the	products	of	the	deviations	will	be	positive	about	half	of	the	time	and	negative	about	half	of
the	time,	producing	a	near-zero	sum	and	indicating	no	relationship	between	the	variables.	Correlations	of	.75	and	–.75	signify	exactly	the	same	degree	of	relationship.	A	second	example	of	heterogeneous	subsamples	that	makes	a	similar	point	is	the	relationship	between	cholesterol	level	and	cardiovascular	disease	in	men	and	women.	On	the	other
hand,	if	we	think	of	the	underlying	data	on	which	our	obtained	x2	is	based,	we	could	argue	that	we	have	a	two-tailed	test.	The	mode	also	has	the	obvious	advantage	of	representing	the	largest	number	of	people.	Thus	25.5000	rounds	to	26,	and	44.5000	rounds	to	44.)	The	midpoints	listed	in	Table	2.3	are	the	averages	of	the	upper	and	lower	limits	and
are	presented	for	convenience.	What	does	the	distribution	of	these	values	look	like?	Section	7.5	Hypothesis	Tests	Applied	to	Means—Two	Independent	Samples	207	In	conducting	any	experiment	with	two	independent	groups,	we	would	most	likely	find	that	the	two	sample	means	differed	by	some	amount.	The	t	Statistic	standard	error	of	differences
between	means	Given	the	information	we	now	have	about	the	sampling	distribution	of	mean	differences,	we	can	proceed	to	develop	the	appropriate	test	procedure.	©	Cengage	Learning	2013	Table	2.8	Boxplots	Describing	and	Exploring	Data	0	2	4	6	8	10	*	Figure	2.14	*	Boxplot	for	corrected	data	from	Table	2.7	©	Cengage	Learning	2013	A	word	of
warning:	Different	statistical	computer	programs	may	vary	in	the	ways	they	define	the	various	elements	in	boxplots.	What	percentage	of	the	counts	will	lie	between	960	and	990?	H1	Power	β	μ	0	μ	1	α	Critical	value	Figure	8.2	©	Cengage	Learning	2013	H0	Sampling	distribution	of	X	under	H0	and	H1	Section	8.2	Factors	Affecting	the	Power	of	a	Test
233	Power	as	a	Function	of	a	With	the	aid	of	Figure	8.2,	it	is	easy	to	see	why	we	say	that	power	is	a	function	of	a.	Our	statistic	in	the	present	case	is	(X1	2	X2),	the	observed	difference	between	the	sample	means.	As	an	illustration,	the	mean	of	the	numbers	3,	5,	12,	and	5	is	25	3	1	5	1	12	1	5	5	5	6.25	4	4	For	the	reaction-time	data	in	Table	2.2,	the	sum
of	the	observations	is	18,078.	I	should	mention	widely	available	spreadsheets	such	as	Excel.	To	the	extent	that	the	sample	is	representative	of	the	population,	our	estimates	have	validity.	what	are	the	units	of	measurement	for	parts	(b)	and	(c)?	Whatever	you	do,	it	is	important	to	tell	your	reader	what	standard	deviation	you	used.	And	for	that	question,
a	suitable	answer	is	provided	by	a	statement	such	as	the	correlation	between	the	two	variables	was	.529,	with	a	95%	confidence	interval	of	.380	#	r	#	.654.	Thus,	if	we	divide	all	deviation	scores	by	10,	the	standard	deviation	will	now	be	10/10	5	1,	which	is	just	what	we	wanted.	In	fact,	however,	a	number	of	other	studies	using	the	PDI	have	reported
similarly	high	means.	n	d5d	Å2	d	n	5	d	Å2	d	2	n	a	b	5	d	2	d	2	n	5	2a	b	d	5	2a	2.80	2	b	5	2	1	5.6	2	2	0.50	5	62.72	n	refers	to	the	number	of	subjects	per	sample,	so	for	power	5	.80,	we	need	63	subjects	per	sample	for	a	total	of	126	subjects.	The	intervention	program	was	designed	to	make	mothers	more	aware	of	their	infants’	signals	and	more	responsive
to	their	needs,	with	the	expectation	that	this	would	decrease	later	developmental	difficulties	often	encountered	with	LBW	infants.	Suppose	that	out	of	20	students	from	rural	areas,	17	are	in	favor	of	having	daylight	savings	time	(DST)	all	year.	Section	7.5	Hypothesis	Tests	Applied	to	Means—Two	Independent	Samples	213	Effect	Size	The	confidence
interval	just	calculated	has	shown	us	that	we	still	have	considerable	uncertainty	about	the	difference	in	sexual	arousal	between	groups,	even	though	our	statistically	significant	difference	tells	us	that	the	homophobic	group	actually	shows	more	arousal	than	the	nonhomophobic	group.	When	we	discuss	multiple	regression,	which	involves	multiple
predictors	of	Y,	in	Chapter	15,	we	will	see	that	this	equation	for	the	adjusted	correlation	will	continue	to	hold.	The	loge	of	Symptoms3	will	pull	in	the	upper	end	of	the	scale	more	than	the	lower,	and	will	tend	to	make	the	distribution	more	normal.	There	were	29	girls	in	a	cognitive-behavior	therapy	condition,	and	they	were	weighed	before	and	after
treatment.	6.11	Effect	Sizes	d-family	r-family	measures	of	association	The	fact	that	a	relationship	is	“statistically	significant”	doesn’t	tell	us	very	much	about	whether	it	is	of	practical	significance.	.”	statements	by	children	and	adults	in	Exercises	2.1	and	2.4.	2.49	For	the	data	in	Appendix	Data	Set,	the	GPA	has	a	mean	of	2.456	and	a	standard	deviation
of	0.8614.	Suppose,	however,	that	there	were	an	even	number	of	scores,	for	example	(5,	11,	3,	7,	15,	14).	Several	hundred	subjects	might	be	involved	in	our	study,	but	the	results	(data)	would	consist	of	only	two	or	three	numbers—the	number	of	subjects	falling	in	each	anxiety	category.	Thus,	the	likelihood	ratio	(the	ratio	of	these	two	likelihoods)
forms	a	basis	for	evaluating	the	null	hypothesis.	(You	can	see	this	in	Figure	7.3,	where	more	than	half	of	the	observations	fall	to	the	left	of	s2.)	As	a	result,	it	would	not	be	fair	to	treat	the	answer	as	a	z	score	and	use	the	table	of	z.	One	seemingly	reasonable	(but	incorrect)	procedure	would	be	to	set	n	equal	to	the	arithmetic	mean	of	n1	and	n2.	These
values	are	shown	in	the	calculations	that	follow.	To	prevent	the	subjects	from	simply	checking	the	same	point	on	the	scale	all	the	way	down	the	page	without	thinking,	we	phrase	half	of	our	questions	in	the	positive	direction	and	half	in	the	negative	direction.	Zant	in	1998.	Because	we	are	working	with	the	difference	scores,	n	will	be	equal	to	the
number	of	differences	(or	the	number	of	pairs	of	observations,	or	the	number	of	independent	observations—all	of	which	amount	to	the	same	thing).	So	for	Everitt’s	data,	we	could	simply	report	that	the	difference	was	significant	(t	5	4.18,	p	,	.05),	and	that	girls	gained	an	average	of	7.26	pounds.	The	Mantel-Haenszel	statistic	is	based	on	the	assumption
that	departments	are	homogeneous	with	respect	to	the	pattern	of	admissions.	Here	we	are	speaking	about	what	is	called	internal	validity.	The	correlation	coefficient	is	simply	a	point	on	the	scale	between	–1	and	1,	and	the	closer	it	is	to	either	of	those	limits,	the	stronger	is	the	relationship	between	the	two	variables.	Draw	a	rough	sketch	of	these	data,
putting	both	groups	in	the	same	figure.	In	many	cases	I	have	additional	material	that	I	have	created,	and	that	material	is	available	to	you	over	the	Internet.	Measures	proposed	by	Hedges	and	by	Glass	are	very	similar,	and	are	often	named	almost	interchangeably.	That	strikes	me	as	quite	a	difference.	Closely	related	to	the	distinction	between	discrete
and	continuous	variables	is	the	distinction	between	quantitative	and	categorical	data.	7.27	Another	way	to	investigate	the	effectiveness	of	the	intervention	described	in	Exercise	7.25	would	be	to	note	that	the	mean	quality-of-life	score	before	the	intervention	was	4.47	with	a	standard	deviation	of	1.18.	The	data	are	found	in	the	file	Mireault.dat	and	are
described	in	Appendix:	Computer	Exercises.	This	chapter	is	concerned	with	the	question	of	differences,	and	the	statistic	we	will	be	most	interested	in	is	the	sample	mean.	They	may	even	identify	different	outliers.	The	Median	The	major	advantage	of	the	median,	which	it	shares	with	the	mode,	is	that	it	is	unaffected	by	extreme	scores.	(This	correlation
may	seem	small,	but	it	is	impressive	when	you	consider	all	the	variables	involved	in	aggressive	behavior.	If	the	population	is	1	The	central	limit	theorem	can	be	found	stated	in	a	variety	of	forms.	That	does	not	appear	to	be	a	very	large	correlation;	but	on	the	other	hand	we	are	speaking	about	a	major,	life-threatening	event,	and	even	a	small	correlation
can	be	meaningful.	1.1	Important	Terms	random	sample	randomly	assign	population	sample	Although	the	program	in	stress	management	was	designed	for	high-school	students,	it	clearly	would	be	impossible	to	apply	it	to	the	population	of	all	high-school	students	in	the	country.	From	this	plot	it	is	apparent	that	Behavior	Problem	scores	are	normally
distributed,	which	is,	in	part,	a	function	of	the	fact	that	Achenbach	worked	very	hard	to	develop	that	scale	and	give	it	desirable	properties.	Each	of	these	examples	should	have	direct	relevance	for	students.	Section	6.11	Effect	Sizes	165	Underlying	the	Mantel-Haenszel	statistic	is	the	assumption	that	the	odds	ratios	are	comparable	across	all	strata—in
this	case	all	departments.	We	will	see	shortly	where	this	line	came	from,	but	notice	first	the	way	in	which	the	log	of	symptom	scores	increase	linearly	with	increases	in	stress	scores.	Nor	do	we	need	such	assumptions	to	use	sY	#	X	as	an	unbiased	estimator	of	sY	#	X	.	If	you	were	to	calculate	the	weight	of	these	girls	before	and	after	therapy,	the	means
would	be	83.23	and	90.49	lbs,	respectively,	which	translates	to	a	gain	of	a	little	over	7	pounds.	The	entries	on	the	diagonal	(15,	3,	3)	represent	agreement	between	the	two	judges,	whereas	the	off-diagonal	entries	represent	disagreement.	Unfortunately	for	us,	the	populations	we	are	interested	in	are	usually	very	large.	Husband	1	1	1	1	1	1	1	1	1	1	1	1	1
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other	way	that	I	could	write	it	is	to	write	t.05(50)	5	62.009,	meaning	that	–2.009	cuts	of	2.5%	and	+2.009	cuts	off	2.5%	so	that	62.009	cuts	off	2.5	1	2.5	5	5%.	Plot	the	distribution	of	these	means.	31.821	6.965	4.541	3.747	3.365	3.143	2.998	2.896	2.821	2.764	...	I	have	tried	to	build	similar	foundations	for	other	topics;	for	example,	more	modern
graphical	devices	and	resampling	statistics,	where	I	can	do	that	without	dragging	the	reader	deeper	into	a	swamp.	They	force	you	to	go	about	your	calculations	logically,	while	retaining	all	intermediate	steps	for	later	examination.	I	just	wonder	whether	there	will	be	a	difference.”	Although	many	experimenters	speak	in	this	way	(and	I	am	no	virtuous
exception),	you	should	question	the	validity	of	this	statement.	If	a	distribution	has	only	one	major	peak,	it	is	called	unimodal.	I	drew	10,000	samples	of	n	5	5	and	n	5	30	from	a	normally	distributed	population	with	m	5	5	and	s2	5	50.	Then	the	correlation	between	X	and	Y	is	given	by	r5	covXY	sXsY	r5	1.336	5	.529	1	12.492	2	1	0.202	2	This	coefficient
must	be	interpreted	cautiously;	do	not	attribute	meaning	to	it	that	it	does	not	possess.	The	same	holds	for	other	major	deletions.	Then	t5	X1	2	X2	s2p	Å	n1	1	s2p	5	n2	1	24.00	2	16.50	2	144.48	144.48	1	Å	35	29	5	7.50	"9.11	5	2.48	For	this	example,	we	have	n1	–	1	5	34	df	for	the	homophobic	group	and	n	2	–	1	5	28	df	for	the	nonhomophobic	group,
making	a	total	of	n	1	–	1	1	n	2	–	1	5	62	df.	Outliers	deserve	special	attention.	For	a	sample	of	36	children	under	stress,	Compas	et	al.,	found	a	sample	mean	of	4.39,	with	a	standard	deviation	of	2.61.	If	the	problem	is	that	we	are	trying	to	lump	together	everything	between	50	and	59,	perhaps	what	we	should	be	doing	is	breaking	that	interval	into
smaller	intervals.	The	term	used	to	refer	to	the	number	of	major	peaks	in	a	distribution	is	modality.	But	don’t	give	up.	There	are	a	great	many	measures	of	association,	and	I	have	no	intention	of	discussing	most	of	them.	With	unequal	sample	sizes,	however,	the	results	are	more	difficult	to	interpret.	We	might	be	inclined	to	argue	that	the	second	test	is
better,	in	that	we	want	a	measure	on	which	there	is	enough	variability	that	we	are	able	to	study	differences	among	people,	and	the	second	test	has	the	larger	standard	deviation.	That	approach	is	the	one	adopted	in	this	chapter.	Here	we	need	to	come	at	the	problem	of	independence	differently	to	address	a	different	kind	of	question.	We	will	discuss
scatter	in	more	detail	when	we	consider	the	assumptions	on	which	our	procedures	are	based.	If	the	purpose	of	the	research	is	to	allow	prediction	of	Y	on	the	basis	of	knowledge	about	X,	we	will	speak	of	regression.	I	have	no	intention	of	trying	to	provide	instruction	in	R	on	top	of	everything	else,	but	I	do	make	a	large	number	of	programs	or	selections
of	R	code	available	on	the	book’s	Web	site.	(From	Exhibit	9.1	we	find	an	F	of	10.251.	Thus,	about	one-quarter	of	the	variability	in	symptoms	can	be	predicted	from	variability	in	stress.	In	Figure	3.10	you	can	see	that	for	normal	data	the	Q-Q	plot	shows	that	most	of	the	points	fall	nicely	on	a	straight	line.	That	is	what	we	will	test.	They	do	intersect	at	the
point	(X,	Y),	but	they	have	different	slopes.	We	will	see	such	an	example	below.	What	is	the	percentage	of	agreement	for	these	raters?	At	that	time	most	statistics	courses	in	psychology	were	aimed	at	experimental	psychologists,	and	a	large	percentage	of	that	work	related	to	the	analysis	of	variance.	In	this	case,	independence	is	what	is	being	tested,
whereas	in	the	former	use	of	the	word	it	is	an	assumption.	The	data	and	the	accompanying	stem-and-leaf	display	in	Table	2.7	were	taken	from	normal-	and	low-birthweight	infants	participating	in	a	study	of	infant	development	at	the	University	of	Vermont	and	represent	preliminary	data	on	the	length	of	hospitalization	of	38	normal-birthweight	infants.
(This	is	not	an	easy	question,	and	I	really	ask	it	mostly	to	make	the	point	that	there	could	be	controversy	here.)	7.24	Give	an	example	of	an	experiment	in	which	using	related	samples	would	be	ill-advised	because	taking	one	measurement	might	influence	another	measurement.	On	the	other	hand	the	data—such	as	the	resulting	self-esteem	scores,
scores	on	feelings	of	personal	control,	and	so	on—are	the	dependent	variables.	This	study	is	still	widely	cited	in	research	literature.	The	scores	were	obtained	by	subtracting	the	Before	score	from	the	After	score,	so	that	a	negative	difference	represents	weight	loss,	and	a	positive	difference	represents	a	gain.	You	can	download	R	at	.	For	instance,	we
may	want	to	convert	feet	into	inches,	inches	into	centimeters,	degrees	Fahrenheit	into	degrees	Celsius,	test	grades	based	on	79	questions	to	grades	based	on	a	100-point	scale,	four-	to	five-digit	incomes	into	one-	to	two-digit	incomes,	and	so	on.	2.20	In	Table	2.1	(page	17),	the	reaction-time	data	are	broken	down	separately	by	the	number	of	digits	in
the	comparison	stimulus.	For	the	control	group	the	mean	was	4.61	with	a	standard	deviation	of	1.13	and	a	sample	size	of	130.	In	our	particular	example	the	critical	value	for	a	one-tailed	test	on	62	df	is	approximately	1.68.	It	is	even	conceivable	that	the	score	could	have	been	73	or	86,	but	it	is	not	at	all	likely	that	the	score	would	have	been	20	or	100.



I,	for	one,	would	have	expected	that	faces	judged	attractive	would	be	those	with	distinctive	features,	but	I	would	have	been	wrong.	The	cumulative	form	of	this	distribution	is	tabled,	and	we	can	simply	read	the	information	we	need	from	the	table.	But	what	statistical	package	will	we	use?	166	Chapter	6	Categorical	Data	and	Chi-Square	I	am	not	happy
with	the	r-family	of	measures	simply	because	I	don’t	think	that	they	have	a	meaningful	interpretation	in	most	situations.	Reporting	Results	Reporting	results	for	a	t	test	on	two	independent	samples	is	basically	similar	to	reporting	results	for	the	case	of	dependent	samples.	The	measure	suggested	here	is	a	perfectly	legitimate	one	and	even	has	a	name:
the	mean	absolute	deviation	(m.a.d.).	A	Bayesian	would	be	happy	to	state	that	the	probability	is	.95	that	the	true	difference	between	population	means	falls	in	this	interval.	Thus,	Cohen	has	separated	parametric	considerations	(m0,	m1,	and	s),	about	which	we	can	do	relatively	little,	from	sample	characteristics	(n),	over	which	we	have	more	control.	A
variable	is	a	property	of	an	object	or	event	that	can	take	on	different	values.	(We	say	that	a	relationship	is	linear	if	the	best	(or	nearly	best)	fit	to	the	data	comes	from	a	straight	line.	It	is	important	to	note	that	the	sign	of	the	correlation	coefficient	has	no	meaning	other	than	to	denote	the	direction	of	the	relationship.	Small	Expected	Frequencies	small
expected	frequency	One	of	the	most	important	requirements	for	using	the	Pearson	chi-square	test,	though	not	Fisher’s	test,	concerns	the	size	of	the	expected	frequencies.	In	those	situations,	the	results	of	any	experiment	can	usually	be	represented	by	a	few	subtotals—the	frequency	of	occurrence	of	each	category	of	response.	Each	represents	the
variance	of	the	points	around	the	regression	line	in	an	array	of	X	(the	residual	variance	of	Y	conditional	on	a	specific	X).	The	sample	size	was	135	at	each	time.	For	example,	a	college	admissions	officer	might	be	interested	in	an	equation	for	predicting	college	performance	on	the	basis	of	high-school	grade	point	average	(although	she	would	most	likely
want	to	include	multiple	predictors	in	ways	to	be	discussed	in	Chapter	15).	The	easiest	way	to	do	this	is	to	use	the	variable	name	as	the	label.)	In	this	case	the	slope	is	4.865,	which	means	that	two	students	who	differ	by	1	point	on	Katz’s	test	would	be	predicted	to	differ	by	4.865	on	the	SAT.	Now	we	will	turn	to	an	example	in	which	the	correlation	is
not	nearly	as	high,	but	is	still	significantly	greater	than	0.	As	an	example	of	correlations	that	share	a	common	variable,	Reilly,	Drudge,	Rosen,	Loew,	and	Fischer	(1985)	administered	two	intelligence	tests	(the	WISC-R	and	the	McCarthy)	to	first-grade	children,	and	then	administered	the	Wide	Range	Achievement	Test	(WRAT)	to	those	same	children	2
years	later.	And	the	figure	did,	indeed,	pretty	much	show	that.	How	then	are	we	going	to	take	advantage	of	statistical	methods	and	procedures	based	on	the	assumption	of	random	sampling?	2.8	In	my	undergraduate	research	methods	course,	women	generally	do	a	bit	better	than	men.	For	example,	if	we	were	working	with	the	Achenbach	Child
Behavior	Checklist	we	treat	its	mean	(50)	and	standard	deviation	(10)	as	population	parameters.	For	uniform	distributions	the	mean	(m)	is	known	to	be	equal	to	one-half	of	the	range	(50),	the	standard	deviation	(s)	is	known	to	be	equal	the	range	divided	by	the	square	root	of	12,	which	is	this	case	is	28.87,	and	the	variance	(s2)	is	thus	833.33.	If	you
would	prefer	to	see	the	older,	more	complete	version	of	the	chapter	on	multiple	comparison	tests	or	log-linear	models,	you	can	download	the	previous	versions	from	my	Web	site.	The	actual	data	in	terms	of	trials	correct	are	shown	below,	followed	by	the	analysis	both	by	hand	and	using	R	or	S-PLUS.	7.6.	Kruger	and	Dunning	(1999)	published	a	paper
called	“Unskilled	and	unaware	of	it,”	in	which	they	examined	the	hypothesis	that	people	who	perform	badly	on	tasks	are	unaware	of	their	general	logical	reasoning	skills.	In	that	case,	a	difference	of	one	unit	in	X	or	Y	would	represent	a	difference	of	one	standard	deviation.	The	level	of	computer	involvement	increases	substantially	as	the	book	4	As
Cohen	(1965)	has	pointed	out,	“Thurstone	once	said	that	in	psychology	we	measure	men	by	their	shadows.	The	distribution	in	Figure	2.10(c)	has	a	tail	going	out	to	the	left,	whereas	that	in	Figure	2.10(d)	has	a	tail	going	out	to	the	right.	We	can	keep	decreasing	the	value	of	m	to	the	point	where	we	just	barely	do	not	reject	H0,	and	that	is	the	smallest
value	of	m	for	which	we	would	be	likely	to	obtain	our	data	at	p	>	.025.	The	pattern	is	not	as	clear	as	it	was	in	previous	examples,	but	it	is	similar	to	patterns	we	find	with	many	psychological	variables.	no	aspirin)	were	applied	and	then	future	outcome	was	determined.	That	interval	is	wide,	but	it	is	not	as	large	as	the	95%	confidence	interval	of	3.985	#
Y	#	4.787	that	we	would	have	had	if	we	had	not	used	X—that	is,	if	we	had	just	based	our	confidence	interval	on	the	obtained	values	of	Y	(and	sY	)	rather	than	making	it	conditional	on	X.	7.26	In	Exercise	7.25	calculate	a	confidence	interval	for	the	difference	in	group	means.	The	average	may	reflect	the	general	location	of	most	of	the	scores,	or	the
scores	may	be	distributed	over	a	wide	range	of	values,	and	the	“average”	may	not	be	very	representative	of	the	full	set	of	observations.	Contents	1.1	1.2	1.3	1.4	1.5	Important	Terms	Descriptive	and	Inferential	Statistics	Measurement	Scales	Using	Computers	What	You	Should	Know	about	this	Edition	1	2	Chapter	1	Basic	Concepts	Stress	is	something
that	we	are	all	forced	to	deal	with	throughout	life.	Because	the	smallest	value	we	have	is	1,	that	is	the	closest	value	to	the	lower	inner	fence	and	is	the	lower	adjacent	value.	After	gaining	his	Ph.D.	from	Tulane	University	in	1967,	he	was	associated	with	the	University	of	Vermont	until	retiring	as	chair	of	the	Department	of	Psychology	in	2002.	To	test
Holway	and	Boring’s	hypothesis,	Kaufman	and	Rock	devised	an	apparatus	that	allowed	them	to	present	two	artificial	moons	(one	at	the	horizon	and	one	at	the	zenith)	and	to	control	whether	the	subjects	elevated	their	eyes	to	see	the	zenith	moon.	The	second	advantage	is	that	the	bar	chart	is	visually	more	like	the	common	distributions	we	will	deal
with,	in	that	the	various	levels	or	categories	are	spread	out	along	the	horizontal	dimension,	and	the	percentages	(or	frequencies)	in	each	category	are	shown	along	the	vertical	dimension.	The	problem	then	becomes	one	of	solving	for	the	appropriate	df,	denoted	df':	a	dfr	5	a	s22	2	s21	1	b	n1	n2	s21	2	b	n1	n1	2	1	a	1	s22	2	b	n2	n2	2	1	The	degrees	of
freedom	(df	')	are	then	taken	to	the	nearest	integer.19	The	advantage	of	this	approach	is	that	df	'	is	bounded	by	the	smaller	of	n1	–	1	and	n2	–	1	at	one	extreme	and	n1	+	n2	–	2	df	at	the	other.	A	few	simple	calculations	will	show	that	this	would	require	a	sample	of	n	5	119.	Adapted	from	output	by	SPSS,	Inc.	There	are	many	concepts	in	statistics	that
are	pretty	much	fixed.	The	difference	between	these	two	situations	illustrates	the	statistical	distinction	between	correlation	and	regression.	Howell	Senior	Publisher:	Linda	Schreiber-Ganster	Executive	Editor:	Jon-David	Hague	Acquisitions	Editor:	Timothy	Matray	Assistant	Editor:	Paige	Leeds	©	2013,	2010	Wadsworth,	Cengage	Learning	ALL	RIGHTS
RESERVED.	Obviously	proportionally	fewer	smokers	died	than	nonsmokers.	We	will	concentrate	on	the	second	group.	This	is	known	as	the	91st	percentile.)	Other	common	examples	are	standard	diagnostic	tests	that	are	converted	to	a	fixed	mean	and	standard	deviation.	Average	age	at	first	marriage	30	29	28	27	26	25	24	23	22	21	20	Men	1950	1960
Women	1970	1980	Year	1990	2000	2010	Source:	Census:	2.30	Make	up	a	set	of	data	for	which	the	mean	is	greater	than	the	median.	Suppose,	for	example,	that	we	had	wanted	power	5	.95.	If	we	cannot	make	this	assumption,	we	need	to	redesign	our	study.	Because	the	variance	of	these	difference	scores	(s2D)	is	used	as	an	estimate	of	the	variance	of
a	population	of	difference	scores	(s2D)	and	because	this	sample	variance	is	obtained	using	the	sample	mean	(D),	we	will	lose	one	df	to	the	mean	and	have	n	–	1	df.	This	is	an	example	of	an	ordinal	scale	because	nothing	is	implied	about	the	3	Chapter	1	in	Stevens’s	Handbook	of	Experimental	Psychology	(1951)	is	an	excellent	reference	for	anyone
wanting	to	examine	the	substantial	mathematical	issues	underlying	this	position.	1	Cycle	2	Cycles	29	16	Smokers	31	Cycles	55	Total	100	Non-smokers	198	107	181	486	Total	227	123	236	586	©	Cengage	Learning	2013	Does	smoking	affect	the	ease	with	which	women	become	pregnant?	These	statistics	are	called	measures	of	central	tendency.	The
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individual’s	(or	object’s)	scores	on	variables	X	and	Y,	respectively.	It	is	not	possible	to	fail	to	reject	the	null	and	yet	have	high	retrospective	power.	(A	true	zero	point	is	the	point	corresponding	to	the	absence	of	the	thing	being	measured.	8.7	Turning	the	Tables	on	Power	This	is	a	good	place	to	use	power	to	make	a	different,	and	very	important,	point.
Reading	across	that	row,	we	can	see	that	the	area	from	the	mean	to	z	5	1	is	0.3413,	the	area	in	the	larger	portion	is	0.8413,	and	the	area	in	the	smaller	portion	is	0.1587.	Contents	3.1	3.2	3.3	3.4	3.5	3.6	The	Normal	Distribution	The	Standard	Normal	Distribution	Using	the	Tables	of	the	Standard	Normal	Distribution	Setting	Probable	Limits	on	an
Observation	Assessing	Whether	Data	Are	Normally	Distributed	Measures	Related	to	z	63	Chapter	3	The	Normal	Distribution	normal	distribution	From	what	has	been	discussed	in	the	preceding	chapters,	it	is	apparent	that	we	are	going	to	be	very	concerned	with	distributions—distributions	of	data,	hypothetical	distributions	of	populations,	and
sampling	distributions.	But	suppose	that	we	want	to	compare	the	correlation	between	Social	Intelligence	and	Perceived	Popularity	in	boys	and	girls.	0.0778	0.0764	0.0749	0.0735	0.0721	0.0708	0.0694	0.0681	0.0668	...	We	know	that	the	variance	of	the	sampling	distribution	of	the	mean	decreases	as	either	n	increases	or	s2	decreases,	because	s2X	5
s2	/n.	Section	7.6	Heterogeneity	of	Variance:	the	Behrens–Fisher	Problem	217	Student’s	t	test	was	used	to	compare	the	groups.	Instead	of	dealing	with	the	entire	population	of	high-school	students,	we	will	draw	a	sample	of	students	from	that	population	and	apply	the	program	to	them.	He	reasoned	that	if	they	process	information	simultaneously,	they
would	compare	the	test	stimulus	against	all	digits	in	the	comparison	stimulus	at	the	same	time,	and	the	time	to	decide	whether	a	digit	was	part	of	the	comparison	set	would	not	depend	on	how	many	digits	were	in	the	comparison.	It	would	not	be	too	much	of	an	exaggeration	to	say	that	for	many	people	statistics	is	nearly	synonymous	with	the	study	of
the	mean.	8.4	A	second	investigator	thinks	that	she	can	show	that	a	quite	different	manipulation	can	raise	the	mean	influence	score	from	520	to	550.	7.5	Hypothesis	Tests	Applied	to	Means—Two	Independent	Samples	One	of	the	most	common	uses	of	the	t	test	involves	testing	the	difference	between	the	means	of	two	independent	groups.	There	are
several	reasons	for	trimming	a	sample.	When	we	are	looking	at	the	difference	between	two	related	measures	we	can,	and	should,	also	compute	effect	sizes.	7.40	Much	has	been	made	of	the	concept	of	experimenter	bias,	which	refers	to	the	fact	that	even	the	most	conscientious	experimenters	tend	to	collect	data	that	come	out	in	the	desired	direction
(they	see	what	they	want	to	see).	Writing	up	the	Results	of	a	Dependent	t	Test	Suppose	that	we	wish	to	write	up	the	results	of	Everitt’s	study	of	family	therapy	for	anorexia.	We	do	not	have	an	infinite	sample,	however,	so	we	will	use	the	regression	line.	I	think	that	they	should	be	used.	That	is	often	an	advantage,	though	we	want	to	be	sure	that	we
aren’t	throwing	away	useful	information	at	the	same	time.	The	data	obtained	are:	Expectation	good:	19	15	22	13	18	15	20	25	Expectation	poor:	18	17	12	21	21	24	14	14	22	What	can	you	conclude?	Similarly,	if	an	engineer	knows	that	the	slope	relating	fuel	Section	9.6	The	Regression	Line	265	economy	in	miles	per	gallon	(mpg)	to	weight	of	the
automobile	is	0.01,	and	if	she	can	assume	a	causal	relationship	between	mpg	and	weight,	then	she	knows	that	for	every	pound	that	she	can	reduce	the	weight	of	the	car	she	will	increase	its	fuel	economy	by	0.01	mpg.	First,	the	central	portion	of	the	distribution	is	reasonably	symmetric.	For	our	second	illustration	we	will	take	some	interesting	data
collected	by	Langlois	and	Roggman	(1990)	on	the	perceived	attractiveness	of	faces.	It	is	helpful,	however,	to	add	a	few	sentences	to	your	Methods	section	that	describes	the	power	of	your	experiment.	There	are	many	situations	where	statistical	significance,	while	perhaps	comforting,	is	not	particularly	meaningful.	34	Chapter	2	Describing	and
Exploring	Data	Relative	Advantages	and	Disadvantages	of	the	Mode,	the	Median,	and	the	Mean	Only	when	the	distribution	is	symmetric	will	the	mean	and	the	median	be	equal,	and	only	when	the	distribution	is	symmetric	and	unimodal	will	all	three	measures	be	the	same.	I	will	lay	out	the	method	of	combining	variances	so	as	to	account	for	differences
in	sample	size,	but	later	in	the	chapter	I	will	come	back	and	address	the	question	of	whether	this	is	the	best	approach	to	take.	no	marginal	totals	are	fixed.	John	Tukey	(1977),	as	part	of	his	general	approach	to	data	analysis,	known	as	exploratory	data	analysis	(EDA),	developed	a	variety	of	methods	for	displaying	data	in	visually	meaningful	ways.	If	the
problem	is	simply	one	of	obtaining	a	correlation	coefficient,	the	distinction	may	be	obvious	(incidence	of	cancer	would	be	dependent	on	amount	smoked	rather	than	the	reverse,	and	thus	incidence	would	appear	on	the	ordinate),	or	it	may	not	(neither	running	speed	nor	number	of	trials	to	criterion	is	obviously	in	a	dependent	position	relative	to	the
other).	No	statistical	procedure	can	tell	us	whether	the	fact	that	one	group	received	higher	scores	than	another	on	an	anxiety	questionnaire	reveals	anything	about	group	differences	in	underlying	anxiety	levels.	2.45	Using	the	results	demonstrated	in	Exercises	2.34	and	2.35,	transform	the	following	set	of	data	to	a	new	set	that	has	a	standard
deviation	of	1.00:	[5	8	3	8	6	9	9	7].	The	only	restriction	we	will	impose	for	the	moment	is	that	the	relationship	between	X	and	Y	is	linear.	It	is	positive	for	almost	all	situations	in	which	we	are	likely	to	want	a	matched-sample	t.	Compute	an	effect	size	measure	for	these	results.	One	of	the	simpler	ones	was	advocated	by	Levene	(1960),	who	suggested
replacing	each	value	of	X	either	by	its	absolute	deviation	from	the	group	mean—dij	5	0	Xij	2	Xj	0	—or	by	its	squared	deviation—dij	5	1	Xij	2	Xj	2	2—where	i	and	j	represent	the	ith	subject	in	the	jth	group.	Statisticians	define	several	different	properties	of	estimators	(sufficiency,	efficiency,	resistance,	and	bias).	2.7	Create	a	bimodal	set	of	data	that
represents	some	actual	phenomenon	and	plot	it.	77	0	.	What	kind	of	a	sample	are	we	dealing	with	here?	Fortunately,	the	solution	to	this	problem	is	simple:	Take	the	square	root	of	the	variance.	Exhibit	6.1c	Risk	estimates	on	death	sentence	data	square.	(People	often	become	terribly	worried	about	what	we	would	do	if	a	person	had	a	score	of	exactly
39.50000000	and	therefore	sat	right	on	the	breakpoint	between	two	intervals.	Unfortunately	we	won’t	come	to	correlation	until	Chapter	9,	but	I	would	expect	that	you	already	know	enough	about	correlation	coefficients	to	understand	what	follows.	Now	any	estimate	of	m	that	fell	between	those	lower	and	upper	limits	would	lead	us	to	retain	the	null
hypothesis.	(The	fact	that	we’ll	see	how	neatly	it	fits	the	pattern	of	the	other	planets	might	suggest	that	its	demotion	to	the	lowly	status	of	“dwarf	planet”	may	have	been	rather	unfair.)	If	we	plot	these	in	their	original	units	we	find	a	very	neat	graph	that	is	woefully	far	from	linear.	Equal	Sample	Sizes	Assume	we	wish	to	test	the	difference	between	two
treatments	and	expect	that	either	the	difference	in	population	means	will	be	approximately	5	points	or	else	are	interested	only	in	finding	a	difference	of	at	least	5	points.	A	set	of	scores	for	ninth-grade	children	has	a	mean	of	30	and	a	standard	deviation	of	10.	But	there	might	be	10	cases	where	the	mother	sent	in	her	form	but	the	father	did	not,	and	5
cases	where	we	have	a	form	from	the	father	but	not	from	the	mother.	We	looked	at	those	data	again	in	a	different	way	in	Exercise	7.19,	where	we	ran	a	t-test	comparing	the	means.	(The	population	variance	is	calculated	by	dividing	the	sum	of	the	squared	deviations,	for	each	value	in	the	population,	by	N	rather	than	[N	2	1].	But	how	do	we	measure
agreement?	I	actually	went	one	step	further	by	calculating	the	t	statistic	for	each	sample	rather	than	just	the	mean	for	each	sample.	The	expected	frequencies	are	obtained	just	as	they	were	for	the	standard	Pearson	chi-square	test.	With	these	scales,	we	have	the	properties	of	not	only	the	preceding	scales	but	we	also	can	speak	about	ratios.	(The
corresponding	risk	ratios	were	1.27,	2.13,	and	4.20.)	The	effect	of	childhood	sexual	abuse	becomes	even	clearer	when	we	plot	these	results	in	Figure	6.2.	The	odds	of	being	abused	increase	very	noticeably	with	a	more	serious	history	of	childhood	sexual	abuse.	It	is	perfectly	conceivable	that	20	years	from	now	we	will	think	of	Student’s	t	test	as
“quaint.”8	8	There	are	other,	and	better,	ways	of	using	resampling	in	place	of	a	standard	t	test,	and	I	will	come	to	those.	Only	a	fool	would	conclude	that	a	painting	judged	as	excellent	by	one	person	and	contemptible	by	another	should	be	classified	as	mediocre.	For	the	heart	attack	data	the	risk	ratio	is	RR	5	Riskno	aspirin	/Riskaspirin	5	1.71%/0.94%	5
1.819	odds	ratio	odds	Thus	the	risk	of	having	a	heart	attack	if	you	do	not	take	aspirin	is	1.8	times	higher	than	if	you	do	take	aspirin.	In	many	cases,	an	investigator	is	able	to	say,	I	am	interested	in	detecting	a	difference	of	at	least	10	points	between	m1	and	m0.	What	two	values	of	X	(the	count)	would	encompass	the	middle	50%	of	the	results?	All	is	not
lost,	however,	because	it	is	often	the	kinds	of	relationships	we	see,	rather	than	their	absolute	magnitudes,	that	are	of	interest	to	us.	Power	calculations	are	easy	to	make	in	this	situation.	In	this	particular	example	I	find	it	easier	to	deal	with	the	mean	weight	gain,	rather	than	d,	simply	because	I	know	something	meaningful	about	weight.	We	merely
write	Xnew	5	6	2	Xold	The	constant	(6)	is	just	the	largest	value	on	the	scale	plus	1.	xviii	Preface	•	The	second	theme	is	the	importance	of	the	relationship	between	the	statistical	test	to	be	employed	and	the	theoretical	questions	being	posed	by	the	experiment.	As	you	might	suspect,	when	you	average	across	four	people,	there	is	still	room	for
individuality	in	the	composite.	Notice	in	Figure	2.2	that	the	reaction	time	data	are	generally	centered	on	50–70	hundredths	of	a	second,	that	the	distribution	rises	and	falls	fairly	regularly,	and	that	the	distribution	trails	off	to	the	right.	However	the	arithmetic	is	considerably	more	difficult	and	deals	with	noncentral	t	distributions.	Here	a	decision	was
required	by	the	project	director	as	to	whether	the	problems	were	sufficiently	severe	to	cause	the	infants	to	be	dropped	from	the	study	(both	were	retained	as	subjects).	The	more	complex	systems	gain	precision	at	the	expense	of	easy	intelligibility,	whereas	the	simpler	systems	gain	intelligibility	at	the	expense	of	precision.	Just	enter	the	expected
means	and	standard	deviation	and	click	“calculate	and	transfer	to	main	window.”	Finally,	go	back	to	the	main	window,	enter	the	sample	sizes,	and	click	on	the	“Calculate”	button.	Another	would	be	the	weight	gain	from	preto	post-intervention,	as	measured	by	(Y	2	X).	(You	should	verify	for	yourself	that	the	corrected	data	set	would	indeed	yield	this
boxplot.)	Boxplots	are	extremely	useful	tools	for	examining	data	with	respect	to	dispersion.	We	may	not	know	which	group	will	show	the	greater	arousal,	but	one	population	mean	is	certain	to	be	larger	than	the	other	and,	most	likely,	not	trivially	so.	We	might	use	this	measure	because	we	assume	that	how	much	a	person’s	score	increases	is	related	to
how	underweight	she	was	to	begin	with.	on	level	of	sexual	arousal	in	homophobic	and	nonhomophobic	heterosexual	males	Homophobic	39.1	11.0	33.4	19.5	35.7	8.7	Mean	Variance	n	38.0	20.7	13.7	11.4	41.5	23.0	211	14.9	26.4	46.1	24.1	18.4	14.3	Nonhomophobic	20.7	35.7	13.7	17.2	36.8	5.3	19.5	26.4	23.0	38.0	54.1	6.3	24.00	148.87	35	32.2	28.8	20.7
10.3	11.4	24.0	10.1	20.0	30.9	26.9	17.0	16.1	14.1	22.0	5.2	Mean	Variance	n	35.8	–0.7	–1.7	6.2	13.1	18.0	14.1	19.0	27.9	19.0	–1.7	25.9	20.0	14.1	–15.5	11.1	23.0	30.9	33.8	16.50	139.16	29	created	to	have	the	same	means	and	pooled	variance	as	the	data	that	Adams	collected,	so	our	conclusions	will	be	the	same	as	theirs.17	The	dependent	variable	is	the
degree	of	arousal	at	the	end	of	the	4-minute	video,	with	larger	values	indicating	greater	arousal.	Subjects	were	asked,	“Was	the	researcher	correct?”	The	proportions	of	respondents,	partitioned	among	students,	assistant	professors,	associate	professors,	and	full	professors,	who	sided	with	the	researcher	and	the	total	number	of	respondents	in	each
category	were	as	follows:	Students	Assistant	Professors	Associate	Professors	Full	Professors	.59	17	.34	175	.43	134	.51	182	Proportion	Sample	size	©	Cengage	Learning	2013	(Note:	These	data	mean	that	59%	of	the	17	students	who	responded	sided	with	the	researcher.	Each	month	a	free	computing	environment	named	R,	along	with	its	commercial
package	S-PLUS,	increases	its	influence	over	statistical	analysis.	Maindonald	and	Braun	(2007)	give	the	example	shown	in	Figure	2.3	plotting	the	lengths	of	possums.	found	for	their	sample.	But	perhaps	you	don’t	want	to	put	too	much	faith	in	the	variance	either.	The	weight	gains	of	the	girls,	in	pounds,	are	given	below.	Plot	these	data	to	show	the
trend	over	time.	Suppose,	for	example,	that	we	were	given	the	data	shown	in	Table	2.5.	If	we	want	to	specify	the	entry	in	the	ith	row	and	jth	column,	we	will	denote	this	as	Xij	Thus,	the	score	on	the	third	trial	of	Day	2	is	X2,3	5	13.	150	An	Additional	Example—A	4	3	2	Design	Section	6.4	151	Symmetric	Measures	Measure	of	Agreement	N	of	Valid	Cases
a	Phi	Cramer's	V	Contingency	Coefficient	Kappa	.068	825	.026	Approx.	Assume	that	he	has	surmounted	all	the	very	real	problems	associated	with	designing	this	study	and	has	devised	a	way	to	obtain	a	correlation	between	the	two	variables.	To	take	a	simple	example,	consider	the	situation	in	which	you	wish	to	show	that	increasing	amounts	of	quinine
added	to	an	animal’s	food	make	it	less	appealing.	Meta-analyses	have	grown	in	importance	in	the	behavioral	sciences	and	underlie	the	emphasis	on	“evidence-based	medicine.”	Given	that	a	text	can	cover	only	a	limited	amount	of	material,	I	feel	that	an	introduction	to	these	two	topics	is	more	valuable	that	a	chapter	on	log-linear	models.	Look	at	the
scatterplot	in	Figure	9.2.	If	you	just	look	at	the	people	with	the	highest	pace	scores,	and	those	with	the	lowest	scores,	you	will	see	that	the	death	rate	in	nearly	twice	as	high	in	the	former	group.	The	frequency	distribution	for	these	data	is	presented	in	Table	2.2,	which	reports	how	often	each	reaction	time	occurred.	Probably	the	foremost	leader	of
those	who	see	measurement	scales	as	crucial	to	the	choice	of	statistical	procedures	was	S.	You	then	count	the	number	of	animals	selecting	each	bowl	of	food.	It	has	been	reported	that	tobacco	companies	are	making	a	massive	advertising	effort	in	Asia.	Before	we	consider	a	specific	example,	however,	we	will	need	to	examine	the	sampling	distribution
of	differences	between	means	and	the	t	test	that	results	from	it.	Myocardial	Infarction	Fatal	Attack	Nonfatal	Attack	No	Attack	Total	Placebo	18	171	10,845	11,034	Aspirin	5	99	10,933	11,037	23	270	21,778	22,071	Total	a.	This	statistic	measures	interjudge	agreement	and	is	often	used	when	we	wish	to	examine	the	reliability	of	ratings.	In	such	a	case
the	average	(9)	of	the	two	middle	scores	(7	and	11)	is	commonly	taken	as	the	median.6	A	term	that	we	will	need	shortly	is	the	median	location.	How	did	you	do	this?	It	is	important	to	keep	in	mind,	however,	that	there	is	nothing	particularly	sacred	about	any	of	these	decisions.	If,	for	example,	the	correlation	between	amount	smoked	and	life
expectancy	were	an	unrealistically	high	.80,	we	could	say	that	.802	5	64%	of	the	variability	in	life	expectancy	is	directly	predictable	from	the	variability	in	smoking	behavior.	She	measured	help-seeking	in	the	fall,	introduced	an	intervention	around	Christmas	time,	and	then	measured	help-seeking	again,	for	these	same	children,	in	the	spring.	To	take	a
second	example,	Katz,	Lautenschlager,	Blackburn,	and	Harris	(1990)	asked	students	to	answer	a	set	of	multiple-choice	questions	from	the	Scholastic	Aptitude	Test12	11	I	want	to	thank	Andrew	Gilpin	(personal	communication,	1990)	for	reminding	me	of	the	usefulness	of	the	coefficient	of	variation.	Adding	or	subtracting	a	constant	to	(or	from)	a	set	of
scores	leaves	the	variance	and	standard	deviation	unchanged:	For	Xnew	5	Xold	6	a:	s2new	5	s2old.	Certainly	there	is	excellent	software	available	for	our	use,	and	we	will	consider	a	particularly	good	program	shortly,	but	the	gain	in	precision	is	often	illusory.	We	are,	instead,	asking	about	the	probability	that	we	would	have	one	score	from	the
normative	population	that	would	be	as	extreme	as	ours.	In	other	words	there	is	a	distribution	of	alternative	possibilities	around	any	obtained	value,	and	this	is	true	for	all	obtained	values.	2.15	The	data	for	the	North	Americans	in	Exercise	2.17	were	[9	9	5	3	8	4	6	6	5	2].	He	has	a	problem,	however.	(I	am	using	version	3.1.2.)	For	the	moment	ignore	the
plot	at	the	top,	which	you	probably	won’t	have	anyway,	and	go	to	the	boxes	where	you	can	select	a	“Test	Family”	and	a	“Statistical	test.”	Select	“t	tests”	as	the	test	family	and	“Means:	Difference	between	two	independent	means	(two	groups)”	as	the	statistical	test.	We	have	no	evidence	that	respondents	are	performing	at	other	than	chance	levels.
[When	your	purpose	is	to	predict	X	on	the	basis	of	Y	(i.e.,	X	on	Y),	then	you	can	simply	reverse	X	and	Y	in	the	previous	equations.]	As	an	example	of	the	calculation	of	regression	coefficients,	consider	the	data	in	Table	9.3.	From	that	table	we	know	that	X	5	21.290,	Y	5	4.483,	and	sX	5	12.492.	But	almost	exactly	half	of	the	books	I	checked	spelled	it
“Gossett.”	The	people	I	most	trust	spell	it	with	one	“t”.	Comparing	the	variability	of	those	groups	or	variables,	however,	is	also	a	legitimate	and	worthwhile	activity.	I	will	not	cover	that	case,	but	a	very	good	discussion	of	that	particular	issue	can	be	found	at	core.ecu.edu/psyc/wuenschk/StatHelp/ZPF.doc	and	in	a	paper	by	Raghunathan,	Rosenthal,	and
Rubin	(1996).	(In	that	part	of	the	world	the	causes	of	HIV/AIDS	are	quite	different	from	what	we	in	the	West	have	come	to	expect,	and	prevention	programs	would	need	to	be	modified	accordingly.)	In	other	words,	we	can	find	the	percentage	of	individuals	in	one	of	several	categories	just	by	adding	the	percentages	for	each	category.	Intell.	Contents	9.1
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differences	correlation	regression	random	variable	fixed	variable	linear	regression	models	bivariate	normal	models	prediction	In	Chapter	7	we	dealt	with	testing	hypotheses	concerning	differences	between	sample	means.	(The	median	is	the	second	quartile,	Q2.)	The	difference	between	the	first	and	third	quartiles	(Q3	2	Q1)	is	the	interquartile	range.
All	of	us	step	onto	a	scale	occasionally,	and	we	have	some	general	idea	of	what	it	means	to	gain	or	lose	five	or	ten	pounds.	In	other	words,	even	though	larger-than-normal	values	of	t	are	to	be	expected	because	H0	is	false,	we	will	occasionally	obtain	small	values	by	chance.	Nboys	5	225;	Ngirls	5	287.	We	will	call	these	the	obtained	quantiles	because
they	were	calculated	directly	from	the	data.	But	we	can	always	calculate	odds	ratios.	238	Chapter	8	Power	Cohen’s	contribution	can	be	seen	as	splitting	the	noncentrality	parameter	(d)	into	two	parts—sample	size	and	effect	size.	Camilli	and	Hopkins	(1979)	demonstrated	that	even	with	quite	small	expected	frequencies,	the	test	produces	few	Type	I
errors	in	the	2	3	2	case	as	long	as	the	total	sample	size	is	greater	than	or	equal	to	eight;	but	they,	and	Overall	(1980),	point	to	the	extremely	low	power	to	reject	a	false	H0	that	such	tests	possess.	Nonlinear	transformations,	on	the	other	hand,	can	make	a	skewed	distribution	look	more	symmetric,	or	vice	versa,	and	can	reduce	the	effects	of	outliers.
Our	interest	lies	in	whether	watching	a	game	changes	people’s	opinions.	The	same	cannot	be	said	about	the	difference	between	room	temperatures	of	92º	F	and	94º	F.	You	might	be	surprised	to	learn	that	no	standard	notational	system	has	been	adopted.	Whereas	Type	I	errors	deal	with	the	problem	of	finding	a	difference	that	is	not	there,	Type	II
errors	concern	the	equally	serious	problem	of	not	finding	a	difference	that	is	there.	Which	hypothesis	do	you	think	the	figures	you	drew	in	Exercise	2.20	support?	If	we	had	been	comparing	males	and	females	we	clearly	do	not	control	a	person’s	gender,	but	we	do	decide	on	the	genders	to	study	(hardly	a	difficult	decision)	and	that	we	want	to	compare
males	versus	females.	Levene’s	statistic	is	the	most	often	reported21.	Because	the	loss	of	precision	is	usually	minor	when	compared	with	the	gain	in	comprehension,	in	this	book	we	will	adopt	an	extremely	simple	system	of	notation.	52	Chapter	2	Describing	and	Exploring	Data	Quartiles,	deciles,	and	percentiles	are	the	three	most	common	examples	of
a	general	class	of	statistics	known	by	the	generic	name	of	quantiles,	or,	sometimes,	fractiles.	What	we	have	just	discussed	is	closely	related	to,	but	not	quite	the	same	as,	what	we	will	later	consider	under	the	heading	of	confidence	limits.	I	am	not	trying	to	suggest	that	people	ignore	corrections	for	heterogeneity	of	variance.	I	try	to	be	consistent,	but
I’m	afraid	that	consistency	is	not	my	strong	suit.	For	R	it	would	be	norm1	0.315	5	.57),	we	certainly	would	be	justified	in	acting	as	if	we	have	shown	that	Prozac	did	not	have	the	desired	effect.	Before	going	on,	let	us	clear	up	one	point	that	tends	to	confuse	many	people.	29	0	.	Measures	in	the	r-family	are	often	called	measures	of	association.	If	there
were	absolutely	no	relationship	between	the	variables,	the	correlation	would	be	0.0.	As	it	is,	the	correlation	is	only	.14,	and	even	that	can	be	shown	not	to	be	reliably	different	from	0.0.	Finally,	Figure	9.1c	presents	data	from	an	article	in	Newsweek	(1991)	on	the	relationship	between	breast	cancer	and	sunshine.	3	We	can	use	logs	to	any	base,	but
work	in	statistics	generally	uses	the	natural	logs,	which	are	logs	to	the	base	e.	To	emphasize	this	relationship,	I	use	real	examples	in	an	attempt	to	make	the	student	understand	the	purpose	behind	the	experiment	and	the	predictions	made	by	the	theory.	2.50	Go	to	Google	and	find	an	example	of	a	study	in	which	the	coefficient	of	variation	was
reported.	6.22	Compute	the	odds	ratio	for	the	data	in	Exercise	6.10.	He	has	recently	authored	a	number	of	chapters	in	various	books	on	research	design	and	statistics.	At	the	end	of	the	10-week	intervention	period	the	mean	quality-of-life	score	for	the	intervention	group	was	5.03	with	a	standard	deviation	of	1.01	and	a	sample	size	of	135.	When	we
focus	on	PIP	we	are	measuring	error	in	standard	deviation	units.	Similarly,	if	we	were	interested	in	the	regression	of	running	speed	(Y)	on	the	number	of	food	pellets	per	reinforcement	(X),	each	subject	would	have	scores	corresponding	to	his	speed	and	the	number	of	pellets	he	received.	Finally,	notice	that	the	figure	nicely	illustrates	the	difference	in
performance	between	the	male	students	and	the	female	students.	We	say	that	the	former	is	negatively	skewed	and	the	latter	positively	skewed.	(Note	that	the	second	quartile	is	also	the	median.)	These	quartiles	were	shown	clearly	on	the	growth	chart	in	Figure	2.10.	This	last	measure	is	variability	in	Y	that	is	directly	attributable	to	variability	in	X,
because	different	values	of	Y^	arise	from	different	values	of	X	and	the	same	values	of	Y^	arise	from	the	same	value	of	X—that	is,	Y^	does	not	vary	unless	X	varies.	N21	gXY	2	c.	Note	that	when	sy	5	sx,	b	will	equal	r.	The	data	are	presented	below,	in	fmol/ml:	Based	on	these	data,	what	effect	does	increased	stress	have	on	endorphin	levels?	Their	results
are	shown	in	the	accompanying	figure.	For	the	moment	we	will	assume	that	we	are	charged	with	the	task	of	designing	an	evaluation	of	their	program.	Section	6.7	McNemar’s	test	Dependent	or	Repeated	Measures	155	Because	we	are	measuring	each	child	twice,	we	need	to	make	sure	that	the	dependence	between	measures	does	not	influence	our
results.	Unequal	Sample	Sizes	harmonic	mean	(Xh)	We	just	dealt	with	the	case	in	which	n1	5	n2	5	n.	9.2	The	Relationship	Between	Pace	of	Life	and	Heart	Disease	The	examples	shown	in	Figure	9.1	have	either	been	examples	of	very	strong	relationships	(positive	or	negative)	or	of	variables	that	are	nearly	independent	of	each	other.	The	distribution
was	defined	precisely	by	Pierre-Simon	Laplace	(1749–1827)	and	put	in	its	more	usual	form	by	Carl	Friedrich	Gauss	(1777–1855),	both	of	whom	were	interested	in	the	distribution	of	errors	in	astronomical	observations.	Put	in	slightly	different	form,	X	6	t.025	1	sX	2	credible	interval	is	a	random	variable	(it	will	vary	from	one	experiment	to	the	next),	but
the	specific	interval	1.219	to	1.707	is	not	a	random	variable	and	therefore	does	not	have	a	probability	associated	with	it.)	On	the	other	hand,	Bayesian	statisticians,	who	conceive	of	probability	in	terms	of	personal	belief,	are	perfectly	happy	with	saying	that	the	probability	is	.95	that	m	lies	between	1.219	and	1.707,	although	they	name	the	interval	the
credible	interval.	In	beginning	a	discussion	of	errors	of	prediction,	it	is	instructive	to	consider	the	situation	in	which	we	wish	to	predict	Y	without	any	knowledge	of	the	value	of	X.	.005	.005	.005	2.777	.005	Not	assuming	the	null	hypothesis.	(Means	are	paired	only	in	the	trivial	and	presumably	irrelevant	sense	of	being	drawn	at	the	same	time.)	The
results	of	an	infinite	number	of	replications	of	this	procedure	are	presented	schematically	in	Figure	7.8.	In	the	lower	portion	of	this	figure,	the	first	two	columns	represent	the	sampling	distributions	of	X1	and	X2,	and	the	third	column	represents	the	sampling	distribution	of	mean	differences	(X1	2	X2).	For	a	wide	variety	of	reasonably	symmetric	and
mound-shaped	distributions,	we	can	say	that	approximately	two-thirds	of	the	observations	lie	within	one	standard	deviation	of	the	mean	(for	a	normal	distribution,	which	will	be	discussed	in	Chapter	3,	it	is	almost	exactly	two-thirds).	The	class	instructor,	on	the	other	hand,	is	probably	not	terribly	concerned	about	this	book,	but	instead	cares	only	about
his	or	her	own	students.	Nurcombe	et	al.	Prior	research.	Most	people	would	respond	by	saying,	“I	don’t	know	how	the	experiment	will	come	out.	We	do	not	come	close	to	rejecting	the	null	hypothesis	that	the	variances	are	homogeneous	(	p	5	.534),	so	we	don’t	have	to	worry	about	that	here.	©	Cengage	Learning	2013	174	Exercises	175	c.	7.12
Compute	95%	confidence	limits	on	the	weight	gain	in	Exercise	7.11.	After	we	have	described	our	data	in	detail	and	are	satisfied	that	we	understand	what	the	numbers	have	to	say	on	a	superficial	level,	we	will	be	particularly	interested	in	what	is	called	inferential	statistics.	That	is	the	largest	value	of	m	for	which	we	would	expect	to	obtain	the	data	at	p
>	.025.	This	method	is	known	as	a	boxplot,	or,	sometimes,	box-and-whisker	plot.	Suppose	that	those	data	had	actually	come	from	unrelated	males	and	females,	such	that	the	data	are	no	longer	paired.	In	spite	of	this	problem,	the	test	seems	to	work	well.	If	you	think	for	a	moment	about	the	fact	that	the	standard	deviation	is	based	on	deviations	from
the	mean,	it	seems	logical	that	a	value	could	more	easily	deviate	substantially	from	a	large	mean	than	from	a	small	one.	Do	you	compare	her	one	at	a	time	with	all	the	women	her	age	whom	you	have	met,	or	do	you	make	comparisons	in	parallel?	(That	is	why	I	objected	to	the	use	of	the	phrase	“post	hoc	power”	in	the	G*Power	example—we	were
calculating	power	before	the	experiment	was	run.)	For	example,	retrospective	power	asks	the	question	“If	the	values	of	the	population	means	and	variances	are	equal	to	the	values	found	in	this	experiment,	what	is	the	resulting	power?”	One	perfectly	legitimate	reason	why	we	might	calculate	retrospective	power	is	to	help	in	the	design	of	future
research.	Instead	of	70%	agreement,	we	have	47%	agreement	after	correcting	for	chance.	6.5	Combine	the	data	from	Exercises	6.3	and	6.4	into	a	two-way	contingency	table	and	run	the	appropriate	test.	Because	this	study	was	looking	at	how	adult	abuse	is	influenced	by	earlier	childhood	abuse,	it	makes	sense	to	use	the	group	who	suffered	no
childhood	abuse	as	the	reference	group.	In	the	food	pellet	example,	however,	X	is	a	fixed	variable.	Many	places	in	the	book	refer	specifically	to	this	material	if	the	student	wishes	to	pursue	a	topic	further.	In	other	words,	we	can	draw	a	vertical	line	from	Xi	to	the	regression	line	and	then	move	horizontally	to	the	y-axis	and	read	Y^	i.	For	example,	it
might	be	that	your	ankle	hurts	when	it	rains	because	low	barometric	pressure,	which	is	often	associated	with	rain,	somehow	affects	ankles.	Ignoring	race,	what	conclusion	can	you	draw	about	adolescent	girls’	attitudes	toward	their	own	weight?	Thus,	d5	1	m1	2	m2	2	2	1	0	2	m1	2	m2	5	s	s	where	the	numerator	refers	to	the	difference	to	be	expected
under	H1	and	the	denominator	represents	the	standard	deviation	of	the	populations.	In	the	case	of	the	matched	sample	t	test	there	is	an	alternative;	however,	that	allows	us	to	use	all	of	the	data	if	we	are	willing	to	assume	that	data	are	missing	at	random	and	not	systematically.	Therefore	we	would	not	expect	a	great	difference	between	r	and	radj.
Whether	you	have	neatly	arranged	the	data	in	rows	on	a	data	collection	form	or	scribbled	them	on	the	back	of	an	out-of-date	announcement	you	tore	from	the	bulletin	board,	a	collection	of	numbers	is	still	just	a	collection	of	numbers.	(This	is	a	convenient	example	here	because	we	know	the	actual	population	mean	and	standard	deviation	of	YSR	scores
—they	are	50	and	10.)	It	does	not	seem	likely	that	children	would	show	reduced	levels	of	depression,	but	to	guard	against	that	possibility	we	will	test	a	two-tailed	experimental	hypothesis	that	the	anxious/	depressive	scores	among	these	children	is	different	from	similar	scores	from	a	normal	sample.	The	stem-and-leaf	display	for	Stress	shows	that	the
distribution	is	unimodal	and	only	slightly	positively	skewed.	204	Chapter	7	Hypothesis	Tests	Applied	to	Means	In	this	equation	the	numerator	is	the	difference	between	two	population	means,	and	the	denominator	is	the	standard	deviation	of	either	population.	However,	the	distributions	are	very	positively	skewed,	especially	the	one	with	small	sample
sizes.	You	subtract	the	sample	mean	from	all	of	the	observations.	We	will	consider	the	distinction	between	these	two	models	in	more	detail	in	Section	9.9.	The	distinction	between	the	two	models,	although	appropriate	on	statistical	grounds,	tends	to	break	down	in	practice.	Notation	of	Variables	The	general	rule	is	that	an	uppercase	letter,	often	X	or	Y,
will	represent	a	variable	as	a	whole.	.002	Test	Score	.002	.	Does	that	mean	that	the	death	sentence	study	found	a	larger	effect	size?	Summation	Notation	sigma	(S)	One	of	the	most	common	symbols	in	statistics	is	the	uppercase	Greek	letter	sigma	(S),	which	is	the	standard	notation	for	summation.	I	have	further	modified	Chapter	12	on	multiple
comparison	techniques	to	narrow	the	wide	range	of	tests	that	I	previously	discussed	and	to	include	coverage	of	Benjamini	and	Hochberg’s	False	Discovery	Rate.	This	is	true	because	s2Y	and	s2Y	#	X	are	both	unbiased	estimators	of	their	corresponding	parameters,	independent	of	any	underlying	assumptions,	and	SSY	2	SSresidual	SSY	is	algebraically
equivalent	to	r2.	If,	on	the	other	hand,	you	were	interested	in	the	self-esteem	scores	of	high-school	seniors	only	in	Fairfax,	Vermont	(a	town	of	fewer	than	4,000	inhabitants),	the	population	would	consist	of	only	about	100	elements.	0	5.	The	point	is	that	populations	can	be	of	any	size.	This	is	the	same	measure	here,	though	one	of	those	means	is	the
mean	under	the	null	hypothesis.	Apparently	having	nothing	better	to	do	with	his	time,	he	collected	chest	measurements	of	Scottish	soldiers	and	heights	of	French	soldiers.	Our	basic	questions,	however,	deal	with	the	population	itself.	What	would	you	conclude	with	respect	to	that	hypothesis.	(The	symbol	1	is	read	“approaches.”)	Since	the	skewness	of
the	sampling	distribution	of	s2	disappears	as	the	number	of	degrees	of	freedom	increases,	the	tendency	for	s	to	underestimate	s	will	also	disappear.	Because	tobt	5	3.202	and	t.025	1	26	2	5	2.056,	we	will	reject	H0	and	conclude	that	our	regression	line	has	a	nonzero	slope.	A	95%	confidence	interval	on	mean	weight	gain	was	3.57—10.95,	which	is	a
notable	weight	gain	even	at	the	low	end	of	the	interval.	One	thing	to	note	is	that	here	R	is	calculated	as	the	square	280	Chapter	9	Correlation	and	Regression	root	of	R2,	and	as	such	it	will	always	be	positive,	even	if	the	relationship	is	negative.	The	first	is	that	mH	,	mN,	the	second	is	that	mH	.	You	would	also	have	a	normal	distribution	if	you	sliced	the
pile	along	a	line	corresponding	to	any	given	value	of	Y.	What	value	can	we	use?	We	also	know	that	if	we	multiply	or	divide	all	values	of	a	variable	by	a	constant	(e.g.,	10),	we	multiply	or	divide	the	standard	deviation	by	that	constant.	Sexual	abuse	as	a	child	is	a	strong	indicator	of	later	sexual	abuse	as	an	adult.	They	still	expect	the	same	degree	of
difference.	You	can	see	that	this	distribution	has	a	center	very	near	50	and	is	fairly	symmetrically	distributed	on	each	side	of	that	value,	with	the	scores	ranging	between	about	25	and	75.	For	Internalizing	it	is	(6	3	6)/30	5	1.2,	and	for	Externalizing	it	is	(4	3	8)/30	5	1.07.	11	Several	respected	authorities,	such	as	Robert	Rosenthal,	would	argue	that	if
you	are	using	r	as	a	measure	of	effect	size,	which	it	is,	you	should	not	square	it	because	that	often	leads	us	to	perceive	the	effect	as	being	smaller	than	it	really	is.	7.17	Construct	95%	confidence	limits	on	the	true	mean	difference	between	endorphin	levels	at	the	two	times	described	in	Exercise	7.16.	2.12	Draw	a	histogram	for	the	GPA	data	in
Appendix:	Data	Set	referred	to	at	the	beginning	of	these	exercises.	The	results	for	these	samples	are	plotted	in	Figure	7.2b.	By	crude	linear	interpolation,	we	will	say	that	power	5	.38.	Because	statistical	tests	use	numbers	without	considering	the	objects	or	events	to	which	those	numbers	refer,	we	may	carry	out	any	of	the	standard	mathematical
operations	(addition,	multiplication,	etc.)	regardless	of	the	nature	of	the	underlying	scale.	What	can	you	conclude	from	the	data?	But	if	we	take	1,000	people	with	(and	without)	heart	attacks	and	look	backward,	we	can’t	really	calculate	risk	because	we	have	sampled	heart	attack	patients	at	far	greater	than	their	normal	rate	in	the	population	(50%	of
our	sample	has	had	a	heart	attack,	but	certainly	50%	of	the	population	does	not	suffer	from	heart	attacks).	My	book	followed	much	of	that	trend,	and	properly	so.	Although	most	of	us	learn	to	respond	and	adapt	to	stress,	the	learning	process	is	often	slow	and	painful.	The	data	revealed	that	the	incidence	of	adult	sexual	abuse	increased	with	the
severity	of	childhood	abuse.	For	example,	those	who	reported	one	category	of	childhood	abuse	have	an	odds	ratio	of	0.163/0.106	=	1.54.	(Perhaps	you	missed	seeing	that	article	in	your	evening	reading.)	The	authors	point	out	that	certain	diseases	affect	several	parts	of	the	hand	at	once,	but	a	common	practice	is	to	measure	(for	example)	three	points
on	the	hand	of	each	of	n	patients.	32200	88888766666655	4432221000	7666666555	422	Code	|4*|1	3*	3.	This	is	one	of	the	great	benefits	of	the	Central	Limit	Theorem:	It	allows	us	to	test	hypotheses	even	if	the	parent	population	is	not	normal,	provided	only	that	N	is	sufficiently	large.	In	other	words,	df	5	number	of	pairs	minus	1.	Thus,	if	the	slope
was	0.75,	for	standardized	data,	we	could	say	that	a	one	standard	deviation	increase	in	X	will	be	reflected	in	three-quarters	of	a	standard	deviation	increase	in	Y^	.	Measures	of	these	characteristics	are	considered	in	Sections	2.8	and	2.9.	But	before	going	to	those	sections	we	need	to	set	up	a	notational	system	that	we	can	use	in	that	discussion.	Either
way	is	correct.	b	Measures	of	association	for	Unah	&	Boger’s	data	Risk	Estimate	95%	Confidence	Interval	Value	Odds	Ratio	for	Race	(NonWhite/White)	For	cohort	Death	5	Yes	For	cohort	Death	5	No	N	of	Valid	Cases	Exhibit	6.1d	2.024	1.905	.941	825	Lower	1.221	Upper	3.356	1.202	.898	3.019	.987	Adapted	from	output	by	SPSS,	Inc.	In	the	preceding
section	we	saw	that	d	is	based	on	d	and	some	function	of	n.	Some	people	refer	to	the	former	interval	as	the	prediction	interval	and	the	latter	as	the	confidence	interval.	Run	the	appropriate	chi-square	test	on	their	data	and	interpret	the	results.	©	Cengage	Learning	2013	Table	9.5	The	Accuracy	of	Prediction	272	Chapter	9	Correlation	and	Regression
proportional	reduction	in	error	(PRE)	Judd	and	McClelland	(1989)	strongly	endorse	r2	because,	when	we	index	error	in	terms	of	the	sum	of	squared	errors,	it	is	the	proportional	reduction	in	error	(PRE).	Power	as	a	Function	of	H1	The	fact	that	power	is	a	function	of	the	true	alternative	hypothesis	[more	precisely	(m0	–	m1),	the	difference	between	m0
(the	mean	under	H0)	and	m1	(the	mean	under	H1)]	is	illustrated	by	comparing	Figures	8.2	and	8.3.	In	Figure	8.3	the	distance	between	m0	and	m1	has	been	increased,	and	this	has	resulted	in	a	substantial	increase	in	power,	though	there	is	still	sizable	probability	of	a	Type	II	error.	(See	Frigge,	Hoaglin,	and	Iglewicz	[1989]	for	an	extensive	discussion
of	this	issue.)	You	may	find	two	different	programs	that	produce	slightly	different	boxplots	for	the	same	set	of	data.	However,	let’s	look	at	the	reaction-time	data	that	began	this	book.	Distinguish	clearly	between	the	descriptive	and	inferential	statistical	features	of	this	example.	Thus,	if	our	investigator	actually	runs	this	experiment	with	25	subjects,
and	if	her	estimate	of	d	is	correct,	then	she	has	a	probability	of	.43	of	actually	rejecting	H0	if	it	is	false	to	the	extent	she	expects	(and	a	probability	of	.57	of	making	a	Type	II	error).	©	Cengage	Learning	2013	Table	2.3	55	75	95	Reaction	time	(Hundredths	of	a	second)	©	Cengage	Learning	2013	Frequency	12	midpoints	Describing	and	Exploring	Data
would	be	rounded	up	or	down	into	that	interval.	A	score	of	10,	however,	contributes	44	Chapter	2	Describing	and	Exploring	Data	25/(N	2	1)	units	to	s2,	because	(10	2	5)2	5	25.	Granted,	these	deviations	have	been	squared,	summed,	and	so	on,	but	at	heart	they	are	still	deviations.	We	first	saw	this	measure	in	this	chapter,	where	we	found	that	25.6%	of
the	variation	in	psychological	symptoms	is	associated	with	variation	in	stress.	The	distribution	is	not	perfectly	even—it	has	some	bumps	and	valleys—but	overall	it	is	fairly	smooth,	rising	in	the	center	and	falling	off	at	the	ends.	But	now	that	everyone	believes	it,	a	more	appropriate	question	becomes	how	large	the	relationship	is.	If	the	population	is
itself	normal,	the	sampling	distribution	of	the	mean	will	be	normal	regardless	of	n.	The	inclusion	of	that	department	would	violate	one	of	the	assumptions	of	the	test.	Thus,	if	we	denote	the	data	in	Set	4	as	X,	the	variance	could	be	denoted	as	s2X.	How	many	subjects	do	they	need	(overall)	if	they	are	to	have	power	5	.90?	But	t	can	produce	either
positive	or	negative	results,	and	we	want	to	reject	the	null	hypothesis	whether	our	obtained	t	is	too	large	or	too	small.	This	measure	has	problems,	however.	1.95	1.96	1.97	1.98	1.99	2.00	2.01	2.02	2.03	2.04	2.05	0.0000	0.0040	0.0080	0.0120	0.0160	0.0199	...	Why	not?	These	plots	are	of	data	that	were	computer	generated	to	come	from	populations
with	specific	shapes.	214	Chapter	7	Hypothesis	Tests	Applied	to	Means	and	some	obfuscation,	in	converting	to	standardized	units.	It	is	often	used	in	place	of	one.	I	stated	earlier	that	the	normal	distribution	is	one	of	the	most	important	distributions	we	will	encounter.	For	power	5	.99,	you	would	need	approximately	162	clients.	The	data	follow:	10	12	5
8	13	10	12	8	7	11	11	10	9	9	11	15	12	17	14	10	9	8	15	16	10	14	7	16	9	1	4	11	12	7	9	10	3	11	14	8	12	5	10	9	7	11	14	10	15	9	a.	If	you	calculate	both	regression	lines	(Y	on	X	and	X	on	Y),	it	will	be	apparent	that	the	two	are	not	coincident.	Because	it	is	based	on	squared	deviations,	the	result	is	in	squared	units.	However,	graduate	admissions	are	made	by
departments,	not	by	a	university	admissions	office,	and	it	is	appropriate	and	necessary	to	look	at	admissions	data	at	the	departmental	level.	But	before	we	spend	the	money	and	energy	trying	to	replicate	this	study,	we	ought	to	have	some	idea	of	the	probability	of	a	successful	replication.	Instead,	we	are	forced	to	draw	only	a	sample	of	observations
from	that	population	and	to	use	that	sample	to	infer	something	about	the	characteristics	of	the	population.	Statistical	Methods	for	Psychology,	Eighth	Edition	David	C.	How	often	it	was	followed	by	Rock,	how	often	Rock	was	followed	by	Paper,	and	so	on.	Moreover,	to	be	satisfied	because	the	questionnaire	provides	a	ratio	scale	of	anxiety	scores	(a
score	of	50	is	twice	as	large	as	a	score	of	25)	is	to	lose	sight	of	the	fact	that	we	set	out	to	measure	anxiety,	which	may	not	increase	in	a	consistent	way	with	increases	in	scores.	(R,	on	the	other	hand,	allows	you	to	specify	whether	you	want	to	test	that	the	odds	ratio	in	the	hypothesis	is	greater	than	1.00	or	whether	it	is	less	than	1.00,	and	it	gives	two
entirely	different	probabilities,	as	it	should.	If	performance	is	statistically	significantly	better	than	chance,	does	it	mean	that	the	SAT	test	is	not	a	valid	predictor	of	future	college	performance?	It	is	not	surprising	that	some	children	would	show	a	change	in	their	behavior	from	fall	to	spring.	232	Chapter	8	8.2	Power	Factors	Affecting	the	Power	of	a	Test
Having	looked	at	power	from	a	heuristic	perspective	by	actually	drawing	repeated	samples,	we	will	now	look	at	it	a	bit	more	theoretically.	Testing	for	Heterogeneity	of	Variance	How	do	we	know	whether	we	even	have	heterogeneity	of	variance	to	begin	with?	Odds	uses	as	a	denominator	the	number	not	having	a	heart	attack,	and	is	thus	the	ratio	of
the	number	having	an	attack	versus	the	number	not	having	an	attack.	This	is	a	meaningful	test	because	the	null	hypothesis	being	tested	is	really	the	hypothesis	that	X	and	Y	are	linearly	independent.	These	data	are	reproduced	in	Table	6.12.	The	important	question,	however,	is	whether	this	difference	is	sufficiently	large	to	justify	the	conclusion	that
the	two	samples	were	drawn	from	different	populations.	This	is	measured	by	SSresidual	and	is	the	variability	in	Y	that	cannot	be	explained	by	the	variability	in	X	(because	these	people	do	not	differ	in	the	amount	they	smoke).	A	score	on	her	scale	is	obtained	simply	by	counting	the	number	of	language	constructions	(e.g.,	plural,	negative,	passive)	that
the	child	produces	correctly	in	response	to	specific	prompts	from	the	person	administering	the	test.	Table	6.7	Help-seeking	behavior	in	fall	and	spring	Spring	Fall	Yes	No	Total	Yes	No	Total	38	12	50	4	18	22	42	30	72	©	Cengage	Learning	2013	Table	6.8	Results	of	experiment	on	help-seeking	behavior	in	children	No	S	Yes	Observed	Expected	12	8.0
Yes	S	No	4	8.0	Total	16	16	©	Cengage	Learning	2013	6	This	is	exactly	equivalent	to	the	common	z	test	on	the	difference	in	independent	proportions	where	we	are	asking	if	a	significantly	greater	proportion	of	people	changed	in	one	direction	than	in	the	other	direction.	These	are	called	conditional	distributions	because	the	first	represents	the
distribution	of	Y	given	(conditional	on)	a	specific	value	of	X,	whereas	the	second	represents	the	distribution	of	X	conditional	on	a	specific	value	of	Y.	The	standard	deviation	of	this	distribution	is	approximately	10.	calculate	58	Chapter	2	Describing	and	Exploring	Data	2.18	Using	the	data	from	Exercises	2.14	and	2.15,	record	the	two	data	sets	side-by-
side	in	columns,	name	the	columns	X	and	Y,	and	treat	the	data	as	paired.	Its	tails	are	neither	too	thin	nor	too	thick,	and	there	are	neither	too	many	nor	too	few	scores	concentrated	in	the	center.	Measures	referring	to	the	differences	between	these	two	situations	are	what	we	have	in	mind	when	we	speak	of	dispersion,	or	variability,	around	the	median,
the	mode,	or	any	other	point.	Even	more	discouraging	is	that	if	r	is	.50,	as	it	is	in	our	example,	the	standard	error	of	estimate	is	still	87%	of	the	standard	deviation.	x2	5	a	5	1O	2	E22	E	1	54	2	71.51	2	2	1	22	1	22	1	512	2	494.19	2	2	c	18	2	26.21	1	12	2	3.79	1	494.19	71.51	26.21	3.79	5	29.63	The	contingency	table	was	a	4	3	2	table,	so	it	has	(421)	3
(221)	5	3	df.	For	example,	our	data	represent	length	of	hospitalization,	and	a	full-term	infant	might	have	been	born	with	a	physical	defect	that	required	extended	hospitalization.	This	means	that	we	can	create	a	statistic	using	only	the	data	in	cell11	of	the	table	for	each	department.	Although	this	figure	does	not	contain	any	new	information,	it	has	two
advantages	over	the	pie	chart.	©	Cengage	Learning	2013	172	Exercises	173	6.25	Dabbs	and	Morris	(1990)	examined	archival	data	from	military	records	to	study	the	relationship	between	high	testosterone	levels	and	antisocial	behavior	in	males.	Variables	such	as	gender	and	political-party	affiliation	are	nominal	variables.	What	does	your	answer	to	(a)
say	about	the	role	of	the	sample	size	in	hypothesis	testing?	These	look	like	almost	the	same	question,	but	they	really	are	not.	266	Chapter	9	Correlation	and	Regression	5.0	4.6	4.4	4.2	0	10	20	30	40	50	Stress	60	©	Cengage	Learning	2013	InSymptoms	4.8	Figure	9.4	A	scatterplot	of	lnSymptoms	as	a	function	of	Stress	with	a	smoothed	regression	line
superimposed	9.7	Other	Ways	of	Fitting	a	Line	to	Data	scatterplot	smoothers	splines	loess	9.8	While	it	is	common	to	fit	straight	lines	to	data	in	a	scatter	plot,	and	while	that	is	a	very	useful	way	to	try	to	understand	what	is	going	on,	there	are	other	alternatives.	One	apparent	drawback	of	this	simple	stem-and-leaf	display	is	that	for	some	data	sets	it	will
lead	to	a	grouping	that	is	too	coarse	for	our	purposes.	Standardization	is	a	simple	linear	transformation	of	the	raw	data,	and,	as	such,	it	does	not	alter	the	shape	of	the	distribution.	If	we	are	looking	at	the	relationship	between	self-esteem	(Y)	and	actual	weight	(X)	for	adults,	it	is	obviously	foolish	to	ask	what	someone’s	selfesteem	would	be	if	he
weighed	0	pounds.	A	somewhat	more	recent	discussion	of	many	of	the	issues	raised	by	Lewis	and	Burke	(1949)	can	be	found	in	Delucchi	(1983),	but	even	that	paper	is	more	than	25	years	old.	©	Cengage	Learning	2013	Chapter	2	Frequency	54	Exercises	55	Key	Terms	Frequency	distribution	(2.1)	Mesokurtic	(2.5)	Coefficient	of	variation	(CV)	(2.8)
Histogram	(2.2)	Platykurtic	(2.5)	Unbiased	estimator	(2.8)	Real	lower	limit	(2.2)	Leptokurtic	(2.5)	Expected	value	(2.8)	Real	upper	limit	(2.2)	Sigma	(∑)	(2.6)	Degrees	of	freedom	(df)	(2.8)	Midpoints	(2.2)	Measures	of	central	tendency	(2.7)	Boxplots	(2.9)	Outlier	(2.2)	Measures	of	location	(2.7)	Box-and-whisker	plots	(2.9)	Kernel	density	plot	(2.3)	Mode
(Mo)	(2.7)	Quartile	location	(2.9)	Stem-and-leaf	display	(2.4)	Median	(Med)	(2.7)	Inner	fence	(2.9)	Exploratory	data	analysis	(EDA)	(2.4)	Median	location	(2.7)	Adjacent	values	(2.9)	Leading	digits	(2.4)	Mean	(2.7)	Whiskers	(2.9)	Most	significant	digits	(2.4)	Trimmed	mean	(2.7)	Deciles	(2.11)	Stem	(2.4)	Dispersion	(2.8)	Percentiles	(2.11)	Trailing	digits
(2.4)	Range	(2.8)	Quantiles	(2.11)	Less	significant	digits	(2.4)	Interquartile	range	(2.8)	Fractiles	(2.11)	Leaves	(2.4)	First	quartile	(2.8)	Linear	transformations	(2.12)	Symmetric	(2.5)	Second	quartile	(2.8)	Centering	(2.12)	Bimodal	(2.5)	Third	quartile	(2.8)	Reflection	(2.12)	Unimodal	(2.5)	Trimmed	samples	(2.8)	Deviation	scores	(2.12)	Modality	(2.5)
Winsorized	(2.8)	Standard	scores	(2.12)	Negatively	skewed	(2.5)	Mean	absolute	deviation	(m.a.d.)	(2.8)	Standardization	(2.12)	Positively	skewed	(2.5)	Standard	deviation	(s)	(2.8)	Nonlinear	transformation	(2.12)	2	Skewness	(2.5)	Sample	variance	(s	)	(2.8)	Kurtosis	(2.5)	Population	variance	(s2)	(2.8)	Exercises	Many	of	the	following	exercises	can	be
solved	using	either	computer	software	or	pencil	and	paper.	After	all,	evangelists	claim	to	know	a	great	deal	about	sin,	though	they	can	hardly	be	said	to	advocate	it.)	Statistics	as	a	subject	is	not	merely	a	cut-and-dried	set	of	facts	but,	rather,	is	a	set	of	facts	put	together	with	a	variety	of	interpretations	and	opinions.	For	example,	a	study	of	marital
relationships	might	involve	asking	husbands	and	wives	to	rate	their	satisfaction	with	their	marriage,	with	the	goal	of	testing	to	see	whether	wives	are,	on	average,	more	or	less	satisfied	than	husbands.	At	that	point,	we	must	ask	whether	the	statistical	results	are	related	in	any	meaningful	way	to	the	objects	or	events	in	question.	In	other	words,	2.009
cuts	off	the	upper	2.5%	of	the	t	distribution	for	50	df	and	due	to	symmetry	we	know	that	22.009	cuts	off	the	lower	2.5%.	There	are	other	ways	to	present	data	besides	pie	charts.	As	you	look	at	these	data	and	read	the	rest	of	the	chapter	you	might	think	about	possible	explanations	for	this	surprising	result.	What	is	Cohen’s	kappa?	(The	horizon	moon
was	always	viewed	with	eyes	level.)	In	both	cases,	the	dependent	variable	was	the	ratio	of	the	perceived	size	of	the	horizon	moon	to	the	perceived	size	of	the	zenith	moon	(a	ratio	of	1.00	would	represent	no	illusion).	For	women	we	expect	means	of	8.5	and	8.0	for	the	Control	and	Threatened	condition.	I	mention	the	potential	discrepancies	here	simply
to	explain	why	analyses	that	you	do	on	the	data	in	this	book	may	come	up	with	slightly	different	results	if	you	use	different	computer	programs.	In	other	words	we	move	across	the	graph	computing	lines	as	we	go	(see	Everitt,	2005).	(More	generally,	the	distribution	of	(X	–	μ)	has	a	mean	of	0	and	the	1	X	2	m	2	scores	are	called	deviation	scores	because
they	measure	deviations	from	the	mean.)	The	effect	of	this	transformation	is	shown	in	the	second	set	of	values	for	the	abscissa	in	Figure	3.6.	We	are	halfway	there,	because	we	now	have	the	mean	down	to	0,	although	the	standard	deviation	(s)	is	still	10.	About	the	only	thing	that	will	turn	off	a	math-phobic	student	faster	than	reading	“f(n)”	is	to	have	it
followed	in	the	next	sentence	with	“g(n).”	All	it	means	is	that	d	depends	on	n	in	some	as	yet	unspecified	way.	Just	make	up	an	arbitrary	rule	of	what	you	will	do	in	those	situations,	and	then	stick	to	it.	gX	gY	N	.	These	stories	can	be	scored	in	any	number	of	ways.	This	figure	represents	the	relation	between	college	GPAs	and	scores	on	some	standard
achievement	test	(such	as	the	SAT)	for	a	hypothetical	sample	of	students.	Treatment	of	Anorexia	Everitt,	in	Hand	et	al.,	1994,	reported	on	family	therapy	as	a	treatment	for	anorexia.	You	might	keep	this	in	mind	the	next	time	you	use	a	measuring	instrument	that	is	“OK	because	it	is	unreliable	only	at	the	extremes.”	It	is	just	those	extremes	that	may
have	the	greatest	effect	on	the	interpretation	of	the	data.	The	last	line	of	the	stem-and-leaf	display	indicates	the	number	of	missing	observations.	(The	variable	“Occupants”	counts	occupants	actually	involved	in	highway	accidents.)	Not	Belted	Belted	6,307	2,323	62	65,245	8,138	35	Occupants	Injured	Fatalities	©	Cengage	Learning	2013	Present	these
data	in	ways	to	show	the	effectiveness	of	seat	belts	in	preventing	death	and	injury.	Outliers	frequently	represent	errors	in	recording	data,	but	in	this	particular	case	it	was	just	a	trial	in	which	the	subject	couldn’t	decide	which	button	to	push.	Students	were	asked	to	examine	the	resulting	pictures	and	rate	each	one	on	a	5-point	scale	of	attractiveness.	It
seems	appropriate	to	obtain	some	sort	of	an	average	of	s21	and	s22	on	the	grounds	that	this	average	should	be	a	better	estimate	of	s2	than	either	of	the	two	separate	estimates.	Personal	assessment	of	how	large	a	difference	is	important.	In	some	situations	such	an	interpretation	can	be	meaningfully	applied.	Those	students	who	have	had	an
introductory	course	will	find	that	the	early	material	provides	a	welcome	review.	b.	That	is	what	I	am	testing.	Kline	(2004)	discusses	this	approach	and	concludes	that	“If	our	natural	reference	for	thinking	about	scores	on	(some)	measure	is	their	original	standard	deviation,	it	makes	most	sense	to	report	standardized	mean	change	(using	that	standard
deviation).”	However	the	important	point	here	is	to	keep	in	mind	that	such	decisions	often	depend	on	substantive	considerations	in	the	particular	research	field,	and	there	is	no	one	measure	that	is	uniformly	best.	In	Jankowski’s	study	of	sexual	abuse,	the	risk	of	adult	abuse	if	a	woman	was	severely	abused	as	a	child	is	.40,	whereas	the	odds	are	0.67.
Thus,	the	81st	percentile	is	that	point	on	the	distribution	below	which	81%	of	the	scores	lie.	The	researcher	disagreed.	I	have	to	admit	that	it	isn’t	always	obvious	how	to	proceed	in	G*Power—there	are	too	many	choices—but	you	can	work	things	out	if	you	take	an	example	to	which	you	already	know	the	answer	(at	least	approximately)	and	reproduce	it
with	the	program.	12	Chapter	1	Basic	Concepts	1.13	Give	an	example	in	which	the	thing	we	are	studying	could	be	either	a	measurement	or	a	categorical	variable.	This	means	that	the	new	mean	will	be	0.00,	but	the	standard	deviation	and	variance	will	remain	unaffected.	He	found	that	both	sets	of	measurements	were	approximately	normally
distributed.	That	is	what	power	is	all	about.	These	critical	values	are	generally	denoted	ta/2	or,	in	this	case,	t.025.	Since	that	time	statistical	analysis	of	data	has	seen	considerable	change.	An	example	from	psychology	is	the	Holmes	and	Rahe	(1967)	scale	of	life	stress.	This	pattern	would	suggest	that	the	data	might	better	be	fit	with	a	logarithmic
transformation	of	distance.	(I	discuss	post	hoc	power	in	the	next	section.	In	testing	the	difference	between	two	independent	means,	we	will	do	basically	the	same	thing,	although	this	time	we	will	work	with	mean	differences.	We	have	been	looking	at	Achenbach’s	Total	Behavior	Problem	scores	and	I	have	suggested	that	they	are	very	normally
distributed.	Missing	Data	Ideally,	with	matched	samples	we	have	a	score	on	each	variable	for	each	case	or	pair	of	cases.	If,	on	the	other	hand,	the	purpose	is	merely	to	obtain	a	statistic	expressing	the	degree	of	relationship	between	the	two	variables,	we	will	speak	of	correlation.	In	an	extended	form	it	states:	Given	a	population	with	mean	m	and
variance	s2,	the	sampling	distribution	of	the	mean	(the	distribution	of	sample	means)	will	have	a	mean	equal	to	m	(i.e.,	mX	5	m),	a	variance	1	sX2	2	equal	to	s2	/n,	and	a	standard	deviation	1	sX	2	equal	to	s/	!n.	Because	n	is	more	easily	manipulated	than	is	either	s2	or	the	difference	(m0	2	m1),	and	since	tampering	©	Cengage	Learning	2013	H1	H0
Power	β	μ	α	μ	0	1	Critical	value	Figure	8.3	Effect	on	b	of	increasing	m0	–	m1	H1	β	μ	Figure	8.4	0	μ	α	1	©	Cengage	Learning	2013	H0	Effect	on	b	of	decrease	in	standard	error	of	the	mean	234	Chapter	8	Power	with	a	produces	undesirable	side	effects	in	terms	of	increasing	the	probability	of	a	Type	I	error,	discussions	of	power	are	generally	concerned
with	the	effects	of	varying	sample	size,	although	McClelland	(1997)	has	pointed	out	that	simple	changes	in	experimental	design	can	also	increase	the	power	of	an	experiment.	On	trial	12,	a	rat	lay	down	and	went	to	sleep	halfway	through	the	maze.	On	the	other	hand,	the	coefficients	of	variation	are	virtually	the	same	for	the	two	groups,	suggesting	that
any	difference	in	variability	between	the	groups	can	be	explained	by	the	higher	scores	in	the	first	group.	Finally,	this	example	nicely	illustrates	the	interaction	between	regression	analyses	and	theory.	This	may	sound	like	an	easy	debate	to	resolve,	but	if	you	read	the	extensive	literature	surrounding	fixed	and	random	marginals,	you	will	find	that	it	is
not	only	a	difficult	debate	to	follow,	but	you	will	probably	come	away	thoroughly	confused.	Assume	for	the	moment	that	we	have	an	infinite	number	of	samples	(each	containing	N	observations)	from	one	population	and	that	we	know	the	population	variance.	(Obviously,	this	is	an	outrageous	exaggeration	of	the	real	world.)	If	the	correlation	were	a
more	likely	r	5	.10,	we	would	say	that	.102	5	1%	of	the	variability	in	life	expectancy	is	related	to	smoking	behavior,	whereas	the	other	99%	is	related	to	other	factors.	Curvilinear	relationships	will	not	be	considered,	although	in	Chapter	15	we	will	see	how	they	are	handled	by	closely	related	procedures.	A	population	is	the	entire	collection	of	events
(students’	scores,	people’s	incomes,	rats’	running	speeds,	etc.)	in	which	you	are	interested.	The	study	by	Levine	(1990)	on	the	pace	of	life	was	a	good	example.	You	should	know	that	any	t	statistic	on	df	degrees	of	freedom	can	be	squared	to	produce	an	F	statistic	on	1	and	df	degrees	of	freedom.	These	articles	are	not	yet	out	of	date,	although	it	has
been	over	60	years	since	they	were	written.	Suppose,	for	example,	that	we	have	two	competing	tests	for	assessing	long-term	memory.	Exercises	81	3.20	Use	a	standard	computer	program	such	as	SPSS,	OpenStat,	or	R	to	generate	5	samples	of	normally	distributed	variables	with	20	observations	per	variable.	The	odd	thing	is	that	no	one	would
seriously	consider	reporting	anything	but	the	unbiased	estimate	of	the	population	variance;	whereas,	we	think	nothing	of	reporting	a	biased	estimate	of	the	population	correlation	coefficient.	This	is	one	of	the	major	reasons	why	we	do	not	particularly	like	to	have	skewed	data.	Since	0º	F	and	0º	C	do	not	represent	the	absence	of	temperature	or
molecular	motion,	they	are	not	true	zero	points.)	Examples	of	ratio	scales	are	the	common	physical	ones	of	length,	volume,	time,	and	so	on.	We	also	know	that	the	critical	two-tailed	value	for	t	at	a	5	.05	is	t.025(9)	5	2.262	[or	t.05(9)	5	62.262].	They	depart	from	the	line	a	bit	at	each	end,	but	that	commonly	happens	unless	you	have	very	large	sample
sizes.	Assume	that	a	clinical	psychologist	wants	to	test	the	hypothesis	that	people	who	seek	treatment	for	psychological	problems	have	higher	IQs	than	the	general	population.	In	this	case	I	have	made	a	relatively	arbitrary	decision	that	my	interest	lies	primarily	in	seeing	whether	people	who	do	well	at	making	intelligent	guesses	also	do	well	on	the
SAT.	The	assumptions	of	normality	and	homogeneity	of	variance	in	arrays	are	associated	with	the	regression	model,	where	we	are	dealing	with	fixed	values	of	X.	(I	told	you	that	you	learned	it	all	in	high	school.)	The	Influence	of	Extreme	Values	on	the	Variance	and	Standard	Deviation	The	variance	and	standard	deviation	are	very	sensitive	to	extreme
scores.	6.2	From	the	point	of	view	of	designing	a	valid	experiment	(as	opposed	to	the	arithmetic	of	calculation),	there	is	an	important	difference	between	Exercise	6.1	and	the	examples	used	in	this	chapter.	In	what	follows	I	will	show	power	calculations	by	hand,	but	then	will	show	the	results	of	using	G*Power	and	the	advantages	that	the	program
offers.	Because	I	have	specified	that	they	are	perfectly	normally	distributed	and	that	there	are	n	5	100	observations,	the	lowest	score	will	be	the	lowest	1%	and	it	will	be	–2.33.	Moody	Senior	Media	Editor:	Mary	Noel	Marketing	Program	Manager:	Sean	Foy	Art	Direction,	Production	Management,	and	Composition:	PreMediaGlobal	Cover	Direction:
Pamela	A.	You	would	end	up	mixing	the	3rd	measurement	for	Sylvia	with	the	2nd	measurement	for	Bob	and	perhaps	the	2nd	measurement	for	Walter.	These	are	actual	data.	If	we	are	making	predictions	about	a	future	individual	we	will	have	error	associated	with	the	mean	of	Y	for	that	X,	but	also	variance	of	the	Y	values	themselves.	For	simplicity	they
restricted	their	data	to	women	who	were	current	smokers	or	had	never	smoked.	For	example,	had	we	recorded	reaction	times	to	the	nearest	thousandth	of	a	second,	rather	than	to	the	nearest	hundredth,	the	interval	35–39	would	include	all	values	between	34.5	and	39.5	because	values	falling	between	those	points	Grouped	frequency	distribution
Interval	Midpoint	Frequency	Cumulative	Frequency	35–39	40–44	45–49	50–54	55–59	60–64	65–69	70–74	75–79	80–84	37	42	47	52	57	62	67	72	77	82	7	20	35	41	47	54	39	22	13	9	7	27	62	103	150	204	243	265	278	287	1	Interval	Midpoint	Frequency	Cumulative	Frequency	85–89	90–94	95–99	100–104	105–109	110–114	115–119	120–124	125–129	87	92
97	102	107	112	117	122	127	4	3	3	2	0	0	0	0	1	291	294	297	299	299	299	299	299	300	Different	people	seem	to	mean	different	things	when	they	talk	about	a	“histogram.”	Some	use	it	for	the	distribution	of	the	data	regardless	of	whether	or	not	categories	have	been	combined	(they	would	call	Figure	2.1	a	histogram),	and	others	reserve	it	for	the	case
where	adjacent	categories	are	combined.	But	to	include	these	and	similar	topics,	something	had	to	go	if	the	text	was	to	remain	at	a	manageable	size.	Cohen	and	others	have	developed	statistical	tests	for	the	significance	of	kappa	(see	Fleiss,	Nee,	and	Landis	(1979)).	This	can	be	done	in	three	ways,	ranging	from	most	to	least	satisfactory:	1.	They	also
asked	other	students	to	answer	the	questions	without	even	having	seen	the	passage.	Then	21/30	=	0.70	=	70%	agreement.	For	example,	suppose	that	we	name	each	bump	by	the	score	over	which	it	is	centered.	2.1	Plotting	Data	As	you	can	see,	there	are	simply	too	many	numbers	in	Table	2.1	for	us	to	interpret	them	at	a	glance.	We	do	our	best	to
ensure	that	our	measures	relate	as	closely	as	possible	to	what	we	want	to	measure,	but	our	results	are	ultimately	only	the	numbers	we	obtain	and	our	faith	in	the	relationship	between	those	numbers	and	the	underlying	objects	or	events.4	From	the	preceding	discussion,	the	apparent	conclusion—and	the	one	accepted	in	this	book—is	that	the
underlying	measurement	scale	is	not	crucial	in	our	choice	of	statistical	techniques.	Now	suppose	that	we	want	the	probability	that	the	child	will	be	more	than	one	standard	deviation	(10	points)	from	the	mean	in	either	direction.	David	C.	We	will	define	the	odds	ratio	for	all	strata	together	as	OR	5	S	1	n11kn22k	/n..k	2	S	1	n12kn21k	/n..k	2	For	the
Berkeley	data	we	have	Department	B	C	D	E	F	n11kn22k	/n..k	Data	353	17	120	202	138	131	53	94	22	24	207	8	205	391	279	244	138	299	351	317	Sum	n12kn21k	/n..k	4.827	6.015	57.712	50.935	42.515	46.148	27.135	22.212	9.768	11.798	141.957	137.108	The	two	entries	on	the	right	for	Department	B	are	353	3	8/585	5	4.827	and	207	3	17/585	5	6.015.
This	coefficient	is	called	phi	(f),	and	it	represents	the	correlation	between	two	variables,	each	of	which	is	a	dichotomy	(a	dichotomy	is	a	variable	that	takes	on	one	of	two	distinct	values).	7.39	In	Exercise	7.37	a	significant	difference	might	lead	someone	to	suggest	that	poor	parent-child	relationships	are	the	cause	of	schizophrenia.	(Remember	that	the
sampling	distribution	of	the	variance	in	small	samples	is	badly	positively	skewed.	This	area	contains	the	sample	means	that	would	result	in	significant	values	of	t.	Section	7.3	Testing	a	Sample	Mean	When	s	is	Unknown—The	One-Sample	t	Test	195	3.0	4.0	3.5	4.5	5.0	5.5	6.0	6.5	7.0	©	Cengage	Learning	2013	μ	Figure	7.6	Confidence	intervals	computed



on	25	samples	from	a	population	with	m	5	5.	To	the	extent	that	we	think	our	sample	is	not	representative	of	U.S.	high-school	students,	we	must	limit	our	interpretation	of	the	results.	When	we	discuss	confidence	limits,	we	will	have	a	sample	mean	(or	some	other	statistic)	and	will	want	to	set	limits	that	have	a	probability	of	.95	of	bracketing	the
population	mean	(or	some	other	relevant	parameter).	By	chance	some	participants	would	happen	to	have	a	higher	weight	on	X2	than	on	X1,	and	some	would	have	a	lower	weight,	but	on	the	average	there	would	be	no	important	difference.	But	now	suppose	that	I	come	along	and	want	to	replicate	his	study.	Obviously,	a	certain	amount	of	common	sense
is	required	in	interpreting	the	results	of	these	statistical	manipulations.	20	Section	7.6	Heterogeneity	of	Variance:	the	Behrens–Fisher	Problem	219	be	considered.	This	view	hinges	on	the	argument	that	if	you	had	high	power,	you	would	have	been	very	likely	to	reject	a	false	null,	and	thus	nonsignificance	indicates	that	the	null	is	either	true	or	nearly
so.	As	might	be	expected,	power	is	a	function	of	several	variables.	The	second	Exhibit	6.1a	5	SPSS	Data	file	and	dialogue	box	The	most	disturbing	thing	about	these	data	is	that	nearly	40%	of	the	women	reported	some	level	of	abuse.	What	is	the	odds	ratio	for	the	analysis	in	part	a?	What	they	are	really	encouraging	us	to	do	is	to	always	use	a	one-tailed
test	but	not	to	worry	about	choosing	a	particular	tail	until	after	we	see	the	results.	Thus,	for	all	situations	in	which	we	are	even	remotely	likely	to	use	matched	samples	(when	we	expect	a	positive	correlation	between	X1	and	X2),	the	matched-sample	design	is	more	powerful	than	the	corresponding	independent-groups	design.	(This	is	easier	to	see	if
you	cover	up	all	data	points	for	X	<	400.)	We	must	take	into	account	the	effect	of	range	restrictions	whenever	we	see	a	correlation	coefficient	based	on	a	restricted	sample.	Section	2.9	49	Calculation	and	boxplots	for	data	from	Table	2.7	Median	location	5	(N	1	1)/2	5	(38	1	1)/2	5	19.5	Median	5	3	Quartile	location	5	(median	location†	1	1)/2	5	(19	1	1)/2
5	10	Q1	5	10th	lowest	score	5	2	Q3	5	10th	highest	score	5	4	Interquartile	range	5	4	2	2	5	2	Interquartile	range	*	1.5	5	2*1.5	5	3	Lower	inner	fence	5	Q1	2	1.5(interquartile	range)	5	2	2	3	5	21	Upper	inner	fence	5	Q3	1	1.5(interquartile	range)	5	4	1	3	5	7	Lower	adjacent	value	5	smallest	value	$	lower	fence	5	1	Upper	adjacent	value	5	largest	value	#
upper	fence	5	7	0	5	10	**	15	20	*	25	30	35	*	†	Drop	any	fractional	values.	6.12	Measure	of	Agreement	We	have	one	more	measure	that	we	should	discuss.	At	the	same	time,	even	the	lower	limit	on	the	confidence	interval	is	meaningfully	large.	For	a	good	discussion	of	this	issue	I	recommend	Dracup	(2005).	To	calculate	kappa	we	first	need	to	calculate
the	expected	frequencies	for	each	of	the	diagonal	cells,	assuming	that	judgments	are	independent.	In	addition,	keep	in	mind	that	the	dependent	variable	is	the	“degree	of	sexual	arousal”	on	an	arbitrary	scale.	The	important	fact	about	the	data	is	that	any	of	the	six	possible	configurations	of	the	same	frequencies	(such	as	21,	30,	39)	would	produce	the
same	value	of	x2,	and	you	receive	no	credit	for	the	fact	that	the	configuration	you	obtained	is	precisely	the	one	that	you	predicted.	But	if	we	break	the	data	down	by	age	groups	we	have	Age	Smoker	Dead	Alive	18–24	25–34	35–44	45–54	S	NS	S	NS	S	NS	S	NS	2	1	3	5	14	7	27	12	53	61	121	152	95	114	103	66	55–64	S	NS	51	40	64	81	65–74	75+	S	NS	S
NS	29	101	13	64	7	28	0	0	©	Cengage	Learning	2013	a.	This	population	will	have	what	is	called	a	uniform	(rectangular)	distribution—every	value	between	0	and	100	will	be	equally	likely.	5.10	High	affiliation	5.05	Low	affiliation	59	5.00	©	Cengage	Learning	2013	Immunity	Exercises	4.95	4.90	4.85	4.80	Stable	Unstable	Stability	160	150	140	130	120
110	100	90	80	70	60	Black	White	No	insult	©	Cengage	Learning	2013	Shock	level	2.25	Rogers	and	Prentice-Dunn	(1981)	had	subjects	deliver	shock	to	their	fellow	subjects	as	part	of	a	biofeedback	study.	(You	may	be	perfectly	willing	to	take	the	statement	that	we	divide	by	N	21	on	faith,	but	I	get	a	lot	of	questions	about	it,	so	I	guess	you	will	just	have
to	read	the	explanation—or	skip	it.)	There	are	a	number	of	ways	to	explain	why	sample	variances	require	N	21	as	the	denominator.	If	we	reversed	them	in	this	example	we	would	find	OR	5	0.546,	and	conclude	that	your	odds	of	having	a	heart	attack	in	the	aspirin	condition	are	about	half	of	what	they	are	in	the	No	Aspirin	condition.	The	standardized
regression	coefficient	is	shown	as	.532.	7.7	Hypothesis	Testing	Revisited	In	Chapter	4	we	spent	time	examining	the	process	of	hypothesis	testing.	Programs	like	Excel	also	have	the	advantage	that	most	people	have	one	or	more	of	them	installed	on	their	personal	computers.	Right	here	you	see	one	of	the	problems	with	discussing	random	sampling.	We
do	not	assume,	for	example,	that	the	difference	between	10	and	15	points	represents	the	same	difference	in	stress	as	the	difference	between	15	and	20	points.	Or	we	might	wish	to	compare	the	mean	levels	of	retention	of	a	group	of	college	students	asked	to	recall	active	declarative	sentences	and	a	group	asked	to	recall	passive	negative	sentences.
m2),	and	thus	we	will	use	a	two-tailed	test.	We	have	a	patient	with	a	score	of	31.	Soc.	That	is	certainly	not	always	the	case.	They	are	excellent	definitional	formulae,	but	we	will	now	consider	a	more	practical	set	of	calculational	formulae.	If,	instead,	we	looked	at	all	the	values	of	Y	regardless	of	X	(or	all	values	of	X	regardless	of	Y),	we	would	have	what
is	called	the	marginal	distribution	of	Y	(or	X).	Each	student	estimated	at	what	percentile	he	or	she	scored	on	a	test	of	logical	reasoning.	There	is	reason	to	conclude	that	the	intervention	was	successful.	If	I	were	you	I’d	start	worrying.	The	distribution	in	Table	2.3	is	shown	as	a	histogram	in	Figure	2.2.	People	often	ask	about	the	optimal	number	of
intervals	to	use	when	grouping	data.	What	percentage	of	the	counts	will	lie	below	990?	Unbiased	Estimators	unbiased	estimators	I	pointed	out	in	Chapter	1	that	we	generally	calculate	measures	such	as	the	mean	and	variance	to	use	as	estimates	of	the	corresponding	values	in	the	populations.	One	major	advantage	of	Fisher’s	Exact	Test	is	that	it	is	not
based	on	the	x2	distribution,	and	is	thus	not	affected	by	a	lack	of	continuity.	On	the	other	hand,	when	our	interest	is	centered	on	the	correlation	between	X	and	Y,	we	are	dealing	with	the	bivariate	model,	in	which	X	and	Y	are	both	random	variables.	Thus,	we	can	write	s2Y	5	SSY	SSY			and		sY	5	Å	df	df	The	Standard	Error	of	Estimate	Now	suppose	we
wish	to	make	a	prediction	about	symptoms	for	a	student	who	has	a	specified	number	of	stressful	life	events.	(Good	(1999)	has	made	the	point	that	we	place	our	confidence	in	the	method,	and	not	in	the	interval,	and	that	statement	makes	a	lot	of	sense.	The	correlations	are	so	low	that	it	is	not	even	worth	asking	the	question.	The	investigator	is
essentially	saying	that	differences	less	than	this	have	no	important	or	useful	meaning,	whereas	greater	differences	do.	But	there	are	many	designs	that	are	more	complex	than	the	ones	discussed	here.	These	are	highly	reliable	and	relatively	easy-to-use	packages,	and	one	or	more	of	them	is	generally	available	in	any	college	or	university	computer
center.	(And	how	nonnormal	a	distribution	with	a	small	sample	size	can	look.)	Using	the	Tables	of	the	Standard	Normal	Distribution	As	already	mentioned,	the	standard	normal	distribution	is	extensively	tabled.	If	I	give	exactly	the	same	test	each	week,	there	should	be	some	memory	carrying	over	from	the	first	presentation.	10	15	20	25	30	35	40	45	50
55	60	65	70	75	80	85	90	00	.0	.0	.0	.0	.0	.0	.0	.0	.0	.0	.0	.0	.0	.0	.0	.0	.0	Mean	of	5	Figure	7.2a	©	Cengage	Learning	2013	Frequency	Sampling	distribution	of	the	mean	when	n	5	5	1000	800	600	400	Std.	12.706	4.303	3.182	2.776	2.571	2.447	2.365	2.306	2.262	2.228	...	With	small	sample	sizes,	power	is	more	likely	to	be	a	problem	than	inflated	Type	I
error	rates.	(This	is	called	the	percentile	rank	of	600.)	3.14	In	Exercise	3.13	what	score	would	be	equal	to	or	greater	than	75%	of	the	scores	on	the	exam?	To	put	this	differently,	extreme	scores	play	a	disproportionate	role	in	determining	the	variance.	But	if	you	take	the	observations	from	the	earlier	therapeutic	touch	example	and	shake	them	up	in	a
hat,	you	haven’t	lost	anything	of	importance	because	it	really	doesn’t	matter	if	the	2nd	observation	had	actually	been	the	22nd.	(Remember	that	I	have	forced	m	5	100,	so	I	have	a	distribution	for	which	I	know	that	the	null	hypothesis	is	true.)	What	I	have	really	done	instead	is	not	to	create	that	huge	population,	but	to	sample	with	replacement	from	the
original	data.	Most	computer	programs	operate	in	this	way.	8.15	A	beleaguered	PhD	candidate	has	the	impression	that	he	must	find	significant	results	if	he	wants	to	defend	his	dissertation	successfully.	9.13	One	Final	Example	I	want	to	introduce	one	final	example	because	it	illustrates	several	important	points	about	correlation	and	regression.	The
data	appear	below.	The	test	is	now	known	simply	as	the	SAT,	or,	more	recently,	the	SAT-I.	It	is	also	possible	that	physicians	increase	the	rate	of	live	births	that	then	die	soon	after	birth	and	are	counted	in	the	mortality	rate	but	would	not	have	been	counted	if	they	had	not	been	born	live.	That	is	the	site	to	which	I	refer	when	I	mention	“this	book’s	Web
site.”	Just	follow	the	links	that	you	find	there.	What	Aronson	actually	found,	which	is	trivially	different	from	the	sample	data	I	generated	in	240	Chapter	8	Power	Chapter	7,	were	means	of	9.58	and	6.55	for	the	Control	and	Threatened	groups,	respectively.	Chapter	7	Hypothesis	Tests	Applied	to	Means	Table	7.	But	we	would	also	want	to	include
confidence	limits	on	the	mean	weight	gain	following	therapy,	and	our	effect	size	estimate	(d).	0	1.	Plot	an	ungrouped	frequency	distribution	for	these	data	using	the	same	scale	on	the	axes	as	you	used	for	the	children’s	data	in	Exercise	2.1.	2.5	c.	2.262,	we	can	reject	H0	at	a	5	.05	and	conclude	that	the	true	mean	ratio	under	these	conditions	is	not
equal	to	1.00.	However,	if	this	experiment	had	measured	the	girls’	self-esteem,	rather	than	weight,	I	would	not	know	what	to	think	if	you	said	that	they	gained	7.26	self-esteem	points,	because	that	scale	means	nothing	to	me.	Section	7.5	Hypothesis	Tests	Applied	to	Means—Two	Independent	Samples	sX	2X	5	"s2X1	1	s2X2	5	1	2	209	s21	s22	1	n2	Å	n1
Thus	we	can	write	z5	1	X1	2	X2	2	2	1	m1	2	m2	2	sX	2X	1	5	2	1	X1	2	X2	2	2	1	m1	2	m2	2	s22	s21	1	n2	Å	n1	The	critical	value	for	a	5	.05	is	z	5	±1.96	(two-tailed),	as	it	was	for	the	one-sample	tests	discussed	earlier.	As	such	it	is	a	measure	of	the	predicted	rate	of	change	in	Y.	To	extend	this	procedure,	consider	the	situation	in	which	we	want	to	know	the
probability	that	a	score	will	be	between	30	and	40.	Our	regression	equation	would	now	be	written	as	Y^	5	4.865	3	Score	1	373.736.	In	the	real	world,	however,	not	everyone	is	admitted	to	college.	They	recorded	the	amount	of	shock	that	the	subjects	delivered	to	white	participants	and	black	participants	when	the	subjects	had	and	had	not	been
insulted	by	the	experimenter.	The	following	example	illustrates	these	rules.	This	offers	the	opportunity	to	give	students	opposing	views	and	help	them	to	understand	the	issues.	How	would	you	characterize	the	two	variables	in	terms	of	what	we	have	labeled	“scales	of	measurement”?	Some	of	the	exercises	refer	to	a	large	data	set	named	ADD.dat,
which	is	available	at	www.uvm.edu/~dhowell/methods8/DataFiles/Add.dat.	Whether	they	are	large	enough	to	make	us	suspicious	is	one	of	the	questions	a	boxplot	is	designed	to	address.	As	n	1	`,	p	1	s2	,	s2	2	1	p	1	s2	.	The	central	limit	theorem	states	that	if	we	obtain	the	sampling	distribution	of	the	mean	from	this	population,	it	will	have	a	mean	of	m
5	50,	a	variance	of	s2	/n,	and	a	standard	deviation	(usually	referred	to	as	the	standard	error3)	of	s/	!n.	2.43	In	Exercise	2.1,	what	percentage	of	the	scores	fall	within	plus	or	minus	two	standard	deviations	from	the	mean?	Thus,	given	a	5-point	scale	where	5	represents	“strongly	agree”	and	1	represents	“strongly	disagree,”	a	4	on	“I	hate	movies”	would
be	comparable	to	a	2	on	“I	love	plays.”	If	we	want	the	scores	to	be	comparable,	we	need	to	rescore	the	negative	items	(for	example),	converting	a	5	to	a	1,	a	4	to	a	2,	and	so	on.	I	will	use	the	30	males	in	my	course,	but	I	can	also	find	another	20	in	another	course	who	are	willing	to	participate.	That	means	that	if	the	distribution	was	not	normal	before	it
was	transformed,	it	will	not	be	normal	afterward.	We	will	represent	the	parametric	equivalent	of	b	(the	slope	we	would	compute	if	we	had	X	and	Y	measures	on	the	whole	population)	as	b*.15	14	15	This	is	the	same	Student’s	t	that	we	saw	in	Chapter	7.	(2-sided)	Exact	Sig.	It	is	useful	to	see	how	the	distribution	approaches	a	normal	distribution	as	the
number	of	observations	increases.	In	other	words,	we	will	conclude	(statistically)	that	m1	?	Computed	only	for	a	2	3	2	table.	If	we	are	willing	to	increase	a,	our	cutoff	point	moves	to	the	left,	thus	simultaneously	decreasing	b	and	increasing	power,	although	with	a	corresponding	rise	in	the	probability	of	a	Type	I	error.	If	you	were	writing	up	these
results,	you	would	probably	want	to	say	something	like	the	following:	In	an	examination	of	the	question	of	whether	adult	sexual	abuse	can	be	traced	back	to	earlier	childhood	sexual	abuse,	934	undergraduate	women	were	asked	to	report	on	168	Chapter	6	Categorical	Data	and	Chi-Square	the	severity	of	any	childhood	sexual	abuse	and	whether	or	not
they	had	been	abused	as	adults.	To	resolve	this	difficulty,	we	divide	the	covariance	by	the	size	of	the	standard	deviations	and	make	this	our	estimate	of	correlation.	We	will	assume	that	Aronson’s	estimates	of	the	population	means	and	standard	deviation	are	essentially	correct.	In	other	words,	it	would	be	a	conditional	mean—conditioned	on	that	value
of	X.	What	would	you	conclude	from	these	data?	Langlois	and	Roggman	were	interested	in	investigating	what	makes	faces	attractive.	It	is	also	in	line	with	the	statement	that	the	median	is	the	50th	percentile.	The	authors	were	primarily	interested	in	determining	whether	the	mean	rating	of	the	faces	in	Set	4	was	less	than	the	mean	rating	of	the	faces
in	Set	32.	For	this	purpose,	the	critical	values	of	t	are	presented	in	Appendix	t.	In	particular	the	one-way	analysis	of	variance	is	an	extension	to	the	case	of	more	than	two	independent	groups,	and	the	factorial	analysis	of	variance	is	a	similar	extension	to	the	case	of	more	than	one	independent	variable.	If	in	fact	the	therapy	program	had	no	effect	(i.e.,	if
H0	is	true),	the	average	weight	would	not	change	from	session	to	session.	(In	this	case,	a	nonzero	intercept	would	suggest	a	lack	of	linearity	over	the	wider	range	of	weight	from	0	to	300	pounds,	but	we	probably	are	not	interested	in	nonlinearity	in	the	extremes	anyway.)	In	many	situations	it	is	useful	to	“center”	your	data	at	the	mean	by	subtracting
the	mean	of	X	from	every	X	value.	You	might	reasonably	40	Chapter	2	Describing	and	Exploring	Data	think	that	the	more	widely	the	scores	are	dispersed,	the	greater	the	deviations	and	therefore	the	greater	the	average	of	the	deviations.	In	other	words,	r2	5	SSY^	SSY	This	interpretation	of	r2	is	extremely	useful.	This	means	that	GPAs	are	available
mainly	for	students	who	had	relatively	high	scores	on	the	standardized	test.	In	problems	of	simple	correlation	and	regression,	the	data	consist	of	two	observations	from	each	of	N	subjects,	one	observation	on	each	of	the	two	variables	under	consideration.	Because	our	quartiles	are	the	values	2	and	4,	the	inner	fences	will	be	at	2	2	3	5	21	and	4	1	3	5	7.
Deviation	N	598.57	61.57	28	46.21	6.73	28	Adapted	from	output	by	SPSS,	Inc.	So	Tukey	suggested	an	alternative	scheme	where	“5*”	represents	50–51,	“5t”	represents	52–53,	“5f”	represents	54–55,	“5s”	represents	56–57,	and	“5.”	represents	58–59.	Assume	that	the	distributions	are	normal.	In	other	words,	women	are	admitted	at	a	lower	rate	overall
because	they	predominantly	apply	to	departments	with	more	selective	admissions	(for	both	males	and	females).	Use	any	statistical	program	to	run	t	tests	to	compare	the	first	two	groups	on	the	Depression,	Anxiety,	and	Global	Symptom	Index	t	scores	from	the	Brief	Symptom	Inventory	(Derogatis,	1983).	We	can	take	the	results	that	we	just	obtained,
treat	them	as	an	accurate	reflection	of	the	population	means	and	standard	deviations,	and	use	those	values	to	calculate	the	estimated	effect	size.	The	fact	remains,	however,	that	for	whatever	reason,	the	weights	were	sufficiently	higher	on	the	second	occasion	to	allow	us	to	reject	H0	:	mD	5	m1	2	m2	5	0.13	Confidence	Intervals	The	fact	that	we	have	a
significant	difference	between	the	group	means	all	is	well	and	good,	but	it	would	be	even	better	to	have	a	confidence	interval	on	that	difference.	This	chapter	will	deal	with	two	interwoven	topics:	correlation	and	regression.	This	agrees	with	the	result	we	found.	It	is	that	idea	that	is	the	biggest	departure	from	traditional	thinking.	Where	would	they
have	differed	from	what	is	here,	and	why	might	their	approach	be	clearer?)	Given	the	null	hypothesis	as	stated,	we	can	now	calculate	t:	t5	X1	2	X2	X	1	2	X2	X1	2	X2	5	5	2	2	sX	2X	sp	sp	1	1	1	2	1	s2p	a	1	b	n	n	n	n	Å	1	Å	2	1	2	Because	we	are	testing	H0,	m1	–	m2	5	0,	the	m1	–	m2	term	has	been	dropped	from	the	equation.	For	the	other	two	groups	the
odds	ratios	relative	to	the	Category	0	group	are	2.40	and	6.29.	e.	(1998).	As	mentioned	earlier,	the	average	of	these	variances,	weighted	by	the	degrees	of	freedom	for	each	array,	would	be	s2Y	#	X,	the	residual	or	error	variance.	PIP	5	1	2	"	1	1	2	r2	2	For	large	sample	sizes	this	statistic	is	the	reduction	in	the	size	of	the	standard	error	of	estimate.	The
actual	data	for	this	experiment	are	given	in	Table	7.4.	In	this	example,	we	want	to	test	the	null	hypothesis	that	the	means	are	equal	under	the	two	viewing	conditions.	We	will	see	instances	of	situations	in	which	regression	(rather	than	correlation)	is	the	goal	even	when	both	variables	are	random.	SPSS	Analysis	The	SPSS	analysis	of	the	Adams	et	al.
Assessing	Whether	Data	Are	Normally	Distributed	Q-Q	plots	(quantile-quantile	plots)	There	will	be	many	occasions	in	this	book	where	we	will	assume	that	data	are	normally	distributed,	but	it	is	difficult	to	look	at	a	distribution	of	sample	data	and	assess	the	reasonableness	of	such	an	assumption.	Interpret	the	row	and	column	percentages.	Assume	for
the	moment	that	knowledge	of	the	population	variances	(s2i	)	is	not	a	problem.	The	fact	that	they	are	different	lines	reflects	the	fact	that	they	were	designed	for	different	purposes—one	minimizes	g	1	Y	2	Y^	2	2	and	the	other	minimizes	g	1	X	2	X^	2	2.	Section	1.3	Measurement	Scales	7	differences	between	points	on	the	scale.	Perhaps	the	simplest	is
phrased	in	terms	of	what	has	been	said	about	the	sample	variance	(s2)	as	an	unbiased	estimate	of	the	population	variance	(s2).	(Hint:	Find	the	critical	value	for	t,	invent	values	for	m1	and	m2	and	n1	and	n2,	and	then	solve	for	the	required	value	of	s.)	Now	calculate	the	retrospective	power	of	this	experiment.	(Although	superimposing	a	normal
distribution,	as	we	have	just	done,	helps	in	evaluating	the	shape	of	the	distribution,	there	are	better	ways	of	judging	whether	sample	data	are	normally	distributed.	What	about	Kappa?	8.14	Make	up	a	simple	two-group	example	to	demonstrate	that	for	a	total	of	30	subjects,	power	increases	as	the	sample	sizes	become	more	nearly	equal.	(Well,	it	is
interesting	to	some	people.)	Section	9.9	Assumptions	Underlying	Regression	and	Correlation	S	Y2	•	4	273	5.0	S	Y2	•	2	S	Y2	•	1	4.8	4.6	4.4	4.2	First	X1	X2	X3	X4	Second	Third	Fourth	Fifth	Quintiles	of	Stress	Figure	9.6	a)	Scatter	diagram	illustrating	regression	assumptions;	b)	Similar	plot	for	the	data	on	Stress	and	Symptoms	array	homogeneity	of
variance	in	arrays	normality	in	arrays	conditional	array	understand	why,	consider	the	data	plotted	in	Figure	9.6a.	To	reduce	our	error	to	one-half	of	what	it	would	be	without	knowledge	of	X	requires	a	correlation	of	.866,	and	even	a	correlation	of	.95	reduces	the	error	by	only	about	two-thirds.	1.2	Descriptive	and	Inferential	Statistics	descriptive
statistics	exploratory	data	analysis	(EDA)	inferential	statistics	parameter	statistic	Returning	to	our	intervention	program	for	stress,	once	we	have	chosen	the	variables	to	be	measured	and	schools	have	administered	the	program	to	the	students,	we	are	left	with	a	collection	of	raw	data—the	scores.	Algina,	Keselman,	and	Penfield	(2005)	have	recently
pointed	out	that	measures	such	as	Cohen’s	d	are	often	improved	by	use	of	these	statistics.	However,	if	the	data	are	almost	as	likely	under	H0	as	they	are	for	some	other	alternative,	we	would	be	inclined	to	retain	H0.	These	two	distributions	obviously	are	not	symmetric.	We	simply	take	the	ratio	of	the	two	odds	(or	risks).	3.12	Unfortunately,	the	whole
world	is	not	built	on	the	principle	of	a	normal	distribution.	For	example,	if	you	change	the	6	to	a	7	and	the	10	to	a	13,	the	remaining	number	is	determined;	it	must	be	4	if	the	mean	is	to	be	8.	Now	that	we	have	several	examples,	this	is	a	good	point	to	go	back	and	look	at	their	proposal.	What	is	the	odds	ratio	for	the	analysis	in	part	c?	Chapter	9
Correlation	and	Regression	Table	9.4	Subject	Stress	(X)	lnSymptoms	(Y)	1	2	3	4	5	6	7	8	9	10	...	If	t	is	significant,	we	would	then	declare	the	two	groups	to	differ	in	their	variances.20	Alternative	approaches	have	been	proposed,	see,	for	example,	Brown	and	Forsythe	(1974)	and	O’Brien	(1981),	but	they	are	rarely	implemented	in	standard	software,	and
I	will	not	elaborate	on	them	here.	Section	1.1	external	validity	random	assignment	internal	validity	Important	Terms	3	Assuming	that	the	sample	is	truly	random,	we	cannot	only	estimate	certain	characteristics	of	the	population,	but	we	can	also	have	a	very	good	idea	of	how	accurate	our	estimates	are.	Suppose	the	data	are	those	shown	in	Table	6.13.
Bullying	Gender	Job	Category	Male	Female	Male	Female	Male	Female	Male	Female	Male	Female	Manual	a.	Visintainer,	Volpicelli,	and	Seligman	(1982)	investigated	the	hypothesis	that	rats	given	60	trials	of	inescapable	shock	would	be	less	likely	later	to	reject	an	implanted	tumor	than	would	rats	who	had	received	60	trials	of	escapable	shock	or	60
no-shock	trials.	The	assumption	of	homogeneity	of	variance	is	necessary	to	ensure	that	s2Y	#	Xis	representative	of	the	variance	of	each	array,	and	the	assumption	of	normality	is	necessary	because	we	use	the	standard	normal	distribution.	These	leaf	values	correspond	to	the	units’	digits	in	the	raw	data.	6.18	Pugh	(1983)	conducted	a	study	of	how
jurors	make	decisions	in	rape	cases.	I	have	finally	decided	that	for	teaching	purposes	I’m	going	to	go	with	the	Bayesians.11	Going	with	the	traditionalists	requires	such	convoluted	sentences	that	you	look	like	you	are	trying	to	confuse	rather	than	clarify.	But	now	we	can	see	that	we	are	testing	a	hypothesis	using	one	sample	of	data	(the	sample	of
difference	scores),	and	we	already	know	how	to	do	that.	2.17	Using	the	data	from	Exercise	2.15,	a.	1.4	Using	Computers	When	I	wrote	the	first	edition	of	this	book	thirty-five	years	ago	most	statistical	analyses	were	done	on	desktop	or	hand	calculators,	and	textbooks	were	written	accordingly.	Key	Terms	Sampling	distribution	of	the	mean	(7.1)	r	level
(7.3)	Central	limit	theorem	(7.1)	Matched	samples	(7.4)	Standard	error	of	differences	between	means	(7.5)	Uniform	(rectangular)	distribution	(7.1)	Repeated	measures	(7.4)	Weighted	average	(7.5)	Standard	error	(7.2)	Related	samples	(7.4)	Pooled	variance	estimate	(7.5)	Student’s	t	distribution	(7.3)	Matched-sample	t	test	(7.4)	df'	(7.6)	Bootstrapping
(7.3)	Difference	scores	(7.4)	Homogeneity	of	variance	(7.7)	Point	estimate	(7.3)	Gain	scores	(7.4)	Heterogeneous	variances	(7.7)	Confidence	limits	(7.3)	Cohen’s	d	(7.4)	Behrens–Fisher	problem	(7.7)	Confidence	interval	(7.3)	Sampling	distribution	of	differences	between	means	(7.5)	Welch–Satterthwaite	solution	(7.7)	Credible	interval	(7.3)	Robust	(7.7)
Variance	sum	law	(7.5)	Exercises	The	following	numbers	represent	100	random	numbers	drawn	from	a	rectangular	population	with	a	mean	of	4.5	and	a	standard	deviation	of	.2.7.	Plot	the	distribution	of	these	digits.	It	represents	the	number	of	independent	pieces	of	data.	(1996)	data	is	given	in	Table	7.6.	Notice	that	SPSS	first	provides	what	it	calls
Levene’s	test	for	equality	of	variances.	A	similar	amount	of	money	spent	on	prevention	efforts	with	young	children,	however,	may	eventually	have	a	very	substantial	effect—hence	the	inclusion	of	this	example	in	a	text	primarily	aimed	at	psychologists.)	The	two	countries	with	the	longest	life	expectancy	(Iceland	and	Japan)	spend	nearly	the	same
amount	of	money	on	health	care	as	the	country	with	the	shortest	life	expectancy	(Portugal).	(They	will	be	the	outliers.)	Now	we	are	ready	to	draw	the	boxplot.	What	is	the	general	shape	of	the	distribution?	We	can	then	take	the	odds	ratio	of	each	of	the	other	groups	against	this	one.	Does	this	seem	to	you	to	be	a	fair	statement	of	the	situation?	The
denominator	is	simply	the	degrees	of	freedom.	One	way	to	do	this	is	to	focus	on	how	each	child	changed	over	the	course	of	the	year.	A	second,	randomly	assigned	group	(n	5	12)	was	informed	that	Asian	males	often	outperformed	white	males,	and	that	the	test	was	intended	to	help	explain	the	difference	in	performance.	(You	do	not	have	to	agree	with
something	to	think	that	it	is	worth	studying.	The	range	is	an	exceedingly	common	measure	and	is	illustrated	in	everyday	life	by	such	statements	as	“The	price	of	red	peppers	fluctuates	over	a	$3	range	from	$.99	to	$3.99	per	pound.”	The	range	suffers,	however,	from	a	total	reliance	on	extreme	values,	or,	if	the	values	are	unusually	extreme,	on	outliers.
Exercises	8.11	247	Writing	Up	the	Results	of	a	Power	Analysis	We	usually	don’t	say	very	much	in	a	published	study	about	the	power	of	the	experiment	we	just	ran.	If	our	purpose	is	to	assess	the	degree	to	which	variance	in	Y	is	linearly	attributable	to	variance	in	X,	we	again	need	make	no	assumptions.	Thus,	the	ratio	between	40º	and	80º	on	a
Fahrenheit	scale	is	different	from	the	ratio	between	4.4º	and	26.7º	on	a	Celsius	scale,	although	the	temperatures	are	comparable.	Many	experimental	designs	involve	related	samples.	To	correct	for	this	we	can	compute	what	is	known	as	the	adjusted	correlation	coefficient	(radj):	radj	5	Å	12	1	1	2	r2	2	1	N	2	1	2	N22	This	is	a	relatively	unbiased
estimate	of	the	population	correlation	coefficient.	(However,	in	a	bar	chart	the	values	on	the	X	axis	can	form	a	nominal	scale,	as	they	do	here.	The	means	and	standard	deviations	are	found	in	the	middle	of	the	output,	and	you	can	see	that	we	are	dealing	with	a	group	that	has	high	achievement	scores	(the	mean	is	almost	600,	with	a	standard	deviation
Table	9.6	Data	based	on	Katz	et	al.	He	then	proposed	running	a	standard	two-sample	t	test	on	the	dijs.	6.35	In	the	previous	question	we	were	concerned	with	whether	husbands	and	wives	rate	their	degree	of	sexual	fun	congruently	(i.e.,	to	the	same	degree).	Dev	=	10.56	Mean	=	49.1	N	=	289.00	Histogram	showing	distribution	of	total	Behavior
Problem	scores	30	20	10	0	.0	87	.0	83	.0	79	.0	75	.0	71	.0	67	.0	63	.0	.0	59	.0	55	.0	51	.0	47	.0	43	.0	39	.0	35	.0	31	.0	27	.0	23	.0	19	.0	15	11	Behavior	Problem	Score	©	Cengage	Learning	2013	Frequency	Std.	Characteristics	of	samples	are	called	statistics	and	are	designated	by	Roman	letters	(e.g.,	X).	Or	we	might	place	subjects	in	a	situation	in	which
another	person	needed	help;	we	could	compare	the	latency	of	helping	behavior	when	subjects	were	tested	alone	and	when	different	subjects	were	tested	in	groups.	In	general,	then,	we	use	statistics	as	estimates	of	parameters.	You	may	come	across	other	situations	where	you	would	think	that	it	makes	more	sense	to	use	the	average	standard
deviation.	We	will	discuss	the	test	on	the	slope	shortly.	However,	because	regression	coefficients	play	an	important	role	in	multiple	regression,	and	since	in	multiple	regression	a	significant	correlation	does	not	necessarily	imply	a	significant	slope	for	each	predictor	variable,	the	exact	form	of	the	test	will	be	given	here.	Finally,	Venables	pointed	out
that	whereas	we	are	all	happy	and	comfortable	with	the	fact	that	we	can	now	run	a	t	test	without	worrying	overly	much	about	heterogeneity	of	variance,	when	we	come	to	the	analysis	of	variance	in	Chapter	11	we	will	not	have	such	a	correction	and,	as	a	result,	we	will	happily	go	our	way	acting	as	if	the	lack	of	equality	of	variances	is	not	a	problem.
Whereas	random	selection	concerns	the	source	of	our	data	and	is	important	for	generalizing	the	results	of	our	study	to	the	whole	population,	random	assignment	of	subjects	(once	selected)	to	treatment	groups	is	fundamental	to	the	integrity	of	our	experiment.	As	we	have	already	seen,	certain	disadvantages	are	associated	with	the	mean:	It	is
influenced	by	extreme	scores,	its	value	may	not	actually	exist	in	the	data,	and	its	interpretation	in	terms	of	the	underlying	variable	being	measured	requires	at	least	some	faith	in	the	interval	properties	of	the	data.	My	first	edition	followed	much	of	that	trend,	and	properly	so.	It	is	more	Section	6.10	Mantel-Haenszel	Statistic	159	Table	6.9	Admissions
data	for	graduate	departments	at	Berkeley	(1973)	(Percent	admitted	in	parentheses)	Males	Females	Admit	Reject	Admit	Reject	A	B	C	D	E	F	Total	B-F	512	(62%)	353	(63%)	120	(37%)	138	(33%)	53	(28%)	22	(6%)	686	313	207	205	279	138	351	1,180	89	(82%)	17	(68%)	202	(34%)	131	(35%)	94	(24%)	24	(7%)	468	19	8	391	244	299	317	1,259	%	of	Total
B-F	36.8%	63.2%	28.8%	71.2%	powerful	than	simply	combining	individual	chi-squares	and	is	less	susceptible	to	the	problem	of	small	expected	frequencies	in	the	individual	2	3	2	tables	(Cochran,	1954).	This	confusion	results	from	the	fact	that	there	are	different	ways	of	defining	what	we	mean	by	a	one-	or	a	two-tailed	test.	If	we	want	to	set	limits	that
are	likely	to	include	m	given	the	data	at	hand,	what	we	really	want	is	to	ask	how	large,	or	small,	the	true	value	of	m	could	be	without	causing	us	to	reject	H0	if	we	ran	a	t	test	on	the	obtained	sample	mean.	Looking	at	the	bottom	row	of	Table	6.9,	which	does	not	include	Department	A,	you	can	see	that	36.8%	of	males	and	28.8%	of	females	were
admitted	by	the	five	departments.	Having	defined	the	pooled	estimate	(s2p),	we	can	now	write	t5	1	X1	2	X2	2	1	X1	2	X2	2	1	X1	2	X2	2	5	5	sX	2X	1	1	s2p	s2p	1	2	s2p	a	1	b	1	n2	Å	n1	Å	n1	n2	Notice	that	both	this	formula	for	t	and	the	one	before	it	involve	dividing	the	difference	between	the	sample	means	by	an	estimate	of	the	standard	error	of	the
difference	between	means.	8.8	8.9	a.	Note	how	well	the	extreme	values	stand	out.	(This	is	a	hard	one.)	6.8	Howell	and	Huessy	(1981)	used	a	rating	scale	to	classify	children	in	a	second-grade	class	as	showing	or	not	showing	behavior	commonly	associated	with	attention	deficit	disorder	(ADD).	Technically	it	means	that	if	a	student	answered	0	questions
correctly	on	Katz’s	test,	we	would	expect	them	to	have	an	SAT	of	approximately	370.	Thus,	we	have	d	and	d	and	can	simply	solve	for	n:	d	5	d!n	d	2	2.80	2	n5a	b	5a	b	5	8.482	d	0.33	5	71.91	Section	8.4	Power	Calculations	for	the	One-Sample	t	237	Because	clients	generally	come	in	whole	lots,	we	will	round	off	to	72.	Or,	he	has	access	to	25	high	school
dropouts	who	have	a	history	of	delinquency.	6.4	Thirty	years	after	the	Clark	and	Clark	study,	Hraba	and	Grant	(1970)	repeated	the	study	referred	to	in	Exercise	6.3.	The	studies,	though	similar,	were	not	exactly	equivalent,	but	the	results	were	interesting.	This	means	that	if	the	correlation	is	.20,	using	Y^	as	our	prediction	rather	than	Y	(i.e.,	taking	X
into	account)	leaves	us	with	a	standard	error	that	is	fully	98%	of	what	it	would	be	without	knowing	X.	I	don’t	expect	most	people	to	be	excited	by	the	fact	that	a	logarithmic	transformation	of	the	odds	ratio	has	interesting	statistical	properties,	but	that	is	a	very	important	point	nonetheless.	Notice	that	the	zero	point	must	be	a	true	zero	point	and	not	an
arbitrary	one,	such	as	0º	F	or	even	0º	C.	The	solution	is	not	difficult,	and	those	who	wish	can	find	it	in	earlier	5	For	those	who	are	interested,	Rousseeuw	and	Leroy	(1987)	present	a	good	discussion	of	alternative	criteria	that	could	be	minimized,	often	to	good	advantage.	(1979)	ran	a	computer-based	sampling	study.	For	example,
multilevel/hierarchical	models	are	becoming	much	more	common	in	the	research	literature.	As	a	check	we	ask	a	second	judge	to	go	through	the	same	process	and	rate	the	same	adolescents.	A	regression	equation,	however,	can	in	fact	tell	us	something	meaningful	about	these	general	principles,	even	though	we	may	never	actually	use	it	to	form	a
prediction	for	a	specific	case.	The	interquartile	range	plays	an	important	role	in	a	useful	graphical	method	known	as	a	boxplot.	8.5	Power	Calculations	for	Differences	Between	Two	Independent	Means	When	we	wish	to	test	the	difference	between	two	independent	means,	the	treatment	of	power	is	very	similar	to	our	treatment	of	the	case	that	we	used
for	only	one	mean.	X	0.0	1.0	1.1	1.5	1.9	2.8	2.9	3.5	2.5	2.0	2.0	1.5	1.5	1.0	1.0	0.5	0.5	0	0	–1	0	1	2	3	4	–1	X	Figure	2.5	Illustration	of	the	kernel	density	function	for	X	0	1	2	X	3	4	©	Cengage	Learning	2013	2.5	f	(X	)	f	(X	)	If	you	plot	these	points	along	the	X	axis	and	superimpose	small	distributions	representing	alternative	values	that	might	have	been
obtained	instead	of	the	actual	values	you	have,	you	obtain	the	distribution	shown	on	the	left	in	Figure	2.5.	Everitt	and	Hothorn	give	these	small	distributions	a	technical	name:	“bumps.”	Notice	that	these	bumps	are	normal	distributions,	but	I	could	have	specified	some	other	shape	if	I	thought	that	a	normal	distribution	was	inappropriate.	The
distribution	in	Figure	2.10(b)	is	referred	to	as	bimodal,	because	it	has	two	peaks.	An	important	hypothesis	about	the	source	of	the	moon	illusion	was	put	forth	by	Holway	and	Boring	(1940),	who	suggested	that	there	is	an	illusion	because	when	the	13	On	October	19,	2010	the	New	York	Times	carried	a	report	of	a	study	by	Lock,	Le	Grange,	Agras,
Moye,	Bryson,	and	Jo	(2010)	that	compared	family	therapy	as	a	treatment	for	anorexia	(called	the	Maudsley	method)	against	an	alternative	therapy.	As	I	explained	earlier,	in	calculating	the	variance	we	divide	the	sum	of	squared	deviations	by	N	2	1	to	create	an	unbiased	estimate	of	the	population	variance.	In	the	section	labeled	Model	Summary	you
see	both	R	and	R2.	65	0	.	Because	we	are	dealing	with	related	observations	(each	subject	served	under	both	conditions),	we	will	work	with	the	difference	scores	and	test	H0	:	mD	5	0.	Notice	that	the	SPSS’s	result	for	the	t	test	agrees,	within	rounding	error,	with	the	value	we	obtained	by	hand.	The	odds	ratio	has	at	least	two	things	in	its	favor.	There
are	no	good	rules	for	selecting	a	measure	of	central	tendency,	but	it	is	possible	to	make	intelligent	choices	among	the	three	measures.	If	we	had	the	infinite	sample	and	calculated	the	variances	for	the	Ys	at	each	value	of	X,	the	average	of	those	variances	would	be	the	residual	variance,	and	its	square	root	would	be	sY	#	X	.	Figure	8.5	shows	the
opening	screen	from	G*Power,	though	yours	may	look	slightly	different	when	you	first	start.	This	latter	test	takes	the	form	t	5	1	r12	2	r13	2	1	N	2	1	2	1	1	1	r23	2	1	r12	1	r13	2	2	N21	1	1	2	r23	2	3	2a	b	0R0	1	ã	N23	4	where	0	R	0	5	1	1	2	r212	2	r213	2	r223	2	1	1	2r12r13r23	2	17	I	had	to	insert	the	label	“approx.”	here	because	the	limits,	as	we	saw
above,	are	not	exactly	symmetrical	around	r.	You	should	never	throw	away	subjects	to	make	sample	sizes	equal.	In	general,	we	will	refer	specifically	to	dispersion	around	the	mean.	This	book	deals	with	the	increased	availability	of	computers	by	incorporating	them	into	the	discussion.	The	obvious	question	following	the	result	of	our	analysis	of	these
data	concerns	why	it	should	happen.	A	confidence	statement	is	a	statement	of	the	probability	that	the	ring	has	been	on	target;	it	is	not	a	statement	of	the	probability	that	the	target	(parameter)	landed	in	the	ring.	For	the	aspirin	example	the	odds	of	heart	attack	given	that	you	did	not	take	aspirin	were	189/10,845	5	.017.	The	bold	line	labeled	“50”
through	the	center	represents	the	mean	weight	at	each	age.	In	other	words,	we	are	not	speaking	about	cause	and	effect.	6.34	Hout,	Duncan,	and	Sobel	(1987)	reported	data	on	the	relative	sexual	satisfaction	of	married	couples.	8.23	Why	do	you	suppose	that	Exercises	8.21	and	8.22	belong	in	a	statistics	text?	7.14	Compas	and	others	(1994)	were
surprised	to	find	that	young	children	under	stress	actually	report	fewer	symptoms	of	anxiety	and	depression	than	we	would	expect.	The	number	found	by	any	given	student	is	considered	that	student’s	score.	This	level	of	inaccuracy	is	not	intolerable.	For	samples	of	any	size,	however,	SSresidual	5	SSY	1	1	2	r2	2	.	For	girls	this	correlation	is	.31	and	for
boys	it	is	.20.	We	can	also	see	that	the	distribution	is	positively	skewed,	because	the	whisker	on	the	right	is	substantially	longer	than	the	one	on	the	left.	(dashed	line	5	female,	solid	line	5	male,	dotted	line	5	combined)	Section	9.16	Power	Calculation	for	Pearson’s	r	293	is	Y^	female	5	2.58	×	Heightfemale	–	44.86.)	.)	The	important	point	is	that	the	high
correlation	we	found	when	we	combined	genders	is	not	due	purely	to	the	relation	between	height	and	weight.	Although	the	interval	is	wide,	it	does	not	include	0.	Eradicating	poverty	is	certainly	a	worthwhile	and	important	goal,	one	that	I	strongly	support,	but	the	correlation	between	income	and	educational	achievement	may	be	totally	irrelevant	to
the	issue.	One	can	be	derived	from	the	other.	0.3340	0.3365	0.3389	0.3413	0.3438	0.3461	0.3485	0.3508	0.3531	...	They	also	play	an	important	role	in	many	of	the	techniques	of	exploratory	data	analysis	advocated	by	Tukey.	Using	only	the	data	for	the	first	two	columns	(those	subjects	with	heart	attacks),	calculate	both	Pearson’s	chi-square	and	the
likelihood	ratio	chi-square	and	interpret	your	results.	So	what	does	it	mean	to	say	that	the	95%	confidence	interval	is	1.219	<	m	<	1.707?	This	edition	is	no	exception,	except	that	some	of	the	changes	will	be	more	extensive	than	usual.	2.36	Create	a	sample	of	10	numbers	that	has	a	mean	of	8.6.	How	does	this	illustrate	the	point	we	discussed	about
degrees	of	freedom?	In	Adams’s	et	al.	They	obtained	the	following	data:	Reject	No	Reject	Inescapable	Shock	8	22	30	Escapable	Shock	19	11	30	No	Shock	Total	18	15	33	45	48	93	©	Cengage	Learning	2013	What	could	Visintainer	et	al.	But	when	we	use	trimmed	samples	to	estimate	variability,	we	use	a	variation	based	on	what	is	called	a	Winsorized
sample.	It	is	sometimes	referred	to	as	Hedges’	g.
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